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ABSTRACT

Despite great success in the vision domain, GANs still suffer
from training instability, especially in text generation. To improve
training stability, we develop a new perspective of GANs based
on the connections to deep generative models under structured
constraint, Posterior Regularization.
Our proposed viewpoint results in two novel revisions to the pre-
vious GANs formulations, including 1) in the phase of discrimi-
nator learning, fake samples’ contribution to the loss is weighted
by the discriminator, and 2) in the phase of generator learning, a
relative entropy regularization on the generator. Empirical stud-
ies show our approach achieves state-of-the-art performance in
both text generation and image generation.

BACKGROUND

WGAN & Divergence Minimization The Wasserstein
GAN optimizes the Wasserstein distance W (Pr,Pg) between the
data distribution Pr and the generator distribution Pθ. and has
dual form

W (Pr,Pg) = sup
‖f‖L≤1

Ex∼Pr [f(x)]− Ex∼Pθ [f(x)]

Deep Learning with Knowledge Constraints
PR (Posterior Regularization) a variational distribution q which
is stays close to pθ under fixed constraint f .

L(θ,Q) = KL(q(x)|pθ(x))− αEx∼Q[f(x)]

q∗(x) =
pθ(x) exp (αfφ(x))

Z

f is adapted as reward function and learned through MaxEnt-IRL

f = argmax
f

Ex∼pd [log q(x)] = argmax
f

Ex∼pd [αf(x)]−Ex∼q[αf(x)]

θ = argmin
θ

KL(q(x)|pθ(x))

Figure 1: Deep learning with knowledge constraint

LIPSCHITZ FORMULATION
We can add Lipschitz constraint on fφ(x).
Reverse KL Divergence
Optimizing KL(pθ||q) are equivalent to optimizing KL(q||pθ).
Note that under the assumption that fφ lipschitz, function fφ(x)
is lower and upper-bounded. Then we can upper bound

KL(q||pθ)−KL(pθ||q) ≤α(a+ b)

∫
x

pθ(x)

[
1 +

exp (αfφ(x))

Z

]
dx

≤2α(a+ b)

(1)

argmin
θ

KL(pθ||q) = argmin
θ
−Ex∼pθ [αfθt(x)] +KL(pθ||pθt) + c

Lipschitz Formulation We can also establish:

P
(
∇xf∗φ(x) =

−x
‖ − x‖

)
= 1, for any (x, )] ∼ π∗, (2)

where π∗ =
∏
(pd, q) is the collection of all probability measures

with marginals pd and q. So this actually means that there is a
gradient that push q (namely p) to pd. So if α is relatively large,
then the total gradient ∇θlθ = −αx∼pθ∇θf∗φ(x) +∇θKL(pθ||pθ0)
will enforce p to close pd.

UNSUPERVISED TEXT GENERATION
We are able to improve upon the state-of-the-art text generation
models simply by adapting our GAN formulation.

Figure 2: Our method achieves
higher overall accuracy-BLEU
trade-off in text style transfer on
Yelp! reviews dataset.

Length 20 40
MLE 9.038 10.411
SeqGAN 8.736 10.31
RankGAN 8.247 9.958
LeakGAN 7.038 7.191
RelGAN 6.68 6.765
WGANGP 6.89 ?
Ours 5.67 ?
Real 5.75 4.071

Table 1: Our method achieves
lower NLL on the oracle unsuper-
vised text generation dataset.

UNSUPERVISED IMAGE GENERATION
We also benchmark our model on unsupervised image genera-
tion with CIFAR10, our model outperforms the previous state-
of-the-art by a large margin both qualitatively and quantitatively
according to Inception Score and FID.

Figure 3: Ours (right) v.s. baseline (top-left) and SOTA (bottom-left)

Method Inception score FID

Real data 11.24±.12 7.8

Orthonormal (SNGAN) 7.92±.04 23.8±.58
DCGAN (DCGAN) 6.64±.14 -
LR-GANs (LRGAN) 7.17±.07 -
Denoising (denoise) 7.72±.13 -
WGAN-GP (wgangp) 7.86±.08 -
CT-GAN (wwgan) 8.12±.12 -
SN-GANs (SNGAN) 8.22±.05 21.7±.21
Ours 8.69±.13 10.70±.10

Table 2: Inception score and Fréchet Inception Distance on CIFAR-10.

FUTURE DIRECTIONS
• Explore TRPO for better guarantees.

• Clipped surrogate KL implementation.

• Ready for NeurIPS 2020.


