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Problem

• ℓ ∈ ℝ$ is a regression vector (bounded)
• 𝜖& ∼ 𝑁(0, 𝜎-) is white noise 
• 𝑏& ∼ 𝐵 is oblivious 𝛼-sparse outliers: 
• 𝑏& is independent of all other variables
• at most an 𝛼	fraction of 𝑏&s are nonzero

We consider three models:
1. Linear Regression: 𝑛 independent samples 

𝑥&, 𝑦& ,	where 𝑥& ∼ 𝑁(0, 𝐼$) and
𝑦& = ℓ, 𝑥& + 𝜖& + 𝑏&

2. Affine Regression: let 𝑢 ∈ ℝ: and use
𝑦& = ℓ, 𝑥& + 𝜖& + 𝑏& + 𝑢

3. ReLU Regression: let 𝑢 ∈ ℝ: and use
𝑦& = 𝑅( ℓ, 𝑥& + 𝜖& + 𝑏& + 𝑢)

where 𝑅 𝑥 = max 𝑥, 0
Our goal is to recover ℓ.  We want:
• Consistency: error goes to 0 as 𝑛 → ∞
• High breakdown point: 𝛼 ≈ 1
• Statistical efficiency: standard deviation of 

error behaves like 𝑑/𝑛�

• Algorithmic efficiency: ideally linear time 
• Parameter-free: no dependence on 

parameters like 𝜎, 𝛼

What’s Known

Model 1: In 2019, Suggala et al [1] provided a 
consistent, quasilinear time estimator that 
works with any 𝛼 < 1.  This algorithm depends 
on a good estimate for 𝜎 and 𝛼, though.
Model 2, Model 3: No consistent result for 
oblivious outliers.  For adversarial outliers, there 
is provably no consistent estimator.

Our Result

Theorem. Given 𝑛 samples from 
Model 1, 2, or 3, there is a linear time 
estimator ℓG for ℓ with error 

ℓG − ℓ = 𝑂
𝜎- + 1�

1 − 𝛼
𝑑 log 𝑛
𝑛

�

with high probability, for any 𝛼 < 1, in 
time 𝑂(𝑛𝑑).  
(Achieves all of our goals!)

Algorithm

1. Compute 𝑣 = N
:
∑ sign 𝑦& 𝑥&:
&SN , 𝑣T = U

U
. In 

Model 3, use sign(0)	=	−1.
2. Take the median 𝑀 of the set:
• Model 1: 𝑦&/𝑧& for 𝑧 = 〈𝑥, 𝑣T〉
• Model 2: 𝑦& 𝑧&⁄ : 𝑧& > 1 for 𝑧 = 〈𝑥, 𝑣T〉
• Model 3: ]^_`ab]^_

c_
: 𝑦-&dN,-& > 0, 𝑧& > 1

for 𝑧 = 𝑥-&dN − 𝑥-&, 𝑣T
3. Output 𝑀𝑣T.

Proof Sketch
Step 1: Direction
𝔼[sign 𝑦& 𝑥&] points in the same direction as
ℓ, so 𝑣T points close to there.  Converges fast 
because sign 𝑦& 𝑥& has Gaussian tails.

Step 2: Magnitude
Model 1/2: Note that the distribution of

𝑦&
〈𝑥&, 𝑣T〉

= ℓ +
1
𝑥&, 𝑣T

(𝜖& + 𝑏& + 𝑢)

is symmetric around ℓ , so take the median.

Model 3: 𝑥-&dN − 𝑥-&, 𝑦-&dN − 𝑦-& looks like a 
sample from Model 1, except with some 
correlation between the noise and 𝑥.  Apply 
the same ideas as for Model 1.

Can we estimate 𝒖 in Model 2 or 3?
Probably not consistently.  It’s equivalent to the 
following Model 4:
4. If	𝑥& ∼ 𝑁 𝑢, 𝜎- , find 𝜇 from samples 

𝑥& + 𝑏&
Kothari and Steurer [2] can estimate with error 
𝑂(𝛼𝜎) but not consistently.  The following, 
similar-looking Model 5 has no estimators with 
error less than 𝑂(𝛼𝜎):
5. Given 𝑥& ∼ 𝑁 𝑢, 𝜎- , find 𝜇 from samples 

where a random 𝛼 fraction of 𝑥& is replaced
with an independent 𝑏&

Proof Sketch: The distribution with 
(unnormalized) PDF max(𝜙 𝑥 − 𝑐 , 𝜙 𝑥 + 𝑐 ) can 
be looked at as a corruption of either 𝑁(𝑐, 1) or 
𝑁(−𝑐, 1).  No estimator can tell these apart, so 
we must incur an error of at least 𝑐 = 𝑂(𝛼).

Future Work
Our algorithm is simpler than previously known, 
so we can try to extend it:
• Higher-degree polynomials:  We can try to 

recover the coefficients of a polynomial 𝑝(𝑥)
given points of the form

𝑥&, 𝑝 𝑥& + 𝜖& + 𝑏&
• Neural networks:  Our ReLU model can be 

thought of as a single-layer neural network; 
can we generalize or results to multi-layer 
networks?

• More general input distributions:  Our proof 
depends on the coordinate-wise 
independence of 𝑥& ; can we weaken this, e.g. 
to zero correlation?

References
[1] A. S. Suggala, K. Bhatia, P. Ravikumar, and P. Jain, 
“Adaptive hard thresholding for near-optimal consistent robust 
regression,” arXiv preprint arXiv:1903.08192, 2019.
[2] P. K. Kothari and D. Steurer, “Outlier-robust moment-
estimation via sum-of-squares,” arXiv preprint 
arXiv:1711.11581, 2017.

Figure 1: An 
example of linear 
regression with 
oblivious noise.  
Here, the 10% of 
points that are 
outliers are 
marked with red.


