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Summary

- Research team: HCl-focused researchers working on how humans interact with Al systems
» Research focus: constraint-driven LLM application development (prompt->eval)
- Expected output: co-development of framework/experiments. Intern->FTE opportunities

« Investment: 100k investment. Biweekly meetings (0.5hr, two Apple attendees)

July 2025 Sept Nov Jan March July 2026
Project launch: RFC review Prototype review + RFC Initial XF ICML Submission Final XF ICML Presentation
and project DRIs finalization: initial Presentation to SIML Presentation to SIML

experiments and results
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Principal investigator

Prof. Sherry Wu

Assistant Professor (tenure track) in Human-Computer Interaction Institute,
School of CS

- Area chair for top AI/HCI/NLP conferences.

- Works recognized by media coverage from The Washington Post, MIT
Tech Review, CNET, etc.
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CMU, Research in LLM App Dev | Research Lab Summary

WInE (Watch, Inspect, and Enrich) lab at Carnegie Mellon University, Human-Computer Interaction Institute.
Focuses on design, build, and evaluation of practical Al systems that can best support humans.
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Core topics:
1. Practical Al Evaluation: We evaluate Al models beyond accuracy metrics, focusing on task-specific needs. This involves

frameworks that augment domain knowledge and end-to-end benchmarks that assess Al's ability to adapt across varied fields.
2. Tailoring Al Behaviors: We investigate methods for refining Al behaviors to meet user requirements. This includes explicating
users’ implicit preferences and translating user inputs into actionable Al tasks.
3. Human-Al Collaboration: We explore how Al and humans can optimally collaborate, by improving task delegation and
incorporating Al into education and real-world applications.
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| Research Goals

Requirement-Driven LLM prototyping & deployment

Prompting is the best prototyping technique we have, but large models are
slow and inefficient. We would like to have small, efficient task-specific
models. How can we transter insights from prompting to post-training?

We propose a requirement-centered framework where requirements unify
task definition—guiding prompt synthesis during prototyping and enabling
high-quality synthetic data generation for training smaller models.

The steps are:

lterative Requirement-Driven Prompting

- Developers refine use-case requirements by evaluating auto-synthesized
prompts with requirement-specific checks (LLM- or rule-based).

- Tools to accelerate prompt engineering, like requirement validators to
flag vague/conflicting constraints and requirement-aware prompt
synthesizers

Synthetic data generation and model training aligned to requirements

- Map task instructions to requirement clusters using instruction-dataset
pairs

- Generate multiple outputs per prompt and sample outputs that best
satisfy requirements.

Iterate on task requirements via prompting

Curated requirements for code-explain

* The output should break down the code’s functionality.

snippet.

snippet.

* The output should identi

* The output should detect

* The output should explain the purpose of the code.
* The output should use analogies and examples to clarify the explanation.
« If technical jargon is used, the output should provide clear explanations for it.

* The output should aim t
coding knowledge.

An example of COPRO-optimized prompts

Provide a detailed explanation of the given code snippet, following these guidelines:

1. **QOverview**: Begin with a high-level summary that sets the context for the
« The output should check : code’s purpose and functionality.

Synthesize,

éﬁst, refine

during code execution.

Requirenjent-
driven input
sampling and
generati

Synthesize data based on requirements

from typing import List

def has_close_elements(numbers: List[float], threshold: float) ->

2. **Purpose and Benefits**: Clearly explain the code’s main objective and highlight
scenarios where its features are particularly beneficial or efficient.

3. **Analogies and Examples**: Use relatable analogies and examples to enhance
understanding, especially for complex concepts.

4. **Code Breakdown**: Decompose the code into its fundamental components, explaining
the role and function of each part.

5. **Step-by-Step Execution**: Offer a precise, sequential walkthrough of how the code
executes, ensuring clarity on the process.

6. **State Changes and Side Effects**: Identify any potential side effects or state changes
that occur during execution.

7. **Variable and Data Structure Explanation**: Define and explain any variables or data
structures used, ensuring comprehension for those with minimal coding knowledge.

8. **Technical Jareon**: Simplifv or clarifv anv technical terms to make the explanation

\

bool:for idx, elem in enumerate(numbers): an d ran king wi th

for idx2, elem2 in enumerate(numbers):

if idx = idx2:

distance = abs(elem - elem2)

if distance < threshold:

return

Provide a concise r | False

at most 213 charac | >>> has_close_elements([1.0, 2.8, 3.0, 4.0, 5.0, 2.0], 0.3)

True

Check if in given list of numbers, are any two numbers closer to
return False each other than given threshold.
>>> has_close_elements([1.0, 2.0, 3.0], 0.5)

Output gengration

synthesizéd prompt



| Relevance, logistics, process

Relevance
 Enables us to scale our Apple Intelligence product process by:
- |dentifying which use cases require adapters vs just prompting
. Accelerating development of synthetic data pipelines (for PEFT, training, evaluation)
- Important for distillation into small (eg on-device) models
- Giving us insight into better prototyping tool (informs work on Belle)

Timeline

Duration of engagement: 1 year

« H2/2025: Tools for requirement extraction and prompt synthesis
- H1/2026: Dataset generation + small model tuning

- H2/2026: Evaluation, benchmarking, open-source code release

Target publication venues
Bi-weekly research meeting with the Pl and the student

Quarterly project status review
Paper submission to ICML/ICLR/NeurlPS 2026

Budget
$100k: 1 full-time PhD student (95k), with additional research cost e.g., compute, human-subject experiments, etc. (5k).

DRIs
University DRI: Prof. Sherry Wu
Apple DRI: Eric Liang Yang, Andrew Walkingshaw



