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Overview

• Why care about privacy?

• Differential Privacy (a criteria to 

measure privacy protection).

• “Differentially Private” methods 

in finite dimensions.

• Extending DP to function spaces.

• Examples.
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Background material

New material.



Privacy Caricature
Patient ID Tobacco Age Weight Heart Disease

0001 Y 36 170 N

0002 N 26 150 N

0003 N 45 165 Y

… … … … …

1.  Agency has 
data about 
individuals.

2.  They release some 
statistics (e.g., for 
researchers to examine).

3.  Somebody combines this 
with some side-information 
and identifies some 
individuals in the database.

Embarrassment to 
agency, individuals, etc. 
(at very least).
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Privacy Caricature
Patient ID Tobacco Age Weight Heart Disease

0001 Y 36 170 N

0002 N 26 150 N

0003 N 45 165 Y

… … … … …

1.  Agency has 
data about 
individuals.

2.  They release some 
statistics (e.g., for 
researchers to examine).

3.  Somebody combines this 
with some side-information 
and identifies some 
individuals in the database.

Embarrassment to 
agency, individuals, etc. 
(at very least).

Goal of “Privacy-Preserving Data Mining” is to prevent 
identification, while maintaining utility in the release.
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Privacy Caricature
Patient ID Tobacco Age Weight Heart Disease

0001 Y 36 170 N

0002 N 26 150 N

0003 N 45 165 Y

… … … … …

1.  Agency has 
data about 
individuals.

2.  They release some 
statistics (e.g., for 
researchers to examine).

3.  Somebody combines this 
with some side-information 
and identifies some 
individuals in the database.

Embarrassment to 
agency, individuals, etc. 
(at very least).

Our contribution is when the 
released data is itself a function.
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Goal of “Privacy-Preserving Data Mining” is to prevent 
identification, while maintaining utility in the release.



This is not a Fake Problem

• Seemingly innocuous data releases may lead to 
embarrassment, lawsuits etc.
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• Consider algorithms which incorporate randomness:

• Characterized by probability measures indexed by D.

Background

Patient ID Age Weight

0001 36 170

0002 26 150

0003 45 165

… … …

Private 
Input data

Output
(to world)

Unreleased intermediate 
value.
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(α,β)-Differential Privacy

• An algorithm is called (α,β)-Differentially Private when:

• Remarks:
– Same holds when D and D’ are reversed.

– Means that the distribution of the output “doesn’t change 
much” when the input changes by one element.

– Sometimes called “Approximate Differential Privacy” (β > 0).

– Implications…

The measurable sets in 
the output space.

A pair of databases which differ 
by one element (“adjacent”).
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• For what Σ does this achieve (α,β)-DP?

Finite Dimensional Example

Patient ID Age Weight

0001 36 170

0002 26 150

0003 45 165

… … …

Private 
Input data

Output
(to world)

Unreleased intermediate 
value.
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• For what Σ does this achieve (α,β)-DP?

Finite Dimensional Example

Patient ID Age Weight

0001 36 170

0002 26 150

0003 45 165

… … …

Patient ID Age Weight

0001 36 170

0002 56 213

0003 45 165

… … …

Replacing one row.
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• For what Σ does this achieve (α,β)-DP?

• These two distributions are “close” (in DP sense) when:

Finite Dimensional Example

Patient ID Age Weight

0001 36 170

0002 26 150

0003 45 165

… … …

Patient ID Age Weight

0001 36 170

0002 56 213

0003 45 165

… … …

Replacing one row.
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• For what Σ does this achieve (α,β)-DP?

• Remarks:
– Gaussian noise achieves DP for any arbitrary family of vectors where 

the GS is appropriately bounded.

– If GS is bounded by some C then (α,β)-DP can be achieved via 
appropriate scaling of Σ.

– Typically requires data to live in compact set.

– To achieve (α,0)-DP, requires Laplace noise and sensitivity measured in 
the l1 distance.

DP via Sensitivity Analysis

“Global Sensitivity”
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From Vectors to Functions

• The previous technique (and similar) work well for vectors:
– Statistical point estimates,

– Logistic regression,

– Linear SVM,

– Histograms,

– Contingency tables…

• We consider methods which output functions:
– Kernel density estimators,

– Kernel SVM,

– Point estimates in function spaces…

• Difficulties: no densities, different σ-field etc.
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Measures on a Function Space

14

x1

x1

x2

x2

• Consider projections of functions obtained through evaluation 
on finite sets of points:



• Inverse image of the Borel σ-field is a σ-field on the space of 
functions.

• Taking the union of these σ-fields over all countable subsets 
{x1, x2, …} yields the “Cylinder σ-field.”

Measures on a Function Space
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• Measures on the function space are defined by a “consistent” 
set of measures on the finite projections (c.f., Kolmogorov’s
extension theorem).

Measures on a Function Space
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x2

x2

Level sets of some 
measure.



• We say a family of measures over a function space achieves 
(α,β)-DP whenever it achieves (α,β)-DP for every finite
projection:

• Implies: 

– achieving (α,β)-DP for every countable projection.

– achieving (α,β)-DP over the Borel σ-field (when separable/continuous etc).

DP on a Function Space
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• The obvious analog of Gaussian noise addition:

• When does this achieve differential privacy?

DP with a Gaussian Process

Patient ID Age Weight

0001 36 170

0002 26 150

0003 45 165

… … …

Private 
Input data Output

(to world)

Unreleased
intermediate 

value.
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Gaussian Processes

• A collection of random variables indexed by T:

• For any finite subset,                                      the distribution is 
multivariate normal:

• Determined by mean function m and covariance “kernel” K .

• Interpreted as a function via the “sample path:”
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Gaussian Processes

blue: h = 0.1, red: h = 0.01
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Gaussian Processes

blue: h = 0.1, red: h = 0.01
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Gaussian Processes

• Over higher dimension index space:

22



DP with a Gaussian Process

• Finite dimensional distributions are normal:
– Previous work demonstrates DP whenever:

– i.e., the “Global Sensitivity” being bounded on every finite projection. 

• Suppose all fD lay in the RKHS corresponding to K, then the 
above is bounded by:
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• An inner product space of functions:

Salient Facts about an RKHS
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Where:

Each RKHS corresponds 
to a unique K.



• An inner product space of functions:

• The inner product:

Salient Facts about an RKHS
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Where:



• An inner product space of functions:

• The inner product:

• This definition leads to two important properties:

– The reproducing property:

– Kx are the representers for the evaluation functionals:

Salient Facts about an RKHS
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Where:



DP with a Gaussian Process
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where

An orthogonal projection 
to a linear subspace.

Where P corresponds to any finite projection.



• When does this achieve differential privacy?

• (at least) whenever:

DP with a Gaussian Process

Patient ID Age Weight

0001 36 170

0002 26 150

0003 45 165

… … …

Private 
Input data Output

(to world)

Unreleased
intermediate 

value.
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As before, may be 
achieved by scaling K



Example 1: Kernel Density Estimation

• A popular nonparametric density estimator in statistics.
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Example 1: Kernel Density Estimation

• On two adjacent datasets the difference is:

• These functions are in the generating set 

of the RKHS with the kernel:

Since:
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Example 1: Kernel Density Estimation

• Therefore it is trivial to upper bound the RKHS norm:

• Hence DP is achieved by releasing:

Note E|G|2 = 1
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Example 1: Kernel Density Estimation

Remarks: released function is smooth, error is of same order as sampling error.
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Example 2: Kernel SVM

• Consider regularized ERM in an RKHS:

– Classification, regression etc.

• Bousquet & Elisseeff (JMLR 2002) give a technique to bound the RKHS 
distance between functions on adjacent data.

– They use McDiarmid’s to get generalization error bounds.

– Used for Differential Privacy before by Ben Rubinstein.

– The requisite bound:
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D = {zi} = {(xi,yi)}

Lipschitz constant for loss function.



Example 2: Kernel SVM
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DP in a Sobolev Space

• The same method may be applied more generally:
– Consider the Sobolev space of functions:

– This is an RKHS with the Kernel and the norm:

– In principle the technique may be applied to any family of functions 
where the latter quantity is bounded above.

– There is an analog in higher dimensions.
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DP in a Sobolev Space

• We redo the analysis for Kernel Density Estimation in the 
above RKHS, finding:

• Taking the square root, we find this to be the same order as 
the above, and the constant off by a factor < 2.
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Sobolev Technique Applied to KDE

Remarks: released function is not smooth, but error is still of correct order.
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Remarks and Current Work

• Lower error bounds?
– How much error must necessarily be introduced to achieve the DP.

• Upper error bounds?
– Easy for the l2 metric.

– l∞, classification error etc?

• Sobolev technique in higher dimensions.
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Thanks.
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