Peer to Peer, CDNs, and
Overlays

15-441 Fall 2017
Profs Peter Steenkiste & Justine Sherry

Thanks to Scott Shenker, Sylvia Carnegle
Ratnasamay, Peter Steenkiste, MellOIl

and Srini Seshan for slides. University




sll.do time...
(yell at me it | don’t notice”?)




Announcements

e | will return midterms at the end of lecture.

- We made copies of them
e Recitation tomorrow will consist of two sets of office hours:
* TAs in the Collaborative Commons discussing P2

e Me in GHC 9227 discussing midterms and grades




Today: P2P, CDNs, and Overlays

 We've already mentioned CDNs a bit, and P2P concepts are in Project 2...
* And today we're going to talk about some concepts you already know well:
 Naming
e Addressing
* Routing

* ... butinanew light, | promise!




CANDY: What is naming”




CANDY: What is addressing”




CANDY: What is routing”




(Empty slide so you have to turn the
page to see the answers to the
previous slides :-)




Definitions

« Naming: an identifier for what thing you are looking for

o Addressing: an identifier for where that thing is

* Routing: an algorithm for how to get to that thing




At the IP layer...

* Names:

 DNS names identity hosts
* Addresses:

* |P addresses
* Routing:

* Intradomain: OSPF, RIP...

e |Interdomain: BGP
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At the network layer...

* Names and Addresses glued

user@swit - 1 1eC—-35 OnAng tapkde

Ethernet-switching table: 4 entries, 3 learned
tOgether VILAN MAC address Type Age Interfaces

default *
default 00:26:88: 02:74: 86| Learn 0 ge-0/0/6.0

daefault 00:26:88: 02:74:87 |Learn 0 ge-0/0/7.0
default 00:26:88:02:74:88 |Learn 0 ge-0/0/8.0

 MAC address uniguely identifies
eaCh hOSt MAD:OC):gE?Br;OQ:M:QG . _gﬂ]@&_geoﬂjfa C.")j* MAC.00;32¥02;74;88

172.23.10 86,24 172.23.10.88/24
ge-0/0/7
" " . . A’j | USBFB s
* Routing is fairly simple: ll e - atun

e Broadcast
« MAC learning

e Spanning Tree




| et's see how this applies to
CDNSs...




Content Distribution Networks (CDNs)

The content providers are the CDN
customers.

Content replication

CDN company installs hundreds of
CDN servers throughout Internet

Close to users

CDN replicates its customers’
content in CDN servers. When
provider updates content, CDN
updates servers

origin server
In North America

:

CDN distribution node

CDN server

J
J

iIn S. America CDN server

iIn Europe

@,/\

CDN server
In Asia
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CDN Example — Akamal

e Akamal creates new domain names for each client

° e.g., a128.g.akamai.net tor cnn.com

e [The CDN’s DNS servers are authoritative for the new
domains

 The client content provider modifies its content so that
embedded URLs reference the new domains.

"Akamailze” content

* e.Q.: http:.//www.cnn.com/image-of-the-day.gif becomes http./
a128.g.akamai.net/image-of-the-day.qgif




Recall:

CDN Example — Akamal

e Akamal creates new domain names for each client
° e.g., a128.g.akamai.net tor cnn.com

e [The CDN’s DNS servers are authoritative for the new
domains

 The client content provider modifies its content so that
embedded URLs reference the new domains.
"Akamaize” content

* e.Q.: http:.//www.cnn.com/image-of-the-day.gif becomes http./
a128.g.akamai.net/image-of-the-day.qgif

e Reqguests now sent to CDN'’s infrastructure...




CDNs: the need for names, addressing, and

routing
o (Goal: find content — images, videos, etc.

* In [P and Link layer we were looking for hosts not content

« Names: "Akamized” URI
» http://a128.g.akamai.net/image-of-the-day.qif

» Address: IP address + URI (tuple)

»  "Routing” — how do we choose the right replica to route to”

* [P routing will take care of the rest once we choose a replica



http://a128.g.akamai.net/image-of-the-day.gif

Server Selection

e Which server?
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Server Selection

e Which server?

— Lowest load: to balance load on servers

— Best performance: to improve client performance
* Based on Geography? RTT? Throughput? Load?

— Any alive node: to provide fault tolerance

 How to direct clients to a particular server?



Server Selection

e Which server?

— Lowest load: to balance load on servers

— Best performance: to improve client performance
* Based on Geography? RTT? Throughput? Load?

— Any alive node: to provide fault tolerance

 How to direct clients to a particular server?

— As part of routing: anycast, cluster load balancing
— As part of application: HTTP redirect
— As part of naming: DNS



Trade-offs between approaches



Trade-offs between approaches

* Routing based (IP anycast)
— Pros: Transparent to clients, works when browsers cache
failed addresses, circumvents many routing issues
— Cons: Little control, complex, scalability, TCP can’t recover,
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Trade-offs between approaches

* Routing based (IP anycast)
— Pros: Transparent to clients, works when browsers cache
failed addresses, circumvents many routing issues
— Cons: Little control, complex, scalability, TCP can’t recover,

* Application based (HTTP redirects)

— Pros: Application-level, fine-grained control
— Cons: Additional load and RTTs, hard to cache

* Naming based (DNS selection)
— Pros: Well-suitable for caching, reduce RTTs
— Cons: Request by resolver not client, request for domain not

URL, hidden load factor of resolver’s population
* Much of this data can be estimated “over time”



Content Delivery Networks (2)

Directing clients to nearby CDN nodes with DNS:

— Client query returns local CDN node as response

— Local CDN node caches content for nearby clients and

reduces load on the origin server

Sydney
CDN node

A

\

4: Fetch
page

a—=

Sydney clients

1: Distribute content

A = e - - ————————

2: Query DNS

=

CDN origin
server
CDN DNS
server

3: “Contact Sydney”

“Contact Amsterdam”

Amsterdam
CDN node

=T

Amsterdam clients



Effectively another layer of routing:
the path your connection takes Is
redirected using the DNS.




Process Flow

0

1. User wants to download distributed web content



Process Flow

o /
-

2. User 1s directed through Akamai’s dynamic mapping to the “closest” edge cache



Process Flow

3. Edge cache searches local hard drive for content



Process Flow

3b. If requested object is not on local hard drive, edge cache checks other edge caches in
same region for object



Process Flow

3b. If requested object 1s not cached or not fresh, edge cache sends an HTTP GET the origin
server



Process Flow

3c¢. Origin server delivers object to edge cache over optimized connection



Process Flow

4. Edge server delivers content to end user



Core Hierarchy Regions

XYZ

Rokes Y

I.— User requests content and 1s mapped to optimal edge Akamai server



Core Hierarchy Regions

XYZ

Rokes Y

2. If content 1s not present in the region, it 1s requested from most optimal core region



Core Hierarchy Regions

XYZ

Rokes Y

3. Core region makes one request back to origin server



Core Hierarchy Regions

XYZ

O

B s =
SV -

4. Core region can serve many edge regions with one request to origin server



Thought experiment time: what are some differences
between CDNs and reverse proxies? forward proxies®?

Qﬂ@ﬁServer
}
Reverse proxies < >
ackbone IS
ISP-1 SP-2

Forward prox% >

L]
jW/

Clients |

—=




Onwards to Peer to Peer
(questions before we leave CDNs?)
Dear professor, don't forget sli.do,
love, your past self




Scaling Problem

« Millions of clients = server and network meltdown
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Scaling Problem

« Millions of clients = server and network meltdown
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P2P System
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* Leverage the resources of client machines (peers)
» Computation, storage, bandwidth
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* Leverage the resources of client machines (peers)
» Computation, storage, bandwidth



P2P Definition

Distributed systems consisting of interconnected
nodes able to self-organize into network topologies
with the purpose of sharing resources such as
content, CPU cycles, storage and bandwidth,
capable of adapting to failures and accommodating
transient populations of nodes while maintaining
acceptable connectivity and performance, without
requiring the intermediation or support of a global
centralized server or authority.

— A Survey of Peer-To-Peer Content Distribution Technologies,
Androutsellis-Theotokis and Spinellis




Why peer to peer?

e Harness lots of spare capacity
e 1 Big Fast Server: 10Gbit/s, $10k/month++
e 2 000 cable modems: 1Gbit/s, $ 7?7
e 1M end-hosts: Uh, wow.

e Capacity grows with the number of users!




Why peer to peer?

e Build very large-scale, self-managing systems
e Same techniques useful for companies and p2p apps
e £.g., Akamai's 14,000+ nodes, Google’'s 100,000+ nodes
e Many differences to consider
® Servers versus arbitrary nodes
e Hard state (backups!) versus soft state (caches)

® Security, fairness, freeloading...




Why peer to peer?

e No single point of tailure.

e Server goes down? Lots of peers can take over.

® _.government take your server down”? Peers in other countries.




P2P Construction

»
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P2P Construction
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P2P Construction

®

Clients

Servers




P2P Construction

P2P overlay network




Names, aadresses, and routing

 Name: the identifier for the object we are looking for

e Joday, these are magnet links — a hash of the file you want to
retrieve.

 Address: the IP address of a node that has the data, plus the name
of the data you want to find.

* Routing: how to find and retrieve the data




Napster, IM

= Centralized servers maintain list of files and
peer at which file is stored




Napster, IM

QUer :
%

= Centralized servers maintain list of files and
peer at which file is stored

- Peers join, leave, and query network via direct
communication with servers




Napster, IM

Reply: 6
§

= Centralized servers maintain list of files and
peer at which file is stored

- Peers join, leave, and query network via direct
communication with servers




Napster, IM

%

File Transfer

= Centralized servers maintain list of files and
peer at which file is stored

- Peers join, leave, and query network via direct
communication with servers

- File transfers occur directly between peers




Advantages of this design®




Disadvantages of this design”




Napster, IM

- Advantages:
Highly efficient data lookup
Rapidly adapts to changes in network

- Disadvantages:
Questionable scalability
Vulnerable to censorship, failure, attack




Gnutella

- All peers, called servents, are identical and
function as both servers and clients

- A peer joins network by contacting existing
servents (chosen from online databases)
using PING messages

- A servent receiving a PING message replies

with a PONG message and forwards PING to
other servents

= Peer connects to servents who send PONG




Gnutella

- A servent queries network by sending a
QUERY message

- A servent receiving a QUERY message
replies with a QUERYHIT message if he can

answer the query. If not, he forwards QUERY
message to other servents




Routing 1n Gnutella

- How PING/QUERY messages are forwarded
affects network topology, search efficiency/
accuracy, and scalability

« Proposals
Breadth-First-Search: flooding, iterative deepening,
modified random BFS
Depth-First-Search: random walk, k-walker random
walks, two-level random walk, dominating set based
search




Advantages of this design®




Disadvantages of this design”




Gnutella

- Advantages
Entirely decentralized, pure P2P network
Highly resistant to failure

- Disadvantages

Search is time-consuming
Network typically scales poorly




Chord

= Distributed hash table (DHT) implementation
- Each node/piece of content has an ID

- Content IDs are deterministically mapped to
node |IDs so a searcher knows exactly where
data Is located, a content addressable
network

- Efficient: O(log n) messages per lookup

- Scalable: O(log n) state per node




Keys in Chord

- m bit identifier space for both nodes and
content keys

- Content ID = hash(content)

- Node ID = hash(IP address)

- Both are uniformly distributed

- How to map content IDs to node IDs”?




Mapping Content to Nodes

IP=198.10.10.1" 0 K3

T~
N123 K20
/ Circular 7-bit \ |
K101 1D space N32

N90 Content = “U2”

Figure adapted from Stoica et al.

Content is stored at successor node, node with next higher ID




Routing

- Every node knows of every other node
-1 Routing tables O(n), lookup O(1)

N123

K60

‘N90 has K60~

Where is “U277?
Hash(“U2”) = K60

N32

Figure adapted from Stoica et al.




Routing

- Every node knows Its successor in ring
-1 Routing tables O(1), lookup O(n)

/\ Where is “U2"7?
\Hash(UZ) = K60
v
N32
‘/

NS5

N123

‘N90 has K60”

K60

Figure adapted from Stoica et al.




Routing

- Every node knows m others

- Distances increase exponentially, node |
points to node whose ID iIs successor of | + 2
for | from 1 to m. These pointers are called
fingers.

- The finger (routing) table and search time are
both O(log n)




Finger Tables

Figure adapted from Stoica et al.




Routing with Finger Tables

NS
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NGO
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Lookup(K19)

Figure adapted from Stoica et al.




Chord Dynamics

- When a node joins
Initialize all fingers of new node
Update fingers of existing nodes
Transfer content from successor to new node

= \WWhen a node leaves
Transfer content to successor




Chord Failures

- Churn rate is very high (on average, nodes are in
system for only 60 minutes) and events happen
concurrently

- Churn (esp. ungraceful departures or simultaneous

joins/departures) can failure states, e.g.
Inconsistencies in successor relationships or, worse,

loopy states

- Requires a lot of maintenance messages to preserve
ideal state

- Also introduces need to replicate data so that when a
node leaves, not all of its data disappears




Advantages of this design®




Disadvantages of this design”




P2 Classification

Data organization

Loosely Highly

Unstructured Structured | Structured

Hybrid | Napster, IM

Partial | Kazaa, Gia

Centralization

None Gnutella Freenet Chord, CAN




Basically nobody has used these systems since
| was In college or earlier.
(Napster was popular when | was in junior high).




Today one of the most commonly
used and known P2P networks Is
Bitlorrent




Naming data with Bitlorrent

 The name of a file is just a hash of the content.

* Thisis what a "magnet link” contains — a hash of the data you
want.

e [he addresses of the data are the |IP addresses of the nodes that
store the data, plus the hash of the content.

e Bitlorrent uses a fracker to help you route your requests to data to
the right nodes.




Bitlorrent

e Classically has nodes and trackers:

 Nodes store data, and tell the tracker what data they have. Divide
files up into smaller “chunks”.

e [racker knows what nodes have what data; nodes can query
tracker about where to find chunks from files they want.

 Nodes exchange chunks of data until they have all the pieces they
need to reconstruct the file.




So this tracker...

* Does this mean it's centralized, like Napster?

e [rackerless torrents use a DHT — like Chord — to store the
iNnformation.

e YOou can read more about this here If you're curious:

e http.//www.bittorrent.org/beps/bep_0005.html



http://www.bittorrent.org/beps/bep_0005.html

Tying it all togetnher...

 CDNs and P2P networks are ways of distributing data
* CDNs improve access times by providing layers of caching

 P2P Improves scalability by allowing nodes to act as both clients
and servers.

 The key “unit” is a file, and lots of nodes may store the same file.

* \We call these kinds of systems “overlays” because they essentially
implement a network of nodes at the application layer running
‘over’ the normal Internet.




Vliigterms.
First, the answers.




