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ABSTRACT

Models of biological networks have been studied through simulations
using a number of software tools. However, the intrinsic disparity
between the sequential nature of microprocessor architecture used in
software-based simulations and the highly parallel nature of biological
systems may result in prohibitively long simulation times. In this work,
we adopt an alternative approach to simulation of biological systems
using hardware-based emulation. Our results on Boolean network models
show that such an approach can provide speedup of 17,000X when
compared to existing software simulation approaches.

1. INTRODUCTION

Over the past decade, a number of computational approaches have
been proposed for the purpose of modeling and studying biological
systems. The methods range from master equations and the Monte-
Carlo method [2], ordinary differential equations (ODEs) [3],
reaction rule-based models [4], all the way to Boolean networks [1,
5-9]. A modeling framework that uses Boolean variables to represent
states of elements of the network and logical rules to describe the
element relationships may be appropriate for modeling many
biological networks [8, 9]. This method generates predictions of the
trajectory of states followed by a control circuit in a cell, which is
often sufficient to advance our knowledge significantly. Examples of
applications of the Boolean approach are cell lineage commitment
[10], cell cycle progression [11], and cell differentiation [12].

With the increase in the size of the network, the complexity of
models of biological networks increases rapidly. Moreover,
simulations of these networks are executed sequentially on general
purpose CPUs, which is in contrast to the highly parallel nature of
information flow within biochemical networks. In general, models of
biological networks are simulated by assuming an initial state (or
distribution of initial states) as the model input, with dynamical
trajectories and steady states as the model output. However, the
intrinsic disparity between the sequential nature of microprocessor
architecture used in software-based simulations and the highly
parallel nature of biological systems may result in prohibitively long
simulation times [13].

The main goal of this work is to develop a hardware design
methodology for emulating biological network behavior into Field
Programmable Gate Array (FPGA) platforms, which are ideally
suited to implement highly parallel architectures. FPGAs are
integrated circuits designed to be configured by the customer or
designer after manufacturing and hence, “field-programmable.”
FPGAs contain programmable logic components called “logic
blocks,” and a hierarchy of reconfigurable interconnects that allow
the blocks to be “wired together”—somewhat like many
(changeable) logic gates that can be inter-wired in (many) different
configurations. Logic blocks can be configured to perform complex
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combinational functions, or merely simple logic gates like AND and
XOR. These logic blocks can be programmed using a hardware
description language such as Verilog or VHDL (Very high speed
integrated circuits Hardware Description Language). The main
advantage of FPGAs is that they are inherently parallel as the logic
blocks can be programmed completely by the designer and therefore,
FPGA platforms have been traditionally used for hardware emulation
of computing systems.

Besides emulation of computing systems, the parallel architecture
of FPGAs, can also simulate the basic reaction steps of biological
networks and attain simulation rates many orders of magnitude
greater than currently available microprocessors. Recently, several
hardware-oriented approaches [13-15] to Dbiological network
modeling have been developed. They have all focused on the
implementation of variants of Gillespie’s stochastic simulation
algorithm (SSA) [2]. The authors in [13, 14] implemented the SSA
as a single FPGA thread, resulting in speedups of about one order of
magnitude compared to a software implementation. More recent
work [15] implements multiple simulation threads to achieve greater
efficiency. While these implementations do make SSA-based
simulations more efficient, applications that use ODE, rule-based
and logical modeling approaches do not benefit.

In this work, we provide a framework for efficient and accurate
analysis of complex signaling and regulatory networks, since their
understanding is of great interest in both medicine and biology. More
precisely, the hardware-based emulation framework we are
proposing is poised to enable several orders of magnitude speedup
(as shown in a case study in Section 4) when compared to classic
simulation in silicon. We show how FPGAs can be used to build a
digital system circuit that emulates a dynamical, logical model of
biological signaling network. Since FPGA platforms are built as
arrays of simple configurable logic blocks embedded in a
programmable interconnection matrix, they are therefore, ideally
suited to implement highly concurrent interaction maps of biological
networks and their dynamical models due to the one-to-one mapping
between the Boolean logic rules associated with a biological network
and logic gates available on an FPGA platform.

In the following sections we first describe preliminaries of the
logical modeling approach and then we describe steps of our
methodology (shown in Figure 1(a)) for designing hardware for
emulating biological networks. We outline here the contributions of
our work when compared to both software- and hardware-based
approaches to studying signaling networks:

* In comparison to software-based approaches to simulate biological
networks, our proposed approach is efficient, because hardware-
based emulation can give better performance than software-based
simulation.
e In comparison to hardware-based approaches to
biological networks, our approach:
(1) Implements the logical (dynamic) model of the network, while
previous approaches only implemented the simulation algorithm for
ODE models;
(i1) Improves efficiency through implementation of several copies
of the model, allowing for simultaneous runs and faster comparison
of several different implementations of the system, or outcomes of
different initial conditions and different scenarios.

studying
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2. LOGICAL MODELING PRELIMINARIES

In Figure 1(b)(left), an Interaction map of a small system with
three proteins, py, p2 and p; is shown. We also define the set of
variables representing protein states, X, X, and x3. In this work, we
focus on analyzing models that include Boolean or integer variables.
In the designed hardware, all variables are eventually represented
using Boolean elements. In the past years, several groups have
worked on developing Boolean network models for different
signaling pathways [1, 6, 7] or gene regulatory networks [11, 16].
These models do not include any information about reaction rates or
molecule counts, but instead, they are used to study the dynamics of
the system and its behavior (state transitions) from the initial state
until reaching a steady state or steady cycle. The model is composed
of fixed sets of variables and rules. As shown in the example Model
in Figure 1(b)(left), each variable has a rule associated with it and the
rule defines the next value of a variable (x;', x,' and x3' in the
figure).

Simulations of the model can be either deterministic or stochastic.
For example, a deterministic scheme (“synchronous”) is to update all
variables simultaneously based on the current values of the variables.
A stochastic scheme (“asynchronous”) is to update variables one at a
time in a randomly chosen order. In addition to these two schemes,
one can use a combined scheme, where update rules are ranked and,
for example, groups of rules are updated in order of their rank while
a random asynchronous scheme is applied to all rules within the
same rank. Since not all elements of the biological signaling network
are updated synchronously, asynchronous and ranked updating
schemes are more suitable for this type of networks. In this work, we
used only a random asynchronous scheme to obtain results presented
in Section 4. The hardware emulation approach that we propose
includes all of the schemes described above.

3. HARDWARE IMPLEMATATION STEPS

In this section, we describe the main steps of our methodology
that are presented in Figure 1(a). Once the logical model is defined,
the model is used as an input to the hardware design phase. This
includes the design of a circuit, which usually starts with defining
larger blocks. The next step in hardware design is to define modules
within each block and describe them in a Hardware Description
Language (HDL). The design can be simulated before the actual
implementation in hardware, using an HDL simulator such as
ModelSim [17]. The Hardware Emulation box in Figure 1(b)(right)
presents the main elements of the circuit that is designed to emulate
the biological network model:

- Inputs - represent external stimuli or environmental effects that
can occur anytime during circuit simulation (e.g., changes in
conditions outside of the system, inhibitor addition, gene knock-
outs, etc.), as well as arrays of initial conditions (e.g., element
states or molecule counts).
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Figure 1. (a) Proposed design methodology steps; (b) Example interaction of three proteins, p;, p, and ps: Interaction map defining the direction and sign of
interactions, Model representation in terms of Boolean network and logic update rules, and main elements of Hardware Emulation (Inputs, Outputs, Model
Implementation); (c) Picture of an FPGA with LED displays displaying a hexadecimal output.

- Outputs - used to collect the information about the behavior of
the system as a response to initial conditions and changes in
inputs.

- Model Implementation, which can consist of two modules:

(/) Execution Unit, which implements the network (elements
and rules);

(ii) Control Unit, which controls the simulation (and timing of
interactions) of the implemented network.

- Display - outputs can be directed to a display to visually present
the outcomes of model simulations (Figure 1(c)).

When translating biological network models into hardware, one
also needs to consider an issue of defining the time of the execution
of individual interactions. FPGAs seem very suitable for
implementing biological network models because of their parallel
nature and in fact, we intend to develop design techniques that can
facilitate correct relative timing when emulating signaling networks.
One way to approach the problem of implementing asynchronous
network updates using synchronous hardware (that uses a clock
signal) is to design a system with an embedded pseudo-random
number generator, as described in the following.

3.1.1 Circuit design in Verilog

We describe here in more detail our design of the Model
Implementation module using the hardware description language
Verilog, and also show elements of the module in Figure 2(left).

The Execution Unit and Control Unit can be written in Verilog
and then synthesized into an FPGA. Our Verilog implementation
consists of several different components. The logic rules for all
signals in the network are implemented in a combinational logic
module called network logic. Here, one can find a one-to-one
mapping between the Boolean rule updates from the logical model
and the logic assignments in the Verilog code. Three registers are
used to represent the current state of the network, the nodes that have
been updated in the current round, and the nodes that are fixed at
"off" by inhibitors. They are network state, updated, and
inhibitors, respectively. Pseudo-random number generation is
performed by a 64-bit Linear Feedback Shift Register (LFSR)
module, 1fsr. The LFSR was chosen for its simple, synthesizable
implementation and its long period. The control finite state machine
is implemented in the module called controlpath. In each round
of updating, the least-significant six bits, labeled as random_addr,
of the output of 1fsr are used as the random number. This is used
as the select lines for network state and updated.

If updated[random addr] is "off" (0), then the selected node
has not been updated this round. Thus, we load the new value of the
node represented by random_addr into
network state[random addr] and load "on" (1) into
updated[random addr]. The inhibitor mask is then applied to
the network state. If the selected node has already been updated
(updated[random addr] = 1), then we wait until we have an
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Figure 2. Designed circuit modules (left) and Verilog implementation (right) of two modules: network logic module for the example network from

Figure 1(b) and controlpath module.

address which corresponds to a node that has not been updated in
this round. This continues until all nodes have been updated. That is,
updated[n] =1 for all signals. At the end of the round, updated
is cleared and the process continues. A counter is used to count the
number of rounds that have been completed. Additionally, one
register is used to store the state of the network from the previous
round in order to determine if the network has reached a steady state.
A simplified model of the circuit (excluding the previous state
register and round counter) is shown in Figure 2(left), as well as
Verilog code for the network logic module of the example
network from Figure 1(b) and the controlpath module Figure
2(right).

In order to test different initial conditions and inhibitors, multiple
instances of the network can be implemented on an FPGA. We also
designed a separate top-level control module to multiplex the inputs
and outputs of the separate instances. Each instance could be
specified with a different initial state and seed for random number
generator.

3.1.2  Circuit simulations using ModelSim

After all blocks of the circuit are designed in hardware description
language (Verilog in our case), one can use simulation to analyze the
design and to view signal waveforms. ModelSim [17] is a hardware
design language simulator that can be used for VHDL, Verilog, or
mixed-language simulation. It has an easy-to-use graphical user
interface and allows for simulations of behavioral, Register Transfer
Level (RTL), and gate-level code separately or simultaneously.
ModelSim also supports all FPGA libraries, ensuring accurate timing
simulations. It also provides a waveform view of simulated signals,
which can be very useful for analyzing element trajectories from
initial to steady state.

3.1.3 Design verification

Once the description of a system is finalized, the design needs to
be verified. Verification of the implemented model can be
approached via functional verification for smaller blocks (i.e.,
testbench-based simulation), as we have done for the networks that
are presented in Section 4. For larger network verification, we plan
to employ in the future some of the existing scalable formal

verification tools (either Binary Decision Diagram (BDD)-based
[18], Satisfiability (SAT)-based [19], or Model Checking (MC) [20].
3.1.4 Hardware synthesis

Synthesizing the hardware after it is verified should be
straightforward. However, this problem in its nature is different from
a typical hardware design problem. When designing hardware for the
purpose of implementing computer applications, the interplay
between power, performance and cost plays a very important role. In
the case of designing hardware to emulate biological signaling
networks, the minimization of the logic implementation is important
from an efficiency perspective, but in our case, one needs to be
careful not to make changes that could generate incorrect results. In
particular, timing rules imposed on the signaling network should not
be undone by the design compilation step. However, if timing rules
are properly implemented and constrained by-design in the generated
hardware description as described before, typical synthesis tools used
in FPGA emulation are not expected to undermine the timing
behavior of the signaling networks under consideration.

3.1.5 Displaying results

As an initial way of displaying results, the state of the network is
displayed (in hexadecimal digits) on a bank of seven-segment light-
emitting diode (LED) displays. Switches are used to select which
simulator to display (in case when there are multiple copies of a
network on a single FPGA), and which part of that network to
display. Switches and buttons were also used to select and load
inhibitors, as well as to start and reset the simulations. Using control
switches on the FPGA, we can check the results for different
ModelSim simulations. For example, we can select a particular
inhibitor and load it to the network and observe the change in the
steady network state. Figure 1(c) shows an example network state
observed on the FPGA board. In the future, we plan to work on
approaches to forward outputs to the screen to provide a better
visualization of results.

4. RESULTS

We implemented in hardware several existing logical models (T
cell large granular lymphocyte leukemia (T-LGL) [1], helper T cell
differentiation [21], peripheral naive T cell differentiation [22]). All
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models use discrete variables to represent elements of the network
and logic update functions to represent interactions between
elements. We first implemented these models in a hardware
description language, Verilog. The stochasticity that exists in
biological networks has been introduced through random ordering of
updates of all elements. To compare hardware emulation results with
software simulations, we ran simulations of models using
BooleanNet [1, 5]. After verifying the design through software
simulation, it was synthesized for implementation on a Xilinx FPGA
[23].

Due to space constraints, we present here only details of the T-
LGL model emulation. We first briefly describe the network model,
then we outline main aspects of its hardware implementation and
finally, we compare software and hardware results. At the end of this
section, we also provide analysis of the speedup obtained through
Verilog modeling and hardware emulation, when compared with
software simulations in Python using BooleanNet.

4.1 Case study: T-LGL model

In this case study, we present the analysis of signaling network
that determines the survival of cytotoxic T lymphocytes (CTL) in T
cell large granular lymphocyte (T-LGL) leukemia, which has been
described in [1] using a Boolean model.

4.1.1 Model

To systematically understand signaling components that
determine the survival of CTL in T-LGL leukemia, the T-LGL
survival signaling network was constructed in [1] by integrating the
signaling pathways involved in normal CTL activation and the
known deregulations of survival signaling in leukemic T-LGL. The
interaction map of the T-LGL network from Zhang et al. [1] is
shown in Figure 3(a). The overall network contains 61 elements and
thus, 61 variables are defined in the model.

As described in Section 2, model simulations are performed using
asynchronous update scheme. In these simulations, the node IL/5

(0000

(©)

Figure 3. T-LGL model: (a) Interaction map of the system modeled in [1]; (b) Results for Apoptosis, IL-2, JAK and Proliferation obtained with software
simulations in BooleanNet [1] (top left) and results of the FPGA simulations in ModelSim (top right) and results for /L-2 and 7-Bet obtained with software
simulations in BooleanNet [1] (bottom left) and results of the FPGA simulations in ModelSim (bottom right); (c) snapshot of Apoptosis, IL-2, JAK,
Proliferation and T-Bet (network_state 53, 35, 30, 26, and 25, respectively) waveforms for two simulations in ModelSim.

was fixed at "on", while the states of PDGF, Stimuli, and Stimuli2
randomly alternated between "on" and "off" throughout the
simulation. Furthermore, /AP, MCLI, BcIxL, and IL2RBT were
initially "on". Simulations continue until a fixed number of rounds
have been completed or the network has reached a steady state (e.g.,
the Apoptosis signal is "on").
4.1.2 Implementation

Once the network is described using Verilog, we ran simulations
with the ModelSim SE Verilog simulator on GNU/Linux. 200
simulations were run, each consisting of 20 rounds of updating
following the procedure described in Sections Section 2 and 3.1.1.
The LFSR was seeded randomly for each simulation. Through
experimentation, it was determined that a maximum of five
concurrent simulators could be placed on the given FPGA. The clock
for the sequential circuit is tied to the internal SOMHz clock.

4.1.3 Results

A chart showing the activation frequency obtained in [1] for the
nodes representing Apoptosis, IL2, JAK, and Proliferation is shown
in Figure 3(b) (top left). Apoptosis occurs at a rate of 0.715, while
JAK, which is fixed at "on" once activated, has a frequency of
activation of 0.995. The frequencies shown in Figure 3(b) (top right)
closely match the results obtained by Zhang et al. [1]. We noticed a
small difference between the logical model simulations and
emulation that results in transient changes of the Proliferation
variable. This disparity between simulation and emulation may stem
from the implementation of a random number generator (LFSR). In
Figure 3(b) (bottom charts), we present results for 7-Bet and IL-2,
when T-Bet is first overexpressed, and then inhibited after 15 rounds.
Figure 3(b) (bottom left) shows results from [1] and Figure 3(b)
(bottom right) shows the graph that we obtained simulating our
design.

In Figure 3(c), we present two sets of waveforms for Apoptosis, IL-
2, JAK, Proliferation and T-Bet (network state 53, 35, 30, 26,



Table I. Hardware emulation speedup (single instance, 200 runs).

Case study # nodes |# rounds| BooleanNet | FPGA
I: T-LGL 61 15 60s 0.019s
11: Th diff. 23 25 65s 0.022s

I1L: T cell diff. 54 16 45s 0.016s

and 25 in the figure, respectively), each obtained with a single
simulation in ModelSim. These waveforms represent the trajectories
of these variables from the same initial state until the system reaches
steady state. As it can be seen from Figure 3(c), different simulation
outcomes are possible, due to the fact that stochasticity is included in
simulations through the random order of rule updates.

4.2 Hardware emulation speedup

In this section, we discuss the speedup that we observed in our
hardware emulation of the three biological networks, when compared
to software simulations. In Table I, we outline the speedup data from
the three studies.

In Case study I, the runtime for 200 software simulations, with 16
update rounds in each simulation, was approximately 60s. Given the
clock frequency for the implemented systems (S0MHz), number of
rounds necessary to reach the steady state (16), number of steps in
each round (61), and number of clock cycles per step (approximately
5) and number of simulations (200), the estimated time for obtaining
steady state values for the emulated network is 19.2 ms. In other
words, the speedup from a single model implementation, when
compared to software simulations in Python was approximately
3100X. Given the fact that multiple copies of the model can be
implemented on a single FPGA and run in parallel, the speedup can
scale further (possibly, linearly) with the number of model copies on
the chip. In the case of the FPGA circuit used in Case study I, five
copies were implemented, providing an overall speedup of 15,000X
when compared to software simulations.

Similar computations to those done in Case study I, were
conducted for the Case study II, where the model consists of 23
elements and therefore, each round consists of 23 update steps. In the
Case study III, 54 nodes are updated in one round in a random order.
We implemented six instances of the network on an FPGA board
simultaneously and executed them in parallel. This in turn indicates
six times speedup to that estimated by ModelSim for the
implementation of a single network instance and approximately
17,000X speedup when compared to software simulations in
BooleanNet.

We are currently working on the implementation of a logical
simulator in C under OpenCL. Our preliminary results on an 8-way
multi-core platform running Ubuntu Linux on a virtual machine
where only four of the eight cores are used show that simulations of
the model in Case study I take approximately 0.14s. In other words,
our 50MHz FPGA still provides an order of magnitude of speedup
for a single instance of the network. An implementation of our
framework on faster FPGAs with emulation of multiple copies of the
network can further increase the difference in runtime between
software- and hardware-based approaches.

5. CONCLUSION

In this work, we proposed a methodology to implement logical
models of signaling networks using FPGAs, in order to efficiently
study these networks. We have shown that the speedup that an FPGA
simulation provides over the classic simulation-based approach can
be as high as 3,100X for a single model. Since multiple copies of the
model can be implemented on a single FPGA (up to six in our
current implementation) and run in parallel, the speedup scales
approximately linearly with the number of copies (leading to
17,000X speedup in the Case study III). These results demonstrate
the tremendous potential of hardware-based emulation.

As future work, we plan to create a general-purpose framework
that can also translate models given in either logical rule-, reaction
network- or reaction rule-based format into a faithful hardware
implementation replica of the system that reproduces both dynamic
and steady-state behavior. This will facilitate fast and accurate
analysis of system behavior for many different initial conditions and
scenarios, thus opening the possibility for scalable simulation and
analysis of highly complex biological systems.
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