
Maria-Florina (Nina) Balcan
Carnegie Mellon University

Theory for Modern AI

Learning Theoretic, Game Theoretic, 
and Algorithmic Perspectives



Machine Learning/AI are Everywhere

Ineluctable, inevitable, inescapable, unstoppable.



Current AI: More Complex Systems

• solving math: July 25, OpenAI gold medal-level performance 
IMO.

• Used for much more complex tasks. E.g.,

• agents for planning events.

• research agendas.



Current AI: More Complex Systems

• Learning with other agents with complex utilities.

• E.g. proofs, plans, research agendas, etc.

• Used for much more complex tasks.

• E.g. in security applications.



Current AI: More Complex Systems

• Learning with other agents with complex utilities.

• Used for much more complex tasks.

• E.g. proofs, plans, research agendas, etc.

• Used for much more high-stakes domains.

• Diplomacy (international relations).

• Medical domains.

• Banking, etc.



• Generalization on unseen data.

Classic ML Theory

A single learner, simple task (e.g., classification or regression). 

Not spam spam

• Optimization/algorithms on training data. 

E.g., spam detection:

Powered by seminal results in:



Classic AI Theory

•  Multi-agents systems, game theory lenses:

•  Algorithms: hand-designed, often worst-case guarantees.

• static solution concepts (equilibria).

• simple learners (e.g., humans).
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Current AI: More Complex Systems

• Learning with other agents with complex utilities.

• Used for much more complex tasks.

• Used for much more high-stakes domains.

Multi-faceted approach: 

• extend ideas from many fields (learning theory, game 
theory, algorithms, …) to analyze and better design AI.



Current AI: More Complex Systems

• Learning with other agents with complex utilities.

• Used for much more complex tasks.

• Used for much more high-stakes domains.

“Pop music is for the body, but opera is for the soul.”

Angela Gheorghiu



Current AI: More Complex Systems

• Learning with other agents with complex utilities.

• Used for much more complex tasks.

• Used for much more high-stakes domains.

“AI is for the real-world (“body”), but theory of AI is 
both for the soul and the real-world (“body”).”



Structure of the talk

Learning in the presence of other learners. 

• Learning in strategic settings (with commitment).

• Learning verifiers

Learning  other complex objects 

• Algos for solving pbs that remain hard in classic frameworks. 

• Hyperparameter tuning of ML.

Generator & Verifier cooperation.

Chain of thought reasoning. 



Learning Verifiers.

Implications for Chain-of-Thought Reasoning
[Balcan-Blum-Li-Sharma, NeurIPS 2025] [Balcan-Blum-Fragkia-Li-Sharma, Arxiv 2026]



Learning Verifiers. Motivation

• Used for improving LLM generated solutions for math/research 
(e.g., DeepSeek Math-V2 & Aletheia powered by Gemini DeepThink).

• LLMs with chain of thought reasoning: mathematical questions, 

agents (e.g., plan events).

• Learned verifiers can help correct mistakes.  

Source: “Toward Autonomous Mathematical Research” [Feng et al. ArXiv’26]



Learning Verifiers. Motivation

• LLMs with chain of thought reasoning: mathematical questions, 

puzzles, agents (e.g., plan events).

• Conferences (STOC 2026, EC 2026, ICML 2026) pre-submission 

verification service (LLM based).

• Verifiers can increase confidence in critical domains.  



Learning Verifiers. Problem Formulation

Goal: train a verifier for the following task.

Input: problem statement x + sequence of reasoning steps τ = (τ1, … , τL).

Output (label): Either YES (τ correct), or location of first mistake.

x: Please give me step-by-step instructions for booking my trip to NeurIPS.

τ1: Register before the registration deadline!
τ2: Adjust your calendar to block Dec 6 – Dec 12.
τ3: Book a round-trip with United to Sydney from Dec 6 to Dec 12.
τ4: Book a hotel in Pittsburgh from Dec 6 to Dec 12.

E.g,

✓

✓

✓

Label:

[Balcan-Blum-Li-Sharma, NeurIPS 2025]

First work on learnability of verifiers for automatically 

checking reasoning in natural language. 



Inductive bias: step-by-step verification possible

Inductive bias: proof can be “easily” verified step by step.

Agent planning: h∗ each step legitimate wrt to user’s preferences 
(carriers, etc).

Proof verification: h∗ encodes how I would verify each step of a 

proof (e.g., learning theory proof vs game theory proof).

● Family H = h h: X × Σ∗ → YES, NO } of verifiers, target h∗ ∈ H 

agrees with human oracle when applied on pb instance x and any 

prefix of a reasoning trace τ.



Approach: learn  verifier h: X × Σ∗ → YES, NO . Run it on all 

prefixes of a trace to determine the label on (x, τ) .

Input: x, ( τ1, … , τL)

h x, τ1 = ✓

h x, (τ1, τ2 ) = ✓

h x, (τ1, τ2, τ3) = 

Label:  mistake at Step 3 

h x, τ1 = ✓

h x, (τ1, τ2) = ✓

h x, (τ1, τ2, τ3) = ✓

Label: Yes (correct reasoning)

h x, (τ1, τ2, … , τL) = ✓

…

Input: x, ( τ1, … , τL)

Goal: learn a verifier h from data to accurately verify new traces. 

Inductive bias: step-by-step verification possible



Trained verifier to improve accuracy, efficiency 
of a pre-trained  LLM agent/generator.

Training the verifier

Verifier

Generator

(x, τ1, … , τL )

x

Feedback

User

Inference time

Verifier

x

(x, τ1, … , τL )

Generator
User



Statistical/PAC learning for Verification

D over (problem, 
trace) pairs (𝑥, 𝜏)

Learning 
Algorithm h with low error over D

( x1, τ1 , Yes), ( x2, τ2 , mistake at step 3), …

Goal: h with low error over D. I.e., for most x, τ ∼ D it correctly states whether τ is a 

legal reasoning trace and gives the location of the first mistake if it is not.  

Thm: Sample complexity O
1

ϵ
VCdim H log L + log

1

δ

[Balcan-Blum-Li-Sharma, NeurIPS 2025]

Expert 
Labeler



Challenge: Out-of-distribution Traces

When verifier used interactively with the generator agent, might go 
out-of-distribution if generator uses feedback to update its output.

Generator 

Agent

Verifier 
Agent

x

x, (τ1, … , τL)

Step 2 is wrong

x, (τ1, τ2
′ … , τL

′ )

x, (τ1, τ2
′ , τ3

′′ … , τL
′′)

Step 3 is wrong

Yes (accept)



Online Learnability of Verifiers

Adversarial online learning model (no distribution, bound # mistakes)

O

O

O

Problem x1 

True label: Yes (trace was correct)
Algo for 
Learning 
Verifier

(x1, τ1)
Generator

x1, τ1  mistake at step 3 

Problem 𝑥2 

You’re right

(x2, τ2)
Generator

x2, τ2  mistake at step 4 

[Balcan-Blum-Fragkia-Li-Sharma, Arxiv 2026]

Expert 
Labeler



Soundness  and Completeness Tradeoffs

● Refined guarantees that distinguish between the two.

● Soundness errors (accept incorrect 

reasoning) more catastrophic than 

completeness errors (rejecting correct 

reasoning).

• E.g. min total # mistakes s.t.  budget on # of soundness errors. 

Thm: Any k, ∃ an algo with ≤ k soundness mistakes and 
≤ SC-Littlestone-dim(H, k) total mistakes. 

This is optimal!
New notion of dimension



SC-mistake tree: rooted binary tree. x1,τ
1

 

x2,τ
2

x3,τ
3

NO

NO

NO

YES

YES

YES

Internal nodes: elements of X × Σ∗, 2 children: 
NO-edge and YES-edge.  

Tight characterization of online learnability



SC-mistake tree: rooted binary tree. 

Internal nodes: elements of X × Σ∗, 2 children: 
NO-edge and YES-edge.  

Tight characterization of online learnability

Tree shattered by 𝐇 if ∀ root-to-leaf path, 
∃h ∈ H that agrees with edge labels [Edge label = 
h(parent)]

Tree shattered by 
{h1, h2, h3, h4}

x1,τ
1

 

x2,τ
2

 

x3,τ
3

 

NO

NO

NO

YES

YES

YES

h1

𝐡𝟐

h4

h3



Tree shattered by 𝐇 if ∀ root-to-leaf path, 
∃h ∈ H that agrees with edge labels [Edge label = 
h(parent)]

SC-Littlestone-dim(𝐇, 𝐤): Largest m s.t. ∃ an SC-
mistake tree shattered by H s.t. ∀ root-to-leaf-path 
with ≤ k NO edges (soundness mistakes) has length  
≥ m.

Tight characterization of online learnability

Theorem: Any k, ∃ an algorithm with ≤ k soundness mistakes and ≤ 
SC-Littlestone-dim(H, k) total mistakes. This is optimal!

x1,τ
1

 

x2,τ
2

 

x3,τ
3

 

NO

NO

NO

YES

YES

YES

h1

𝐡𝟐

h4

h3



Learned verifier to improve a weak reasoner

Assume “α-weak” reasoner: on  x, prob. ≥ α of producing a legal next step 
that agrees with the target [conditioned on steps being correct so far].

●  αL chance of producing a fully-correct reasoning trace.  

Key idea: use trained verifier step by 

step to help reasoner build a correct 

proof sequentially (if step not correct yet, 

verifier informs reasoner to retry)

Only O(L/α) calls to reasoner (traces).

Generating full traces and verifying at the end (e.g., best-of-N) 

exponential 1/αL traces. 

Thm: guarantees on how many samples needed  (as a fnc of SC-Littlestone-dim(H, k)) 

to get Wrap(reasoner, h)  to have desired error.

τ1

h x, τ1

= 

τ1
′

h x, τ1
′

= 

τ1
′′

τ1
′′, τ2

Reasonerx 

h x, τ1
′′

= ✓

h x, τ1
′′, τ2

= ✓

Wrap(reasoner, h)

User



Learning Verifiers. Summary

First work on learnability of verifiers for automatically 

checking reasoning in natural language. 

● Refined soundness, completeness tradeoffs.

Open Questions:

● Agnostic case (no perfect h∗ in H ).

● More efficient/practical algorithms.

● Other formalizations? E.g., include refine agents.



Multi-agent strategic AI systems

Classically: 

Learning in presence of other strategic agents.

•  game theory analyzes static solution concepts (equilibria) or 
very simple learners (no feature information, just actions).

• learning theory analyzes single learner.



Game Theory Machine Learning

Multi-agent strategic AI systems

Use and expand game & learning theory 
to analyze learning in the presence of 
other learners.

This talk:  Focus on competitive strategic situations with 
commitment used in security applications.



Stackelberg Games

Airport security:

Defender: TSA

Wildlife protection:

Defender: park rangers

Attacker: terrorist Attacker: poacher

• Example: security games, resource-constrained defender 
tries to stop attacker. 

• Strategic interaction with commitment: 2 players, leader is 
able to commit to a strategy before follower takes an action.

[HKFTC, AAAI ’14], [FST, IJCAI ’15], …

Real-world impact. E.g.,

[PJWPTOKP, AAAI ’08], …



Stackelberg Security Games

• (Randomized) deployment of resources to protect targets.

Interactions between a defender and an attacker.

Defender’s strategy space:

which target to attack.Attacker’s strategy space:

Stackelberg solution concept:

1. Defender commits to defense strategy.

E.g., (randomized) patrol strategy 
through park

2. Attacker best-responds. 
Leader Follower

𝐱 ∈ Δ 𝒜

af ∈ 𝒜f



Prior Work

Real World Applications

• Compute equilibria in one shot game (known utilities). 

• Learn optimal strategy through repeated interaction with 
same attacker

[Letchford-Conitzer-Munagala, SAGT 2009] 

[Blum-Haghtalab-Procaccia, NeurIPS 2014]

[Conitzer-Sandholm, EC 2006]

[HKFTC, AAAI ’14], [FST, IJCAI ’15], …

[PJWPTOKP, AAAI ’08], …



Overview of Our Results

• Interactions might be repeated.

[Balcan-Blum-Haghtalab-Procaccia, EC 2015]

[Harris-Wu-Balcan, NeurIPS 2024]

• Different types of followers.

• Repeated Stackelberg (security) games in face of several 
different types of attackers. Online learnability guarantees.

• Online learning in repeated contextual Stackelberg games. 
[Balcan-Bernasconi-Castiglioni-Celli-Harris-Wu, ICLR  2026]

[Balcan-Fragkia–Harris, Arxiv  2026]

…



Online learning in Security Games

Defender commits to p1

Attacker A1 best responds to p1 

…

A1

A2

AT

Defender commits to p2

Attacker A2 best responds to p2 

Defender commits to pT

Attacker AT best responds to pT 

…

Defender gets utility (target attacked and p1) 

Defender get utility (target attacked and p2) 

Defender get utility (target attacked and pT) 

Repeated interaction between a defender and a sequence of attackers



Online learning in Security Games

p1
A1 best responds to p1 

…

p2

pT

A2 best responds to p2 

AT best responds to pT 

Goal: compete with best p in hindsight against sequence of 
attackers A1, A2, … , AT 

No Regret: regret= [utility of best p in hindsight – utility of 
algorithm on sequence A1, A2, … , AT] sublinear in T



Online learning in Security Games

Key Challenge: utility function of leader sharp transitions.

Ex: 2 targets, defender can defend only one

Attacker’s utility Target 1 Target 2

If not defended 1 0.5

If defended 0 0
Attacks target 1 if p2 ≥ 2p1 − 1, 
otherwise, attacks target 2

𝑝1

𝑝2

(2/3,1/3)Attacks 
target 1

Attacks 
target 2

Key Idea: exploit structure of the problem 
to identify a set of experts and reduce to 
online learning over those.

𝑃1

𝑝2



Contextual Stackelberg Security Games

Player utilities often depend on side information.

• Airport security: arrival/departure city, VIP passengers…

Optimal attacker/defender strategies may change based on 
side information available.

• Wildlife protection: weather, time of year…

How to design algorithms for Stackelberg (security) 
games with side information?

[Harris-Wu-Balcan, NeurIPS 2024] [Balcan-Bernasconi-Castiglioni-Celli-Harris-Wu, ICLR  2026]

[Balcan- Fragkia -Harris Arxiv  2026]



Contextual Stackelberg Security Games

Repeated interaction between a defender and attackers.

Key difference: the utilities of both defender and attacker 
can depend on the context.  

– Different utility matrices for each context.  

Benchmark: rather than competing with best action compete with 
best policy π: 𝒵 → Δ({1,2, … , n}) in hindshigt.

Goal: sublinear contextual Stackelberg regret: 

R(T): = ∑
t=1

T

u(zt, π∗(zt), bft
(zt, π∗(zt))) − u(zt, xt, bft

(zt, xt))

π∗ best policy in hindsight



Contextual Stackelberg

• z1, … , zT and A1, … , AT chosen adversarially

• Benchmark R(T)

•  z1, … , zT chosen adversarially and A1, … , AT chosen stochastically

• Benchmark 𝔼A1,…,AT∼ℱ[R T ]

•  z1, … , zT chosen stochastically and A1, … , AT chosen adversarially

• Benchmark 𝔼z1,…,zT∼𝒵[R T ]

[Harris-Wu-Balcan, NeurIPS 2024] [Balcan-Bernasconi-Castiglioni-Celli-Harris-Wu, ICLR  2026]



Stackelberg Games. Summary

• Formalized repeated Stackelberg games through online 
learning & game theory lenses.

• Explored side information or context.

• Build on and expand learning & game theory to explore 
realistic learning in other multi-agent strategic contexts.  

Discussion:

• Even more complex learners.  



Learning algorithms for solving 
problems that remain intractable 

within classic frameworks.



E.g.: learning algorithms for solving combinatorial problems. 

Machine Learning for Algorithm Design

Such problems typically hard in classic frameworks.

• clustering, partitioning

• pricing, auction design

: 2
: 3

: 6

: 2
: 2

: 4

• logistics, scheduling, …



Classic Design and Analysis of Algorithms

• Algorithm hand-designed, stroke of genius. 

algorithm must succeed on worst-case 
instances of the problem.   

• Worst-case analysis:

• For many problems, guarantees are weak (e.g., for solution 

quality, or running time, or other performance measures).



Design and Analysis of Algorithms

Classic

Approach

1. Algorithm hand-designed, stroke of genius. 

2. Worst-case analysis: algorithm must succeed on 
worst-case instances of the problem.   

Many problems hard in classic frameworks.

Modern

Approach

Machine Learning for Algorithm Design.

2018

Agents for Algorithm Design.

LLMs for Algorithm Design.

What provable guarantees can we provide?



Machine Learning for Algorithm Design

Data-driven algo design: directly learn an algorithm (from a parametric 
family of algos) that does well on instances from a given domain.

Large family 𝐅 of algorithms

Sample of typical inputs

MST

Greedy 

Dynamic Programming

…

+

+ Farthest Location

Facility 
location:

Input 1: Input 2: Input N:

Our group many case studies (OR, Comp Bio, TCS) and general tools.

“Data-driven algorithm design”, M.F. Balcan, book chapter in “Beyond the Worst-Case Analysis 
of Algorithms”, Cambridge University Press, 2020. 

Important Learnability Questions: E.g., How large should sample 
be in order to ensure good performance on new instances?



Machine Learning for Algorithm Design

Expands frontiers of both algo design and ML (theory).

• Sufficient to understand structure of dual class costI: instances 𝐈 .

• Function class whose complexity want to control: cost𝜶: parameter 𝜶 .

[Balcan-DeBlasio-Kingsford-Dick-Sandholm-Vitercik, STOC 2021 & JACM 2024]

dF∗ =VCdim (F∗)

dG∗ =Pdim(G∗)

f ∈ F

g ∈ G

Pdim costα I = ෩O dF∗ + dG∗ + dF∗ log N

General tools via dual function classes. E.g., 

Also, tools for online learning. 



Theorem [Balcan, Ngyuen, Sharma, TMLR’25 ] Assume α ∈ Rn, i.e. each Aα ∈ Alg has n real param. For any 

instance I and threshold z, there is a Pfaffian GJ algorithm  ΓI,z that determines for all α if  uI(α) ≥ z  

by evaluating Π distinct Pfaffian predicates with Pfaffian chain length q, degree Δ, and Pfaffian 

degree M. 𝐏𝐝𝐢𝐦 𝐮𝛂 𝐈 = 𝐎 𝐧𝟐𝐪𝟐 + 𝐧𝐪𝐥𝐧 𝚫 + 𝐌 + 𝐧 𝐥𝐧 𝚷

GJ (95) Procedure ΓI,z if

then else

then else
True False

𝐩𝟏
𝐈,𝐳(𝛂)

𝐪𝟏
𝐈,𝐳(𝛂)

≥ 𝟎

if if

if

𝐩𝟐
𝐈,𝐳(𝛂)

𝐪𝟐
𝐈,𝐳(𝛂)

≥ 𝟎 𝐩𝟑
𝐈,𝐳(𝛂)

𝐪𝟑
𝐈,𝐳(𝛂)

≥ 𝟎

𝐩𝚷
𝐈,𝐳(𝛂)

𝐪𝚷
𝐈,𝐳(𝛂)

≥ 𝟎

General tools via dual function classes. E.g., 

Machine Learning for Algorithm Design



Guarantees for Data-Driven Algorithm Design

Operations Research/AI: Branch and Cut

[Balcan-Dick-Sandholm-Vitercik, ICML’18] 
[Balcan-Sandholm-Vitercik, EC’18]

Mechanism design

Semi-supervised learning: [Balcan-Sharma, NeurIPS 2021] 

[Balcan-Prasad-Sandholm-Vitercik, NeurIPS’21, CP’22, NeurIPS’22] 
[Balcan-Beyhaghi, TMLR’24]

Hyperparameter Tuning in Machine Learning

Elastic Net: [Balcan-Sharma-Khodak-Talwalkar, NeurIPS 2022] 

Logistic Regression: [Balcan-Sharma- Ngyuen, NeurIPS  2023] 

Initialize Lloyds: [Balcan-Dick-White, NeurIPS ‘18] 

Partitioning via IQPs: SDP + Rounding [Balcan-Nagarajan-Vitercik-White, COLT’17] 

Theory of Computing

Subset selection (knapsack, MWIS) [Balcan-Dick-Vitercik, FOCS’18] 

Scientific Computing

Linear Systems Solvers
[Khodak-Chow- Balcan-Talwalkar, ICLR’24] 

Neural Networks: [Balcan-Sharma- Ngyuen, NeurIPS  2025] 

Decision Trees: [Balcan-Sharma, UAI  2024] 



Summary and Discussion

• Case studies and general analysis principles. 

Our work:  lays data-driven algorithms on solid theoretical foundations.

Data-driven algo design: can overcome major shortcomings of classic 
design by adapting the algo to the domain at hand.

• Very cool math: learning theory, algebraic geometry, 
differential geometry, algorithms, combinatorics, empirical 
processes, online learning theory.

𝑠

IQP 
objective 

value

2nd 
highest 

bid

Highest 
bid

Reserve r

Revenue

2nd 
highest 

bid



Summary and Discussion

Our work:  data-driven algorithms with provable guarantees. 

Long term,  could get algorithmic paradigms as well as proof techniques 
of the type humans were not able to design before.

Open questions: guarantees for LLMs, Agents for Algorithm Design.

E.g.: Lawless et al. [CPAIOR’25]: Cutting plane configuration for MILP solvers using LLM 
and text description. Retrieves relevant structure from problem descriptions. 
Suggests promising existing cutting-plane families.

• Leverage additional problem descriptions in text (in addition 

to past instances).



Current AI: More Complex Systems

• Learning with other agents with complex utilities.

• Used for much more complex tasks.

• Used for much more high-stakes domains.

Multi-faceted approach: 

• extend ideas from many fields, (learning theory, game 
theory, algorithms, …) to analyze and better design AI.

• Much more complex loss functions.

• Theory substantially more interesting.



Current AI: More Complex Systems

• Learning with other agents with complex utilities.

• Used for much more complex tasks.

• Used for much more high-stakes domains.

“AI is for the real-world (“body”), but theory of AI is 
both for the soul and the real-world (“body”).”
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