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The	  Problem	  

For	  many	  models	  in	  NLP/ML/Speech,	  we	  
op/mize	  nonconvex	  likelihood	  objec/ves.	  
– We	  know	  li2le	  about	  these	  nonconvex	  surfaces.	  
– Our	  usual	  search	  methods	  suffer	  from	  problems	  
with	  local	  op/ma.	  

– Even	  if	  we	  find	  the	  global	  op/mum,	  we	  can’t	  
prove	  it.	  
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Our	  Goals	  

•  Learn	  more	  about	  these	  commonplace	  
nonconvex	  likelihood	  objec/ves	  

•  Go	  beyond	  local-‐search.	  

•  Develop	  a	  search	  method	  capable	  of	  finding	  a	  
provably	  ε-‐op/mal	  solu/on.	  

3	  



Overview	  

I.  The	  Problem:	  Nonconvexity	  
II.  Example	  Task:	  Grammar	  Induc/on	  
III.  Background	  
IV.  Search	  Methods	  

A.  Nonconvex	  Global	  Op/miza/on	  
B.  Relaxed	  Viterbi	  EM	  with	  Posterior	  Constraints	  

V.  Experiments	  
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Mo/va/ng	  Example	  

•  Suppose	  you	  wanted	  to	  do	  unsupervised	  
dependency	  parsing.	  

•  Your	  data	  inventory:	  	  
(just	  sentences)	  
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Mo/va/ng	  Example	  

•  Suppose	  you	  wanted	  to	  do	  unsupervised	  
dependency	  parsing.	  

•  Your	  data	  inventory:	  	  
(just	  sentences	  and	  maybe	  POS	  tags)	  
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Mo/va/ng	  Example	  
•  Goal:	  Recover	  unobserved	  syntax.	  
•  Our	  Focus:	  
–  Parameter	  es/ma/on	  in	  the	  presence	  of	  nonconvexity.	  
–  Posterior	  constrained	  inference	  in	  these	  types	  of	  models.	  
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Mo/va/ng	  Example	  
•  Spitkovsky	  et	  al.	  (2009)	  show	  hard	  (Viterbi)	  EM	  outperforms	  soc	  

EM.	  
•  Viterbi	  EM	  objec/ve	  func/on:	  
•  NP	  Hard	  to	  solve	  
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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Background:	  Local	  Search	  	  
for	  Grammar	  Induc/on	  

•  Many	  parameter	  es/ma/on	  techniques	  have	  
been	  tried	  for	  grammar	  induc/on:	  	  

	  
•  These	  are	  all	  local	  search	  techniques	  used	  to	  
op/mize	  a	  nonconvex	  objec/ve.	  

•  Tricks:	  random	  restarts,	  heuris/c	  ini/aliza/on	  of	  model	  parameters,	  
annealing,	  posterior	  constraints.	  
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soc	  EM	   (Klein	  and	  Manning,	  2004;	  Spitkovsky	  et	  al.,	  2010)	  

contras/ve	  es/ma/on	   (Smith	  and	  Eisner,	  2006;	  Smith,	  2006)	  

hard	  (Viterbi)	  EM	  	   (Spitkovsky	  et	  al.,	  2010b)	  

varia/onal	  EM	  	   (Cohen	  et	  al.,	  2009;	  Cohen	  and	  Smith,	  2009;	  
Naseem	  et	  al.,	  2010)	  



Background:	  Local	  Search	  	  
for	  Grammar	  Induc/on	  

The	  problem	  of	  local	  op/ma.	  
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Background:	  Local	  Search	  	  
for	  Grammar	  Induc/on	  

The	  problem	  of	  local	  op/ma.	  
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Background:	  Local	  Search	  	  
for	  Grammar	  Induc/on	  

The	  problem	  of	  local	  op/ma.	  
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Background:	  Nonconvex	  Global	  
Op/miza/on	  
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Global	  op/miza/on	  (the	  branch-‐and-‐bound	  algorithm)	  
provides	  a	  provably	  ε-‐op/mal	  solu/on.	  



Background:	  Nonconvex	  Global	  
Op/miza/on	  
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Relaxa/on:	  provides	  an	  upper	  bound	  on	  the	  
surface.	  	  



Background:	  Nonconvex	  Global	  
Op/miza/on	  
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Branching:	  par//ons	  the	  search	  space	  into	  
subspaces,	  and	  enables	  /ghter	  relaxa/ons.	  

X1	  ≤	  0.0	  

X1	  ≥	  0.0	  



Background:	  Nonconvex	  Global	  
Op/miza/on	  
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Branching:	  par//ons	  the	  search	  space	  into	  
subspaces,	  and	  enables	  /ghter	  relaxa/ons.	  

X1	  ≤	  0.0	  

X1	  ≥	  0.0	  



Background:	  Nonconvex	  Global	  
Op/miza/on	  
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We	  can	  project	  a	  relaxed	  solu/on	  onto	  the	  
feasible	  region.	  



Background:	  Nonconvex	  Global	  
Op/miza/on	  
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If	  the	  op/mal	  relaxed	  solu/on	  is	  worse	  than	  the	  
current	  incumbent,	  we	  can	  prune	  that	  
subspace.	  



Background:	  Nonconvex	  Global	  
Op/miza/on	  
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If	  the	  op/mal	  relaxed	  solu/on	  is	  worse	  than	  the	  
current	  incumbent,	  we	  can	  prune	  that	  
subspace.	  
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Grammar	  Induc/on	  as	  	  
a	  Mathema/cal	  Program	  

•  Relaxa/ons	  are	  typically	  linear	  programs	  (LP).	  

•  We	  will:	  
1.  Define	  grammar	  induc/on	  as	  an	  NLQP.	  
2.  Relax	  it	  to	  an	  LP,	  which	  can	  be	  solved	  by	  Simplex. 	  	  
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best known feasible solution (an assignment to all

the variables—both model parameters and corpus

parse—that satisfies all constraints) according to

the objective function. This is updated as better

feasible solutions are found.

Our algorithm implicitly defines a search tree in

which each node corresponds to a region of model

parameter space. Our search procedure begins

with only the root node, which represents the full

model parameter space. At each node we perform

three steps: bounding, projecting, and branching.

In the bounding step, we solve a relaxation of

the original problem to provide an upper bound on

the objective achievable within that node’s subre-

gion. A node is pruned when Lglobal + �|Lglobal| ≥
Ulocal, where Lglobal is the incumbent score, Ulocal

is the upper bound for the node, and � > 0. This

ensures that its entire subregion will not yield a

�-better solution than the current incumbent.

The overall optimistic bound is given by the

worst optimistic bound of all current leaf nodes.

The projecting step, if the node is not pruned,

projects the solution of the relaxation back to the

feasible region, replacing the current incumbent if

this projection provides a better lower bound.

In the branching step, we choose a variable θm

on which to divide. Each of the child nodes re-

ceives a lower θmin
m and upper θmax

m bound for θm.

The child subspaces partition the parent subspace.

The search tree is defined by a variable order-

ing and the splitting procedure. We do binary

branching on the variable θm with the highest re-

gret, defined as zm − θmfm, where zm is the

auxiliary objective variable we will introduce in

§ 4.2. Since θm is a log-probability, we split its

current range at the midpoint in probability space,

log((exp θmin
m + exp θmax

m )/2).
We perform best-first search, ordering the nodes

by the the optimistic bound of their parent. We

also use the LP-guided rule (Martin, 2000; Achter-

berg, 2007, section 6.1) to perform depth-first

plunges in search of better incumbents.

4 Relaxations

LP: max cT x s.t. Ax ≤ b

QP: maxxT Qx s.t. Ax ≤ b

NLQP: maxxT Qx s.t. Ax ≤ b, f(x) ≤ e

The relaxation in the bounding step computes

an optimistic bound on some subregion of the

model parameter space. This upper bound would

ideally be not much greater than the true maxi-

mum achievable on that region, but looser upper

bounds are generally faster to compute.

We present successive relaxations to the origi-

nal non-convex mixed integer quadratic program

with nonlinear constraints from (1)–(5). First, we

show how the nonlinear sum-to-one constraints

can be relaxed into linear constraints and tightened

by adding additional cutting planes. Second, we

apply a classic approach to bound the non-convex

quadratic objective by a linear convex/concave en-

velope. Finally, we present our full relaxation

based on the Reformulation Linearization Tech-

nique (RLT) (Sherali and Adams, 1990).

The resulting relaxations are all linear programs

and can be solved by the dual simplex algorithm.

4.1 Relaxing the sum-to-one constraint

In this section, we use cutting planes to create a

linear relaxation for the sum-to-one constraint (2).

When relaxing a constraint, we must ensure that

any assignment of the variables that was feasible

(i.e. respected the constraints) in the original prob-

lem must also be feasible in the relaxation. In most

cases, the relaxation is not perfectly tight and so

will have an enlarged space of feasible solutions.

We begin by weakening constraint (2) to

�

m∈Mc

exp(θm) = 1 (18)

�

m∈Mc

exp(θm) ≤ 1 (19)

The optimal solution under (19) still satisfies the

original equality constraint (2) because of the

maximization. We now relax (19) by approximat-

ing the surface z =
�

m∈Mc
exp(θm) by the max

of N lower-bounding linear functions on R|Mc|.
Instead of requiring z ≤ 1, we only require each

of these lower bounds to be≤ 1, slightly enlarging

the feasible space into a convex polytope.

Figure 2a shows an example of a lower-

bounding suface constructed from N = 3 linear

functions on two log-probabilities θ1, θ2. The sur-

faces show z as a function of (θ1, θ2), for 0 ≤ z ≤
1 (since z > 1 is cut off by the top face of the

box). Thus, the upper surface z = exp θ1 +exp θ2

has the points (θ1, θ2) that satisfy (19), with equal-

ity (2) achieved at the top edge of that surface

(z = 1). The slightly larger feasible region under

convex	  

nonconvex	  



Grammar	  Induc/on	  as	  	  
a	  Mathema/cal	  Program	  

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (16)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (17)

A

�
f
e

�
≤ b (18)

θm ≤ 0,∀m (19)

fm, esij ∈ Z, ∀m, s, i, j (20)

Figure 2: Grammar induction as a mathematical program.

linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)

Ns�

j=1

φs0j = Ns, ∀j (21)

Ns�

i=0

φsij −
Ns�

k=1

φsjk = 1, ∀j (22)

φsij ≤ Nsesij , ∀i, j (23)

esij ∈ {0, 1}, ∀i, j (24)

Projectivity is enforced by adding a constraint

(25) for each arc ensuring that no edges will cross

that arc if it is enabled. Xij is the set of arcs (k, l)
that cross the arc (i, j).

Projectivity (Martins et al., 2009)�

(k,l)∈Xij

eskl ≤ Ns(1− esij) (25)

DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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Viterbi	  EM	  objec/ve	  in	  log	  space.	  

Sum-‐to-‐one	  constraints	  on	  model	  
parameters.	  

$Tree	  constraints.	  

Feature	  counts	  must	  be	  integers.	  

and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

and then the linearization step replaces quadratic
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tion at each node by projecting the solution of the
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behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific
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2 Formalizing Grammar Induction
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dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index
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M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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Figure 2: Grammar induction as a mathematical program.

linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)

Ns�

j=1

φs0j = Ns, ∀j (21)

Ns�

i=0

φsij −
Ns�

k=1

φsjk = 1, ∀j (22)

φsij ≤ Nsesij , ∀i, j (23)

esij ∈ {0, 1}, ∀i, j (24)

Projectivity is enforced by adding a constraint

(25) for each arc ensuring that no edges will cross

that arc if it is enabled. Xij is the set of arcs (k, l)
that cross the arc (i, j).

Projectivity (Martins et al., 2009)�

(k,l)∈Xij

eskl ≤ Ns(1− esij) (25)

DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),
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t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If
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word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)
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DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a

word of type t, summing over all sentences s. The

constraint in (27) similarly defines fchild.L,t,t� to be

the number of enabled arcs connecting a parent of

type t to a left child of type t�. Wst is the index set

of tokens in sentences s with word type t.

DMV root/child feature counts

froot,t =
Ns�

s=1

�

j∈Wst

es0j , ∀t (26)

fchild.L,t,t� =
Ns�

s=1

�

j<i

δ
�
i∈Wst ∧
j∈Wst�

�
esij , ∀t, t�

(27)

The decision feature counts require the addi-

tion of an auxiliary count variables f (si)
m ∈ Z in-

dicating how many times decision feature m fired

at some position in the corpus s, i. We then need

only add a constraint that the corpus wide fea-

ture count is the sum of these token-level feature

counts fm =
�S

s=1

�Ns
i=1 f (si)

m , ∀m.

Below we define these auxiliary variables for

1 ≤ s ≤ S and 1 ≤ i ≤ Ns. The helper vari-

able ns,i,l counts the number of enabled arcs to the

left of token i in sentence s. Let t denote the word

type of token i in sentence s. Constraints (27) -

(32) are defined analogously for the right side fea-

ture counts.

DMV decision feature counts

ns,i,l =
i−1�

j=1

esij (28)

ns,i,l/Ns ≤ f (s,i)
dec.L.0,t,cont ≤ 1 (29)

f (s,i)
dec.L.0,t,stop = 1− f (s,i)

dec.L.0,t,cont (30)

f (s,i)
dec.L.≥ 1,t,stop = f (s,i)

dec.L.0,t,cont (31)

f (s,i)
dec.L.≥ 1,t,cont = ns,i,l − f (s,i)

dec.L.0,t,cont (32)

3 A Branch-and-Bound Algorithm

The mixed integer quadratic program with nonlin-

ear constraints, given in the previous section, max-

imizes the non-convex Viterbi EM objective and is

NP-hard to solve (Cohen and Smith, 2010). The

standard approach to optimizing this program is

local search by the hard (Viterbi) EM algorithm.

Yet local search can only provide a lower (pes-

simistic) bound on the global maximum.

We propose a branch-and-bound algorithm,

which will iteratively tighten both pessimistic and

optimistic bounds on the optimal solution. This

algorithm may be halted at any time, to obtain the

best current solution and a bound on how much

better the global optimum could be.

Throughout the search, our branch-and-bound

algorithm maintains this incumbent solution: the

best known feasible solution (an assignment to all

the variables—both model parameters and corpus

parse—that satisfies all constraints) according to

the objective function. This is updated as better

feasible solutions are found.

Our algorithm implicitly defines a search tree in

which each node corresponds to a region of model

parameter space. Our search procedure begins

with only the root node, which represents the full

model parameter space. At each node we perform

three steps: bounding, projecting, and branching.

In the bounding step, we solve a relaxation of

the original problem to provide an upper bound on

the objective achievable within that node’s subre-

gion. A node is pruned when Lglobal + �|Lglobal| ≥
Ulocal, where Lglobal is the incumbent score, Ulocal

is the upper bound for the node, and � > 0. This

ensures that its entire subregion will not yield a

�-better solution than the current incumbent.

The overall optimistic bound is given by the

worst optimistic bound of all current leaf nodes.

The projecting step, if the node is not pruned,

projects the solution of the relaxation back to the

feasible region, replacing the current incumbent if

this projection provides a better lower bound.

In the branching step, we choose a variable θm

on which to divide. Each of the child nodes re-

ceives a lower θmin
m and upper θmax

m bound for θm.

The child subspaces partition the parent subspace.

The search tree is defined by a variable order-

ing and the splitting procedure. We do binary

branching on the variable θm with the highest re-

gret, defined as zm − θmfm, where zm is the

auxiliary objective variable we will introduce in

§ 4.2. Since θm is a log-probability, we split its

current range at the midpoint in probability space,

log((exp θmin
m + exp θmax

m )/2).

We perform best-first search, ordering the nodes

by the the optimistic bound of their parent. We

also use the LP-guided rule (Martin, 2000; Achter-

berg, 2007, section 6.1) to perform depth-first

plunges in search of better incumbents.
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Relaxa/ons	  

•  Three	  separate	  steps:	  
1.  Relax	  the	  nonlinear	  sum-‐to-‐one	  constraints	  
2.  Relax	  the	  integer	  constraints	  
3.  “Relax”	  the	  quadra/c	  objec/ve	  

•  Resul/ng	  relaxa/on	  will	  be	  an	  LP	  
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linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)
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φsij −
Ns�
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φsij ≤ Nsesij , ∀i, j (23)

esij ∈ {0, 1}, ∀i, j (24)

Projectivity is enforced by adding a constraint

(25) for each arc ensuring that no edges will cross

that arc if it is enabled. Xij is the set of arcs (k, l)
that cross the arc (i, j).

Projectivity (Martins et al., 2009)�

(k,l)∈Xij

eskl ≤ Ns(1− esij) (25)

DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:
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c Conditional distribution index
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C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
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Objective and constraints:
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s.t.
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exp(θm) = 1, ∀c (2)
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Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.
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fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the
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parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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best known feasible solution (an assignment to all

the variables—both model parameters and corpus

parse—that satisfies all constraints) according to

the objective function. This is updated as better

feasible solutions are found.

Our algorithm implicitly defines a search tree in

which each node corresponds to a region of model

parameter space. Our search procedure begins

with only the root node, which represents the full

model parameter space. At each node we perform

three steps: bounding, projecting, and branching.

In the bounding step, we solve a relaxation of

the original problem to provide an upper bound on

the objective achievable within that node’s subre-

gion. A node is pruned when Lglobal + �|Lglobal| ≥
Ulocal, where Lglobal is the incumbent score, Ulocal

is the upper bound for the node, and � > 0. This

ensures that its entire subregion will not yield a

�-better solution than the current incumbent.

The overall optimistic bound is given by the

worst optimistic bound of all current leaf nodes.

The projecting step, if the node is not pruned,

projects the solution of the relaxation back to the

feasible region, replacing the current incumbent if

this projection provides a better lower bound.

In the branching step, we choose a variable θm

on which to divide. Each of the child nodes re-

ceives a lower θmin
m and upper θmax

m bound for θm.

The child subspaces partition the parent subspace.

The search tree is defined by a variable order-

ing and the splitting procedure. We do binary

branching on the variable θm with the highest re-

gret, defined as zm − θmfm, where zm is the

auxiliary objective variable we will introduce in

§ 4.2. Since θm is a log-probability, we split its

current range at the midpoint in probability space,

log((exp θmin
m + exp θmax

m )/2).
We perform best-first search, ordering the nodes

by the the optimistic bound of their parent. We

also use the LP-guided rule (Martin, 2000; Achter-

berg, 2007, section 6.1) to perform depth-first

plunges in search of better incumbents.

4 Relaxations

The relaxation in the bounding step computes an

optimistic bound on some subregion of the model

parameter space. This upper bound would ide-

ally be not much greater than the true maximum

achievable on that region, but looser upper bounds

are generally faster to compute.

We present successive relaxations to the origi-

nal non-convex mixed integer quadratic program

with nonlinear constraints from (1)–(5). First, we

show how the nonlinear sum-to-one constraints

can be relaxed into linear constraints and tightened

by adding additional cutting planes. Second, we

apply a classic approach to bound the non-convex

quadratic objective by a linear convex/concave en-

velope. Finally, we present our full relaxation

based on the Reformulation Linearization Tech-

nique (RLT) (Sherali and Adams, 1990).

The resulting relaxations are all linear programs

and can be solved by the dual simplex algorithm.

4.1 Relaxing the sum-to-one constraint
In this section, we use cutting planes to create a

linear relaxation for the sum-to-one constraint (2).

When relaxing a constraint, we must ensure that

any assignment of the variables that was feasible

(i.e. respected the constraints) in the original prob-

lem must also be feasible in the relaxation. In most

cases, the relaxation is not perfectly tight and so

will have an enlarged space of feasible solutions.

We begin by weakening constraint (2) to

�

m∈Mc

exp(θm) = 1 (18)

�

m∈Mc

exp(θm) ≤ 1 (19)

The optimal solution under (18) still satisfies the

original equality constraint (2) because of the

maximization. We now relax (18) by approximat-

ing the surface z =
�

m∈Mc
exp(θm) by the max

of N lower-bounding linear functions on R|Mc|.
Instead of requiring z ≤ 1, we only require each

of these lower bounds to be≤ 1, slightly enlarging

the feasible space into a convex polytope.

Figure 2a shows an example of a lower-

bounding suface constructed from N = 3 linear

functions on two log-probabilities θ1, θ2. The sur-

faces show z as a function of (θ1, θ2), for 0 ≤ z ≤
1 (since z > 1 is cut off by the top face of the

box). Thus, the upper surface z = exp θ1 +exp θ2

has the points (θ1, θ2) that satisfy (18), with equal-

ity (2) achieved at the top edge of that surface

(z = 1). The slightly larger feasible region under

the linear relaxation is given by the (θ1, θ2) coor-

dinates of the lower surface, defined by the max of

the 3 linear functions.

Formally, for each c, we define the ith
lin-

ear lower bound (i = 1, 2, . . . , N ) to be

the tangent hyperplane at some point θ̂
(i)
c =
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Nonconvex Global Optimization for Grammar Induction

�

m∈Mc

�
θm + 1− θ̂(i)

c,m

�
exp

�
θ̂(i)
c,m

�
≤ 1, ∀i, ∀c

(1)

Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as

requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

The crucial step is to prune nodes high in the
tree by determining that their boxes cannot contain
the global maximum. We compute an upper bound
at each node by solving a relaxed maximization
problem tailored to its box. If this upper bound is
worse than our current best solution, we can prune
the node. If not, we split the box again via another
branching decision and retry on the two halves.

At each node, our relaxation derives a linear
programming problem (LP) that can be efficiently
solved by the dual simplex method. First, we lin-
early relax the constraints that grammar rule prob-
abilities sum to 1—these constraints are nonlin-
ear in our parameters, which are log-probabilities.
Second, we apply the Reformulation Lineariza-
tion Technique (RLT) (Sherali and Adams, 1990),

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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Figure 2: Grammar induction as a mathematical program.

linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)

Ns�

j=1

φs0j = Ns, ∀j (21)

Ns�

i=0

φsij −
Ns�

k=1

φsjk = 1, ∀j (22)

φsij ≤ Nsesij , ∀i, j (23)

esij ∈ {0, 1}, ∀i, j (24)

Projectivity is enforced by adding a constraint

(25) for each arc ensuring that no edges will cross

that arc if it is enabled. Xij is the set of arcs (k, l)
that cross the arc (i, j).

Projectivity (Martins et al., 2009)�

(k,l)∈Xij

eskl ≤ Ns(1− esij) (25)

DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index
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c Conditional distribution index
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Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences
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Objective and constraints:
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exp(θm) = 1, ∀c (2)
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Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

Feature	  counts	  must	  be	  integers.	  

Parameters	  must	  be	  log-‐probabili/es.	  
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Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (16)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (17)

A

�
f
e

�
≤ b (18)

θm ≤ 0,∀m (19)

fm, esij ∈ Z, ∀m, s, i, j (20)

Figure 2: Grammar induction as a mathematical program.

linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)
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φsij −
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k=1

φsjk = 1, ∀j (22)

φsij ≤ Nsesij , ∀i, j (23)

esij ∈ {0, 1}, ∀i, j (24)

Projectivity is enforced by adding a constraint

(25) for each arc ensuring that no edges will cross

that arc if it is enabled. Xij is the set of arcs (k, l)
that cross the arc (i, j).

Projectivity (Martins et al., 2009)�

(k,l)∈Xij

eskl ≤ Ns(1− esij) (25)

DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

Each	  B&B	  subspace	  specifies	  bounds.	  

Nonconvex Global Optimization for Grammar Induction
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max xT Qx (11)
s.t. Gx ≤ g (12)

Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
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linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)
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DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode
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the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).
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parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode
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the corresponding feature counts. The final con-
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values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.
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straints on the arc variables esij and feature counts
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ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).

Nonconvex Global Optimization for Grammar Induction

�

m∈Mc

�
θm + 1− θ̂(i)

c,m

�
exp

�
θ̂(i)
c,m

�
≤ 1, ∀i, ∀c

(1)

θmin
m < θm < θmax

m , ∀m
fmin

m ≤ fm ≤ fmax
m , ∀m

θmfm ≤ min[fmax
m θm + θmin

m fm − θmin
m fmax

m ,

fmin
m θm + θmax

m fm − θmax
m fmin

m ]

max
�

m

zm (2)

s.t. zm ≤ fmax
m θm + θmin

m fm − θmin
m fmax

m (3)

zm ≤ fmin
m θm + θmax

m fm − θmax
m fmin

m (4)

max xT Qx (5)
s.t. Ax ≤ b (6)

−∞ < Li ≤ xi ≤ Ui <∞, ∀i (7)

max xT Qx (8)
s.t. Ax ≤ b (9)

Li ≤ xi ≤ Ui, ∀i (10)

max xT Qx (11)
s.t. Gx ≤ g (12)

Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).

Nonconvex Global Optimization for Grammar Induction

�

m∈Mc

�
θm + 1− θ̂(i)

c,m

�
exp

�
θ̂(i)
c,m

�
≤ 1, ∀i, ∀c

(1)

θmin
m < θm < θmax

m , ∀m
fmin

m ≤ fm ≤ fmax
m , ∀m

θmfm ≤ min[fmax
m θm + θmin

m fm − θmin
m fmax

m ,

fmin
m θm + θmax

m fm − θmax
m fmin

m ]

max
�

m

zm (2)

s.t. zm ≤ fmax
m θm + θmin

m fm − θmin
m fmax

m (3)

zm ≤ fmin
m θm + θmax

m fm − θmax
m fmin

m (4)

max xT Qx (5)
s.t. Ax ≤ b (6)

−∞ < Li ≤ xi ≤ Ui <∞, ∀i (7)

max xT Qx (8)
s.t. Ax ≤ b (9)

Li ≤ xi ≤ Ui, ∀i (10)

max xT Qx (11)
s.t. Gx ≤ g (12)

Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).



“Relaxing”	  the	  Objec/ve	  

32	  

Original	  nonconvex	  quadra/c	  objec/ve:	  	  
	  

Each	  B&B	  subspace	  specifies	  bounds:	  
	  

Relaxed	  convex	  linear	  objec/ve:	  	  
	  

Concave	  Envelope	  	  
(e.g.	  McCormick	  (1976))	  
	  

and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode
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Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

Nonconvex Global Optimization for Grammar Induction

�

m∈Mc

�
θm + 1− θ̂(i)

c,m

�
exp

�
θ̂(i)
c,m

�
≤ 1, ∀i, ∀c

(1)

θmin
m < θm < θmax

m , ∀m
fmin

m ≤ fm ≤ fmax
m , ∀m

θmfm ≤ min[fmax
m θm + θmin

m fm − θmin
m fmax

m ,

fmin
m θm + θmax

m fm − θmax
m fmin

m ]

max
�

m

zm (2)

s.t. zm ≤ fmax
m θm + θmin

m fm − θmin
m fmax

m (3)

zm ≤ fmin
m θm + θmax

m fm − θmax
m fmin

m (4)

max xT Qx (5)
s.t. Ax ≤ b (6)

−∞ < Li ≤ xi ≤ Ui <∞, ∀i (7)

max xT Qx (8)
s.t. Ax ≤ b (9)

Li ≤ xi ≤ Ui, ∀i (10)

max xT Qx (11)
s.t. Gx ≤ g (12)

Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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requiring most sentences to have verbs or most
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timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
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soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
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Figure 2: Grammar induction as a mathematical program.

linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)
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Projectivity is enforced by adding a constraint

(25) for each arc ensuring that no edges will cross

that arc if it is enabled. Xij is the set of arcs (k, l)
that cross the arc (i, j).

Projectivity (Martins et al., 2009)�

(k,l)∈Xij

eskl ≤ Ns(1− esij) (25)

DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode
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Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-
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with valence (DMV) (Klein and Manning, 2004).
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over the sentences and their dependency trees.
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fm. These will constitute the tree constraints in
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resulting feature values are as defined by the DMV.
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the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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dependency tree and the feature counts f encode

the corresponding feature counts. The final con-
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values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)
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φsij ≤ Nsesij , ∀i, j (23)

esij ∈ {0, 1}, ∀i, j (24)

Projectivity is enforced by adding a constraint

(25) for each arc ensuring that no edges will cross

that arc if it is enabled. Xij is the set of arcs (k, l)
that cross the arc (i, j).

Projectivity (Martins et al., 2009)�
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eskl ≤ Ns(1− esij) (25)

DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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Nonconvex Global Optimization for Grammar Induction
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search
techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:
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Figure 2: Grammar induction as a mathematical program.

linear) sum-to-one constraints on the probabilities

are in (17). The linear constraints in (18) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

the corresponding feature counts. The final con-

straints (20) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(18). The constraints must declaratively specify

that the arcs form a valid dependency tree and that

the resulting feature values are as defined by the

DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.

For each sentence, s, the variable φsij indicates

the amount of flow traversing the arc from i to j
in sentence s. The constraints below specify that

the root node emits Ns units of flow (21), that one

unit of flow is consumed by each each node (22),

that the flow is zero on each disabled arc (23), and

that the arcs are binary variables (24).

Single-commodity flow (Magnanti & Wolsey, 1994)
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j=1

φs0j = Ns, ∀j (21)

Ns�

i=0

φsij −
Ns�

k=1

φsjk = 1, ∀j (22)

φsij ≤ Nsesij , ∀i, j (23)

esij ∈ {0, 1}, ∀i, j (24)

Projectivity is enforced by adding a constraint

(25) for each arc ensuring that no edges will cross

that arc if it is enabled. Xij is the set of arcs (k, l)
that cross the arc (i, j).

Projectivity (Martins et al., 2009)�

(k,l)∈Xij

eskl ≤ Ns(1− esij) (25)

DMV Feature Counts In the DMV, a single de-

pendency tree is generated recursively as follows.

First the root node is generated, of random type

t ∼ Cat(θroot). To generate its children on the left
side, we flip a coin to decide whether an adjacent

child is generated, d ∼ Bernoulli(θdec.L.0,t). If

the coin flip d comes up continue, we sample the

word type of that child as t� ∼ Cat(θchild.L,t). We

continue generating non-adjacent children in this

way, using coin weights θdec.L.≥ 1,t until the coin

comes up stop. We repeat this procedure to gen-

erate children on the right side, using the model

parameters θdec.R.0,t, θchild.R,t, and θdec.R.≥ 1,t. For

each new child, we apply this process recursively

to generate its descendants.

The feature count variables for the DMV are en-

coded in our MP as various sums over the edge

variables. We begin with the root/child feature
counts. The constraint (26) defines the feature

count for model parameter θroot,t as the number

of all enabled arcs connecting the root node to a
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and then the linearization step replaces quadratic

terms in the new constraints with auxiliary vari-

ables. Third, we gradually tighten the resulting

LP relaxation by adding additional cuts that try to

enforce the sum-to-one constraints.

Finally, we search for a better incumbent solu-

tion at each node by projecting the solution of the

RLT relaxation back onto the feasible region. In

the relaxation, the model parameters might sum

to slightly more than one and the parses can con-

sist of fractional dependency edges. So we must

project in order to compute the true objective and

compare with other solutions.

Our results demonstrate that our method can ob-

tain higher likelihoods than Viterbi EM with ran-

dom restarts. Furthermore, we show how posterior

constraints inspired by Gillenwater et al. (2010)

and Naseem et al. (2010) can easily be applied

in our framework to obtain competitive accuracies

using a simple model, the Dependency Model with

Valence (Klein and Manning, 2004). We also ana-

lyze an �-optimal solution on a toy dataset.

We caution that the linear relaxations are very

loose on larger boxes. Since we have many dimen-

sions, the binary branch-and-bound tree may have

to grow quite deep before the boxes become small

enough to prune. This is why nonconvex quadratic

optimization by LP-based branch-and-bound usu-

ally fails with more than 80 variables (Burer and

Vandenbussche, 2009). Even our smallest (toy)

problems have hundreds of variables, so our exper-

imental results mainly just illuminate the method’s

behavior. Nonetheless, we offer the method as

a new tool which, just as for local search, might

be combined with other forms of problem-specific

guidance to produce more practical results.

2 Formalizing Grammar Induction

We begin by describing how unsupervised depen-

dency parsing with the Viterbi EM objective can

be formulated as a mixed integer quadratic pro-

gram with nonlinear constraints (Figure 1).

(1) specifies the Viterbi EM objective: the to-

tal log-probability of the best parse trees under the

parameters θ, given by a sum of log-probabilities

θm of the individual steps needed to generate the

tree, as encoded by the features fm. The (non-

linear) sum-to-one constraints on the probabilities

are in (2). The linear constraints in (3) will en-

sure that the arc variables es correspond to a valid

dependency tree and the feature counts f encode

Variables:

θm Log-probability for feature m
fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Objective and constraints:

max

�

m

θmfm (1)

s.t.

�

m∈Mc

exp(θm) = 1, ∀c (2)

A

�
f
es

�
≤ b, ∀s (3)

θm ≤ 0,∀m (4)

fm, esij ∈ Z, ∀m, s, i, j (5)

Figure 1: Grammar induction as a mathematical program.

the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-

ables, es, form a dependency tree, we employ the

same single-commodity flow constraints of Mag-

nanti and Wolsey (1994) as adapted by Martins et

al. (2009) for parsing. We also employ the projec-

tivity constraints of Martins et al. (2009).

The single-commodity flow constraints simul-

taneously enforce that each node has exactly one

parent, the special root node (position 0) has no in-

coming arcs, and the arcs form a connected graph.
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the corresponding feature counts. The final con-

straints (5) simply specify the range of possible

values for the model parameters and their integer

count variables.

Our experiments use the dependency model

with valence (DMV) (Klein and Manning, 2004).

This generative model defines a joint distribution

over the sentences and their dependency trees.

We encode the DMV using integer linear con-

straints on the arc variables esij and feature counts

fm. These will constitute the tree constraints in

(3). The constraints must declaratively specify that

the arcs form a valid dependency tree and that the

resulting feature values are as defined by the DMV.

Tree Constraints To ensure that our arc vari-
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
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1This objective might not be a great sacrifice: Spitkovsky
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attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).

1.   Rewrite	  step:	  
–  Replace	  all	  quadra/c	  terms	  

with	  auxiliary	  variables.	  
–  	  	  

2.   Reformula/on	  step:	  
–  Add	  all	  possible	  products	  of	  
the	  linear	  constraints.	  

–  	  	  
3.   Lineariza/on	  step:	  

–  Remove	  quadra/c	  constraints	  
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matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max

�

1≤i≤j≤n

Qijwij (32)

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns

�
.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max

�

1≤i≤j≤n

Qijwij (32)

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns

�
.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by
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It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal
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Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding
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rather than applying it to expected counts. Let E be
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Nonconvex Global Optimization for Grammar Induction

�

m∈Mc

�
θm + 1− θ̂(i)

c,m

�
exp

�
θ̂(i)
c,m

�
≤ 1, ∀i, ∀c

(1)

θmin
m < θm < θmax

m , ∀m
fmin

m ≤ fm ≤ fmax
m , ∀m

θmfm ≤ min[fmax
m θm + θmin

m fm − θmin
m fmax

m ,

fmin
m θm + θmax

m fm − θmax
m fmin

m ]

max
�

m

zm (2)

s.t. zm ≤ fmax
m θm + θmin

m fm − θmin
m fmax

m (3)

zm ≤ fmin
m θm + θmax

m fm − θmax
m fmin

m (4)

max xT Qx (5)
s.t. Ax ≤ b (6)

−∞ < Li ≤ xi ≤ Ui < ∞, ∀i (7)

max xT Qx (8)
s.t. Ax ≤ b (9)

Li ≤ xi ≤ Ui, ∀i (10)

Step 0:

max xT Qx (11)
s.t. Gx ≤ g (12)

Step 0 (rewritten):

max
�

1≤i≤j≤n

Qijxixj (13)

s.t. (gi −Gix) ≥ 0, (14)
∀1 ≤ i ≤ m (15)

Step 1:

max
�

1≤i≤j≤n

Qijwij (16)

s.t. (gi −Gix) ≥ 0, (17)
∀1 ≤ i ≤ m (18)

wij = xixj (19)

Variables:

fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index
s Sentence index
θm Log-probability for feature m

c Conditional distribution index
Mc cth Set of feature indices that sum to 1.0
M Number of model parameters
C Number of conditional distributions
S Number of sentences
Ns Number of words in the sth sentence
Viterbi EM Objective and constraints:

max
�

m

θmfm (24)

s.t. A

�
f
e

�
≤ b (25)

fm, esij ∈ Z, ∀m, s, i, j (26)

Figure 1: Parsing as a linear program.

Step 2:

max
�

1≤i≤j≤n

Qijwij (20)

s.t. (gi −Gix)(gj −Gjx) ≥ 0, (21)
∀1 ≤ i ≤ j ≤ m (22)

wij = xixj (23)

Step 2 (rewritten with expansion):

max
�

1≤i≤j≤n

Qijwij

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m

wij = xixj
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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rather than applying it to expected counts. Let E be

the index set of model parameters corresponding
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ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.
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matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max

�

1≤i≤j≤n

Qijwij (32)

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns

�
.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by
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The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n
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∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-
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straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore
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If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
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s=1 Ns
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.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-
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Li ≤ xi ≤ Ui, ∀i (10)

Step 0:
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Step 0 (rewritten):

max

�
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Qijxixj (13)
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k=1
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∀1 ≤ i ≤ m (15)
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Qijwij (16)
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+
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k=1
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GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m

wij = xixj
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For the task of dependency grammar induction,

we propose to search globally for the maximum-

likelihood model parameters and corpus parse,

subject to posterior constraints. Our method

would eventually find the global maximum (up

to a user-specified �) if run for long enough, but

at any point can return a suboptimal solution to-

gether with an upper bound on the global maxi-

mum. We begin by formulating grammar induc-

tion as a mixed integer quadratic programming

problem with nonlinear constraints. We attack this

with branch-and-bound, using the Reformulation

Linearization Technique at each node to produce a

convex relaxation.
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).

1.   Rewrite	  step:	  
–  Replace	  all	  quadra/c	  terms	  

with	  auxiliary	  variables.	  
–  	  	  

2.   Reformula/on	  step:	  
–  Add	  all	  possible	  products	  of	  
the	  linear	  constraints.	  

–  	  	  
3.   Lineariza/on	  step:	  

–  Remove	  quadra/c	  constraints	  
–  	  	  

matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max

�

1≤i≤j≤n

Qijwij (32)

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns

�
.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by

matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max
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s.t. gigj −
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k=1
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n�

k=1
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k=1
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GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
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s=1 Ns
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.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by
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matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.
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(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n
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≡
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(gi −Gix) ≥ 0,
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The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:
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of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-
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j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-
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ered to be first-level constraints corresponding to
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ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
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m∈E fm ≥ 0.8
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5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by
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For the task of dependency grammar induction,

we propose to search globally for the maximum-

likelihood model parameters and corpus parse,

subject to posterior constraints. Our method

would eventually find the global maximum (up

to a user-specified �) if run for long enough, but

at any point can return a suboptimal solution to-

gether with an upper bound on the global maxi-

mum. We begin by formulating grammar induc-

tion as a mixed integer quadratic programming

problem with nonlinear constraints. We attack this

with branch-and-bound, using the Reformulation

Linearization Technique at each node to produce a

convex relaxation.
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).

1.   Rewrite	  step:	  
–  Replace	  all	  quadra/c	  terms	  

with	  auxiliary	  variables.	  
–  	  	  

2.   Reformula/on	  step:	  
–  Add	  all	  possible	  products	  of	  
the	  linear	  constraints.	  

–  	  	  
3.   Lineariza/on	  step:	  

–  Remove	  quadra/c	  constraints	  
–  	  	  

matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max
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+
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n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns

�
.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by
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dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints
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straints within our framework. Here we empha-

size constraints that are analogous to the universal
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Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding
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correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose
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For the task of dependency grammar induction,

we propose to search globally for the maximum-

likelihood model parameters and corpus parse,

subject to posterior constraints. Our method

would eventually find the global maximum (up

to a user-specified �) if run for long enough, but

at any point can return a suboptimal solution to-

gether with an upper bound on the global maxi-

mum. We begin by formulating grammar induc-

tion as a mixed integer quadratic programming

problem with nonlinear constraints. We attack this

with branch-and-bound, using the Reformulation

Linearization Technique at each node to produce a

convex relaxation.
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1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
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(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max

�

1≤i≤j≤n

Qijwij (32)

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns

�
.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by

matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.
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(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:
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k=1

n�
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∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns

�
.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by
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symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.
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(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡
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(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n
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The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:
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Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns
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.

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by
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Step 1:
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k=1
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l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m

wij = xixj
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For the task of dependency grammar induction,

we propose to search globally for the maximum-

likelihood model parameters and corpus parse,

subject to posterior constraints. Our method

would eventually find the global maximum (up

to a user-specified �) if run for long enough, but

at any point can return a suboptimal solution to-

gether with an upper bound on the global maxi-

mum. We begin by formulating grammar induc-

tion as a mixed integer quadratic programming

problem with nonlinear constraints. We attack this

with branch-and-bound, using the Reformulation

Linearization Technique at each node to produce a

convex relaxation.
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Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.
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(−Lk + xk) ≥ 0, 1 ≤ k ≤ n
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≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:
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Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).
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lope relaxation presented in section 4.2 which re-
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dependently. This demonstrates the key intuition
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are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
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A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Model Parameters For each set of model pa-

rameters Mc that should sum-to-one, we project

the model parameters onto theMc−1 simplex by

matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max

�

1≤i≤j≤n

Qijwij (32)

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (28) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (31) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (31) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints

It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E be

the index set of model parameters corresponding

to edge types from Table 1 of Naseem et al. (2010),

and Ns be the number of words in the sth sentence.

We impose the constraint that 80% of edges come

from E :
�

m∈E fm ≥ 0.8
��S

s=1 Ns

�
.
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Nonconvex Global Optimization for Grammar Induction
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+
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wij = xixj

Abstract

For the task of dependency grammar induction,

we propose to search globally for the maximum-

likelihood model parameters and corpus parse,

subject to posterior constraints. Our method

would eventually find the global maximum (up

to a user-specified �) if run for long enough, but

at any point can return a suboptimal solution to-

gether with an upper bound on the global maxi-

mum. We begin by formulating grammar induc-

tion as a mixed integer quadratic programming

problem with nonlinear constraints. We attack this

with branch-and-bound, using the Reformulation

Linearization Technique at each node to produce a

convex relaxation.
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Reformula/on	  Lineariza/on	  Technique	  (RLT)	  	  
(Sherali	  &	  Adams,	  1990)	  
	  

Nonconvex Global Optimization for Grammar Induction
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≤ 1, ∀i, ∀c

(1)
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Li ≤ xi ≤ Ui, ∀i (7)

max xT Qx (8)
s.t. Gx ≤ g (9)

Abstract

For the task of dependency grammar induction,
we propose to search globally for the maximum-
likelihood model parameters and corpus parse,
subject to posterior constraints. Our method
would eventually find the global maximum (up
to a user-specified �) if run for long enough, but
at any point can return a suboptimal solution to-
gether with an upper bound on the global maxi-
mum. We begin by formulating grammar induc-
tion as a mixed integer quadratic programming
problem with nonlinear constraints. We attack this
with branch-and-bound, using the Reformulation
Linearization Technique at each node to produce a
convex relaxation.

1 Introduction

Many parameter estimation techniques have been
attempted for the unsolved problem of unsuper-
vised dependency parsing, including expectation-
maximization (EM) (Klein and Manning, 2004;
Spitkovsky et al., 2010a), contrastive estimation
(Smith and Eisner, 2006; Smith, 2006), Viterbi
EM (Spitkovsky et al., 2010b), and variational EM
(Naseem et al., 2010; Cohen et al., 2009; Co-
hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at
some initial values and are then improved locally
by hill climbing until a local optimum is reached.

The problem with local search is that it gets
stuck in local optima. An algorithm such as EM
will find numerous different solutions when ran-
domly initialized to different points (Charniak,
1993; Smith, 2006). A variety of ways to find
better local optima have been explored, includ-
ing heuristic initialization of the model parameters
(Spitkovsky et al., 2010a), random restarts (Smith,
2006), and annealing (Smith and Eisner, 2006;
Smith, 2006). Others have achieved accuracy im-
provements by enforcing linguistically motivated
posterior constraints on the parameters (Gillen-
water et al., 2010; Naseem et al., 2010), such as
requiring most sentences to have verbs or most
nouns to be children of verbs or prepositions.

We introduce a new method of parameter es-
timation for unsupervised dependency parsing
that performs global search with certificates of
�-optimality for both the corpus parse and the
model parameters. Our search objective is log-
likelihood; we can also impose posterior con-
straints on the parameters.

As we show, maximizing the joint log-
likelihood of the parses and the parameters can be
formulated as a mathematical program (MP) with
a non-convex quadratic objective and with integer
linear and nonlinear constraints. Note that this ob-
jective is that of hard (Viterbi) EM—we do not
marginalize over the parses as in classical EM.1

To globally optimize the objective function,
we employ a branch-and-bound algorithm that
searches the continuous space of the model pa-
rameters by branching on individual parameters.
An example branching decision for a model pa-
rameter θm would be to explore two subregions:
{θ : θm ≤ log(0.1)} and {θ : θm ≥ log(0.1)}.
Thus, our branch-and-bound tree serves to recur-
sively subdivide the global parameter hypercube.
Each node represents a search problem over one
of the resulting boxes (i.e., orthotopes).

1This objective might not be a great sacrifice: Spitkovsky
et al. (2010b) present evidence that hard EM can outperform
soft EM for grammar induction in a hill-climbing setting. We
use it because it is a quadratic objective. However, maximiz-
ing it remains NP-hard (Cohen and Smith, 2010).
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For the task of dependency grammar induction,

we propose to search globally for the maximum-

likelihood model parameters and corpus parse,

subject to posterior constraints. Our method

would eventually find the global maximum (up

to a user-specified �) if run for long enough, but

at any point can return a suboptimal solution to-

gether with an upper bound on the global maxi-

mum. We begin by formulating grammar induc-

tion as a mixed integer quadratic programming

problem with nonlinear constraints. We attack this

with branch-and-bound, using the Reformulation

Linearization Technique at each node to produce a

convex relaxation.

•  Theore/cal	  Proper/es	  
–  The	  concave	  envelope	  is	  a	  formed	  

by	  a	  subset	  of	  the	  RLT	  constraints.	  
–  The	  original	  linear	  constraints	  are	  

fully	  enforced	  by	  the	  resul/ng	  RLT	  
constraints	  (Sherali	  &	  Tuncbilek,	  
1995).	  

–  The	  reformula/on	  step	  can	  be	  
applied	  repeatedly	  to	  produce	  
polynomial	  constraints	  of	  higher	  
degree.	  	  
When	  x ∈ {0,1}n,	  the	  degree-‐n	  RLT	  
constraints	  will	  restrict	  to	  the	  
convex	  hull	  of	  the	  feasible	  region	  
(Sherali	  &	  Adams,	  1990).	  

•  Trade-‐off:	  /ghtness	  vs.	  size	  
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Op/miza/on	  
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We	  can	  project	  a	  relaxed	  solu/on	  onto	  the	  
feasible	  region.	  



Projec/ons	  

•  Model	  parameters	  
–  In	  relaxed	  solu-on:	  might	  sum	  to	  ≥	  1.0.	  
– Approaches:	  

•  Normalize	  the	  parameters.	  
•  Find	  the	  point	  on	  the	  simplex	  that	  has	  minimum	  Euclidean	  
distance	  (Chen	  &	  Ye,	  2011)	  

•  Parses	  
–  In	  relaxed	  solu-on:	  might	  have	  frac/onal	  edges.	  
– Approach:	  Run	  a	  dynamic	  programming	  parser	  where	  
the	  edge	  weights	  are	  given	  by	  the	  relaxed	  parse.	  
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I.  The	  Problem:	  Nonconvexity	  
II.  Example	  Task:	  Grammar	  Induc/on	  
III.  Background	  
IV.  Search	  Methods	  

A.  Nonconvex	  Global	  Op/miza/on	  
i.  Grammar	  Induc/on	  as	  a	  Mathema/cal	  Program	  
ii.  Relaxa/ons	  
iii.  Projec/ons	  

B.  Posterior	  Constraints	  
C.  Relaxed	  Viterbi	  EM	  with	  Posterior	  Constraints	  

V.  Experiments	  
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Posterior	  Constraints	  

•  Posterior	  constraints	  allow	  us	  to	  incorporate	  our	  
linguis/c	  knowledge	  declara/vely.	  

•  Examples:	  
– Dependencies	  are	  mostly	  short	  	  
(Eisner	  &	  Smith,	  2010).	  

– Arcs	  do	  not	  ocen	  cross	  punctua/on	  boundaries	  
(Spitkovsky	  et	  al.,	  2012).	  

– Most	  arc	  tokens	  are	  from	  the	  set	  ε	  of	  “shiny”	  	  
arc	  types.	  	  
(Naseem	  et	  al.,	  2010).	  
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Abstract

We present an approach to grammar induc-

tion that utilizes syntactic universals to im-

prove dependency parsing across a range of

languages. Our method uses a single set

of manually-specified language-independent

rules that identify syntactic dependencies be-

tween pairs of syntactic categories that com-

monly occur across languages. During infer-

ence of the probabilistic model, we use pos-

terior expectation constraints to require that a

minimum proportion of the dependencies we

infer be instances of these rules. We also auto-

matically refine the syntactic categories given

in our coarsely tagged input. Across six lan-

guages our approach outperforms state-of-the-

art unsupervised methods by a significant mar-

gin.
1

1 Introduction

Despite surface differences, human languages ex-

hibit striking similarities in many fundamental as-

pects of syntactic structure. These structural corre-

spondences, referred to as syntactic universals, have

been extensively studied in linguistics (Baker, 2001;

Carnie, 2002; White, 2003; Newmeyer, 2005) and

underlie many approaches in multilingual parsing.

In fact, much recent work has demonstrated that

learning cross-lingual correspondences from cor-

pus data greatly reduces the ambiguity inherent in

syntactic analysis (Kuhn, 2004; Burkett and Klein,

2008; Cohen and Smith, 2009a; Snyder et al., 2009;

Berg-Kirkpatrick and Klein, 2010).

1
The source code for the work presented in this paper is

available at http://groups.csail.mit.edu/rbg/code/dependency/

Root→ Auxiliary Noun→ Adjective

Root→ Verb Noun→ Article

Verb→ Noun Noun→ Noun

Verb→ Pronoun Noun→ Numeral

Verb→ Adverb Preposition→ Noun

Verb→ Verb Adjective→ Adverb

Auxiliary→ Verb

Table 1: The manually-specified universal dependency

rules used in our experiments. These rules specify head-

dependent relationships between coarse (i.e., unsplit)

syntactic categories. An explanation of the ruleset is pro-

vided in Section 5.

In this paper, we present an alternative gram-

mar induction approach that exploits these struc-

tural correspondences by declaratively encoding a

small set of universal dependency rules. As input

to the model, we assume a corpus annotated with

coarse syntactic categories (i.e., high-level part-of-

speech tags) and a set of universal rules defined over

these categories, such as those in Table 1. These

rules incorporate the definitional properties of syn-

tactic categories in terms of their interdependencies

and thus are universal across languages. They can

potentially help disambiguate structural ambiguities

that are difficult to learn from data alone — for

example, our rules prefer analyses in which verbs

are dependents of auxiliaries, even though analyz-

ing auxiliaries as dependents of verbs is also consis-

tent with the data. Leveraging these universal rules

has the potential to improve parsing performance

for a large number of human languages; this is par-

ticularly relevant to the processing of low-resource

1234



Posterior	  Constraints	  

•  In	  our	  experiments,	  we	  use	  a	  variant	  of	  the	  
universal	  linguis/c	  constraint	  of	  Naseem	  et	  al.	  
(2010).	  
– Descrip/on:	  80%	  of	  arc	  tokens	  are	  from	  the	  set	  ε	  of	  
“shiny”	  arc	  types.	  

–  Linear	  Constraint:	  	  
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Abstract

We present an approach to grammar induc-

tion that utilizes syntactic universals to im-

prove dependency parsing across a range of

languages. Our method uses a single set

of manually-specified language-independent

rules that identify syntactic dependencies be-

tween pairs of syntactic categories that com-

monly occur across languages. During infer-

ence of the probabilistic model, we use pos-

terior expectation constraints to require that a

minimum proportion of the dependencies we

infer be instances of these rules. We also auto-

matically refine the syntactic categories given

in our coarsely tagged input. Across six lan-

guages our approach outperforms state-of-the-

art unsupervised methods by a significant mar-

gin.
1

1 Introduction

Despite surface differences, human languages ex-

hibit striking similarities in many fundamental as-

pects of syntactic structure. These structural corre-

spondences, referred to as syntactic universals, have

been extensively studied in linguistics (Baker, 2001;

Carnie, 2002; White, 2003; Newmeyer, 2005) and

underlie many approaches in multilingual parsing.

In fact, much recent work has demonstrated that

learning cross-lingual correspondences from cor-

pus data greatly reduces the ambiguity inherent in

syntactic analysis (Kuhn, 2004; Burkett and Klein,

2008; Cohen and Smith, 2009a; Snyder et al., 2009;

Berg-Kirkpatrick and Klein, 2010).

1
The source code for the work presented in this paper is

available at http://groups.csail.mit.edu/rbg/code/dependency/

Root→ Auxiliary Noun→ Adjective

Root→ Verb Noun→ Article

Verb→ Noun Noun→ Noun

Verb→ Pronoun Noun→ Numeral

Verb→ Adverb Preposition→ Noun

Verb→ Verb Adjective→ Adverb

Auxiliary→ Verb

Table 1: The manually-specified universal dependency

rules used in our experiments. These rules specify head-

dependent relationships between coarse (i.e., unsplit)

syntactic categories. An explanation of the ruleset is pro-

vided in Section 5.

In this paper, we present an alternative gram-

mar induction approach that exploits these struc-

tural correspondences by declaratively encoding a

small set of universal dependency rules. As input

to the model, we assume a corpus annotated with

coarse syntactic categories (i.e., high-level part-of-

speech tags) and a set of universal rules defined over

these categories, such as those in Table 1. These

rules incorporate the definitional properties of syn-

tactic categories in terms of their interdependencies

and thus are universal across languages. They can

potentially help disambiguate structural ambiguities

that are difficult to learn from data alone — for

example, our rules prefer analyses in which verbs

are dependents of auxiliaries, even though analyz-

ing auxiliaries as dependents of verbs is also consis-

tent with the data. Leveraging these universal rules

has the potential to improve parsing performance

for a large number of human languages; this is par-

ticularly relevant to the processing of low-resource
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matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max

�

1≤i≤j≤n

Qijwij (32)

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (31) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (33) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (33) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints
It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E
be the index set of model parameters correspond-

ing to edge types from Table 1 of Naseem et al.

(2010), and Ns be the number of words in the sth

sentence. We impose the constraint that 80% of

edges come from E :

�

m∈E
fm ≥ 0.8

�
S�

s=1

Ns

�

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.



Nonconvex Global Optimization for Grammar Induction

�

m∈Mc

�
θm + 1− θ̂(i)

c,m

�
exp

�
θ̂(i)
c,m

�
≤ 1, ∀i, ∀c

(1)

θmin

m < θm < θmax

m , ∀m
fmin

m ≤ fm ≤ fmax

m , ∀m

θmfm ≤ min[fmax

m θm + θmin

m fm − θmin

m fmax

m ,

fmin

m θm + θmax

m fm − θmax

m fmin

m ]

max

�

m

zm (2)

s.t. zm ≤ fmax

m θm + θmin

m fm − θmin

m fmax

m (3)

zm ≤ fmin

m θm + θmax

m fm − θmax

m fmin

m (4)

max xT Qx (5)

s.t. Ax ≤ b (6)

−∞ < Li ≤ xi ≤ Ui < ∞, ∀i (7)

max xT Qx (8)

s.t. Ax ≤ b (9)

Li ≤ xi ≤ Ui, ∀i (10)

max xT Qx (11)

s.t. Gx ≤ g (12)

Abstract

For the task of dependency grammar induction,

we propose to search globally for the maximum-

likelihood model parameters and corpus parse,

subject to posterior constraints. Our method

would eventually find the global maximum (up

to a user-specified �) if run for long enough, but

at any point can return a suboptimal solution to-

gether with an upper bound on the global maxi-

mum. We begin by formulating grammar induc-

tion as a mixed integer quadratic programming

problem with nonlinear constraints. We attack this

with branch-and-bound, using the Reformulation

Linearization Technique at each node to produce a

convex relaxation.

Variables:

fm Corpus-wide feature count for m
esij Indicator of an arc from i to j in tree s
Indices and constants:

m Feature / model parameter index

s Sentence index

θm Log-probability for feature m

c Conditional distribution index

Mc cth
Set of feature indices that sum to 1.0

M Number of model parameters

C Number of conditional distributions

S Number of sentences

Ns Number of words in the sth
sentence

Viterbi EM Objective and constraints:

max

�

m

θmfm (13)

s.t. A

�
f
e

�
≤ b (14)

fm, esij ∈ Z, ∀m, s, i, j (15)

Figure 1: Parsing as a linear program.

1 Introduction

Many parameter estimation techniques have been

attempted for the unsolved problem of unsuper-

vised dependency parsing, including expectation-

maximization (EM) (Klein and Manning, 2004;

Spitkovsky et al., 2010a), contrastive estimation

(Smith and Eisner, 2006; Smith, 2006), Viterbi

EM (Spitkovsky et al., 2010b), and variational EM

(Naseem et al., 2010; Cohen et al., 2009; Co-

hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at

some initial values and are then improved locally

by hill climbing until a local optimum is reached.

The problem with local search is that it gets

stuck in local optima. An algorithm such as EM

will find numerous different solutions when ran-

domly initialized to different points (Charniak,

1993; Smith, 2006). A variety of ways to find

better local optima have been explored, includ-

ing heuristic initialization of the model parameters

(Spitkovsky et al., 2010a), random restarts (Smith,

2006), and annealing (Smith and Eisner, 2006;

Smith, 2006). Others have achieved accuracy im-

Relaxed	  Viterbi	  EM	  with	  Posterior	  
Constraints	  

•  Use	  the	  standard	  M-‐step.	  	  
•  Modify	  the	  E-‐step:	  	  

–  Add	  posterior	  constraints	  to	  the	  MILP	  
parsing	  problem.	  

–  Solve	  the	  LP	  relaxa/on	  by	  removing	  
integer	  constraints.	  

–  Project	  the	  relaxed	  solu/on	  to	  the	  
feasible	  region.	  
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1 Introduction

Many parameter estimation techniques have been

attempted for the unsolved problem of unsuper-

vised dependency parsing, including expectation-

maximization (EM) (Klein and Manning, 2004;

Spitkovsky et al., 2010a), contrastive estimation

(Smith and Eisner, 2006; Smith, 2006), Viterbi

EM (Spitkovsky et al., 2010b), and variational EM

(Naseem et al., 2010; Cohen et al., 2009; Co-

hen and Smith, 2009). These are all local search

techniques, in which the model parameters start at

some initial values and are then improved locally

by hill climbing until a local optimum is reached.

The problem with local search is that it gets

stuck in local optima. An algorithm such as EM

will find numerous different solutions when ran-

domly initialized to different points (Charniak,

1993; Smith, 2006). A variety of ways to find

better local optima have been explored, includ-

ing heuristic initialization of the model parameters

(Spitkovsky et al., 2010a), random restarts (Smith,

2006), and annealing (Smith and Eisner, 2006;

Smith, 2006). Others have achieved accuracy im-

matrix. Without loss of generality we assume Q is

symmetric. The application of the RLT here was

first considered by Sherali and Tuncbilek (1995).

For convenience of presentation, we repre-

sent both the linear inequality constraints and the

bounds constraints, under a different parameteri-

zation using the matrix G and vector g.

�
(bi −Aix) ≥ 0, 1 ≤ i ≤ m
(Uk − xk) ≥ 0, 1 ≤ k ≤ n

(−Lk + xk) ≥ 0, 1 ≤ k ≤ n

�
≡

�
(gi −Gix) ≥ 0,
1 ≤ i ≤ m + 2n

�

The reformulation step forms all possible products

of these linear constraints and then adds them to

the original quadratic program.

(gi −Gix)(gj −Gjx) ≥ 0, ∀1 ≤ i ≤ j ≤ m + 2n

In the linearization step, we replace all

quadratic terms in the quadratic objective and new

quadratic constraints with auxiliary variables:

wij ≡ xixj , ∀1 ≤ i ≤ j ≤ n

This yields the following RLT relaxation:

RLT Relaxation

max

�

1≤i≤j≤n

Qijwij (32)

s.t. gigj −
n�

k=1

gjGikxk −
n�

k=1

giGjkxk

+
n�

k=1

n�

l=1

GikGjlwkl ≥ 0,

∀1 ≤ i ≤ j ≤ m + 2n (33)

Notice above that we have omitted the original

inequality constraints (31) and bounds (29), be-

cause they are fully enforced by the new RLT con-

straints (33) from the reformulation step (Sherali

and Tuncbilek, 1995). In our experiments, we

keep the original constraints and instead explore

subsets of the RLT constraints.

If the original QP contains equality constraints

of the form Gex = ge, then we can form con-

straints by multiplying this one by each variable

xi. This gives us the following new set of con-

straints, for each equality constraint e: gexi +�n
j=1−Gejwij = 0, ∀1 ≤ i ≤ n.

Theoretical Properties Note that the new con-

straints in eq. (33) will impose the concave enve-

lope constraints (22)–(23) (Anstreicher, 2009).

The constraints presented above are consid-

ered to be first-level constraints corresponding to

the first-level variables wij . However, the same

technique can be applied repeatedly to produce

polynomial constraints of higher degree. These

higher level constraints/variables have been shown

to provide increasingly tighter relaxations (Sher-

ali and Adams, 1990) at the cost of a large num-

ber of variables and constraints. In the case where

x ∈ {0, 1}n
the degree-n RLT constraints will re-

strict to the convex hull of the feasible solutions

(Sherali and Adams, 1990).

This is in direct contrast to the concave enve-

lope relaxation presented in section 4.2 which re-

laxes to the convex hull of each quadratic term in-

dependently. This demonstrates the key intuition

of the RLT relaxation: The products of constraints

are implied (and unnecessary) in the original vari-

able space. Yet when we project to a higher-

dimentional space by including the auxiliary vari-

ables, the linearized constraints cut off portions of

the feasible region given by only the concave en-

velope relaxation in eqs. (22)-(23) .

4.4 Adding Posterior Constraints
It is a simple extension to impose posterior con-

straints within our framework. Here we empha-

size constraints that are analogous to the universal

linguistic constraints from Naseem et al. (2010).

Since we optimize the Viterbi EM objective, we

apply the constraints directly to the corpus parse

rather than applying it to expected counts. Let E
be the index set of model parameters correspond-

ing to edge types from Table 1 of Naseem et al.

(2010), and Ns be the number of words in the sth

sentence. We impose the constraint that 80% of

edges come from E :

�

m∈E
fm ≥ 0.8

�
S�

s=1

Ns

�

5 Projections

A pessimistic bound, from the projecting step, will

correspond to a feasible (i.e. not necessarily opti-

mal) solution to the original problem. We propose

several methods for obtaining pessimistic bounds

during the branch-and-bound search, by projecting

and improving the solutions found by the relax-

ation. A solution to the relaxation may be infeasi-

ble in the original problem for several reasons: the

model parameters might not sum to one, the parse

may contain fractional edges.

Linear	  Viterbi	  objec/ve.	  

$	  
Tree	  constraints.	  

Integer	  feature	  counts.	  

Posterior	  constraints.	  



Related	  Work	  
•  Convex	  objec/ve	  func/ons	  

–  Gimpel	  and	  Smith	  (2012):	  	  
•  concave	  model	  for	  unsupervised	  

dependency	  parsing,	  using	  IBM	  Model	  1	  
to	  align	  a	  sentence	  with	  itself	  

•  ini/alizer	  for	  EM	  
–  Wang	  et	  al.	  (2008):	  

•  combined	  unsupervised	  least	  squares	  
loss	  and	  a	  supervised	  large	  margin	  loss	  

•  semi-‐supervised	  sesng	  

•  ILP	  Dependency	  Parsing	  
–  Supervised	  approaches	  

•  Riedel	  and	  Clarke	  (2006)	  
•  Mar/ns	  et	  al.	  (2009)	  
•  Riedel	  et	  al.	  (2012)	  

–  Inspired	  our	  unsupervised	  formula/on	  

•  Spectral	  learning	  
–  Does	  not	  maximize	  the	  non-‐convex	  

likelihood	  func/on	  
–  Instead,	  op/mizes	  a	  different	  convex	  

func/on	  which	  gives	  the	  same	  es/mate	  
in	  the	  infinite	  data	  limit	  

–  Works	  for	  HMMs,	  but	  not	  for	  trees	  if	  
you	  don’t	  already	  know	  the	  structure	  

–  Cohen	  et	  al.	  (2012):	  
•  supervised	  latent	  variable	  PCFGs	  

–  Luque	  et	  al.	  (2012)	  
•  supervised	  hidden-‐state	  dependency	  

grammars	  
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Experimental	  Setup:	  Datasets	  

•  Toy	  Synthe/c	  Data:	  
– Generated	  from	  a	  synthe/c	  DMV	  over	  three	  POS	  
tags	  (Verb,	  Noun,	  Adjec/ve)	  

– Parameters	  chosen	  to	  favor	  short	  sentences	  with	  
English	  word	  order	  

•  Real	  Data:	  
– 200	  random	  sentences	  of	  no	  more	  than	  10	  tokens	  
from	  the	  Brown	  por/on	  of	  the	  Penn	  Treebank	  

– Universal	  set	  of	  12	  tags	  (Petrov	  et	  al.,	  2012)	  plus	  a	  
tag	  for	  auxiliaries,	  ignoring	  punctua/on	  
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Synthe/c	  Data	  Experiments	  
•  Experiment	  1:	  How	  many	  RLT	  constraints	  does	  the	  full	  relaxa/on	  contain?	  

–  5	  synthe/c	  sentences:	  320,126	  constraints.	  
–  20	  synthe/c	  sentences:	  4,056,498	  constraints.	  
–  Quadra/c	  in	  the	  length	  of	  the	  corpus!	  

•  Experiment	  2:	  How	  /ght	  is	  the	  RLT	  relaxa/on?	  
–  Data:	  5	  synthe/c	  sentences.	  
–  For	  different	  random	  subsets	  of	  the	  RLT	  constraints,	  we	  compute	  the	  

relaxa/on’s	  upper	  bound	  at	  the	  root	  node.	  
–  	  The	  quality	  of	  the	  root	  relaxa/on	  increases	  as	  we	  approach	  the	  full	  set	  of	  RLT	  

constraints.	  
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Experimental	  Setup	  
•  Search	  Methods:	  
–  Branch-‐and-‐bound	  with	  various	  RLT	  relaxa/ons	  

•  Conv.Env.	  only	  the	  concave	  envelope	  
•  Obj.Filter	  all	  constraints	  having	  a	  nonzero	  coefficient	  for	  at	  
least	  one	  of	  the	  RLT	  variables	  zm	  from	  the	  linearized	  
objec/ve	  

•  Max.1k	  random	  sample	  of	  1,000	  RLT	  constraints	  
•  Max.10k	  random	  sample	  of	  10,000	  RLT	  constraints	  
•  Max.100k	  random	  sample	  of	  100,000	  RLT	  constraints	  

–  Viterbi	  EM	  with	  random	  restarts	  
•  We	  consider	  each	  search	  method	  with/without	  
posterior	  constraints	  
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Synthe/c	  Data	  Experiments	  
•  Experiment	  3:	  Comparison	  of	  Relaxa/ons	  for	  Global	  Search	  

–  Data:	  5	  synthe/c	  sentences	  
–  Solved	  to	  ε-‐op/mality	  for	  ε	  =	  0.01	  
–  More	  RLT	  constraints	  yield	  /ghter	  relaxa/ons	  that	  are	  slower	  to	  solve.	  This	  

leads	  to	  fewer	  nodes	  in	  the	  branch-‐and-‐bound	  tree,	  but	  (poten/ally)	  slower	  
solving	  /mes.	  
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Relaxed	  Viterbi	  EM	  with	  Posterior	  
Constraints	  

•  Experiment	  4:	  
Comparison	  of	  Viterbi	  EM	  
with	  and	  without	  
posterior	  constraints.	  
–  100	  random	  restarts	  for	  
each	  sesng	  

–  Data:	  200	  sentences	  from	  
Brown	  

–  Accuracy	  and	  log-‐likelihood	  
are	  loosely	  correlated	  

–  Posterior	  constraints	  hurt	  
likelihood,	  but	  boost	  
accuracy	  
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Real	  Data	  Experiments	  
•  Experiment	  5:	  Compare	  global	  

search	  to	  Viterbi	  EM	  with/
without	  posterior	  constraints.	  
–  Data:	  200	  sentences	  from	  
Brown.	  

–  Evaluate	  the	  log-‐likelihood	  
of	  the	  incumbent	  solu/on	  
over	  /me.	  

–  In	  our	  global	  search	  
method,	  unlike	  Viterbi	  EM,	  
the	  posterior	  constraints	  
lead	  to	  higher	  log-‐
likelihoods.	  
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Real	  Data	  Experiments	  
•  Experiment	  5:	  Compare	  global	  

search	  to	  Viterbi	  EM	  with/
without	  posterior	  constraints.	  
–  Data:	  200	  sentences	  from	  
Brown.	  

–  Evaluate	  the	  unlabeled	  
directed	  dependency	  
accuracy	  of	  the	  incumbent	  
solu/on	  over	  /me.	  

–  Posterior	  constraints	  lead	  
to	  higher	  accuracies.	  
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Summary	  

Contribu/ons	  
– Formula/on	  of	  grammar	  induc/on	  as	  a	  
mathema/cal	  program.	  

– Global	  op/miza/on	  framework	  for	  nonconvex	  
likelihood	  func/on	  in	  any	  genera/ve	  model	  of	  
trees.	  

– Novel	  posterior	  constrained	  Viterbi	  EM	  baseline.	  
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Thank	  you!	  
	  

Ques/ons?	  
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