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ABSTRACT 
We examine the problems with automated recommendation 
systems when information about user preferences is 
limited.  We equate the problem to one of content similarity 
measurement and apply techniques from Natural Language 
Processing to the domain of movie recommendation.  We 
describe two algorithms, a naïve word-space approach and 
a more sophisticated approach using topic signatures, and 
evaluate their performance compared to baseline, gold 
standard, and commercial approaches.  
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INTRODUCTION 
 
While automatic recommendation systems have become 
relatively successful at suggesting content, their 
performance suffers greatly when given little information 
about the user’s preferences.  Such situations are not 
uncommon; they occur both when the users are new to a 
recommendation system [6] and when, because of the 
system’s design or their own desires for privacy, the users’ 
preferences are not recorded.  In such cases it is necessary 
to make suggestions based entirely on the content that is 
being recommended.  This research is an initial attempt to 
use natural language processing (NLP) techniques to make 
recommendations when knowledge of users’ preferences is 
not available. 
 
Making recommendations without preference information 
is a daunting task.  We are aware of at least one system that 
attempts this: the recommendation function of the Internet 

Movie Database (IMDB)1.  This system advertises an 
algorithm that “uses factors such as user votes, genre, title, 
keywords, and, most importantly, user recommendations 
themselves to generate an automatic response.”1  This 
system requires a great deal of human support, since the 
user recommendations and keywords must be entered by 
volunteers, which requires many human-hours of work.  By 
using the statistical techniques employed in NLP we 
attempt to find fully automatic ways of generating these 
strictly content-based recommendations. 
 
We treat this task as one of similarity measurement.  Thus, 
given a target piece of content given by the user, e.g. a 
movie, we search the database generating a similarity score 
for each film.  The system’s recommendations are just 
those films that are most similar to the target movie.  In 
generating a similarity metric, we combine structured 
information about the film (director, writer, cast) with 
analysis of the natural language plot summary.  We 
examine two algorithms for comparing the plot summaries, 
and compare them to the IMDB system, a baseline 
measure, and a gold standard.  We discuss these systems 
and their evaluations and point to future work. 
 
METHODS 
We treat the problem of making recommendations without 
preference information as one of content similarity 
measurement.  Working in the movie domain, we have 
access to both structured information (director, writer, cast), 
as well as free text plot descriptions (generally from one to 
three paragraphs) for each film.  Our similarity metrics are 
linear combinations of similarity metrics for each type of 
information. Thus, there is a separate similarity metric for 
the plot summaries, the cast, the director, and the writer, 
while the final similarity score is their weighted average.   
 
For the structured information, we use a simple normalized 
overlap score.  For example, the similarity between the cast 
members in two films is equivalent to the number of cast 
members common to both films divided by the total 
number of cast members in both films. 

                                                 
1 www.imdb.com 

 
 
 
 
 
 



We examine two similarity metrics for the natural language 
plot summaries of the movies.  The first is the standard 
word-space vector similarity calculus often used in 
Information Retrieval [3].  The second uses topic signatures 
[4] to generate weighted word vectors based on movie 
genres, which are used as comparison points between films. 

 
Algorithm 1: word-space similarity 
The first algorithm uses a standard word-space similarity 
metric [3].  Each plot summary is transformed into a vector 
of binary features, one per word, where the value of each 
feature represents whether a specific word is used in the 
plot summary.  The similarity between any two movies is 
just the cosine between those two feature vectors [3]. 
 
Algorithm 2: topic signature genre similarity 
This algorithm abstracts away from the individual words 
used in the plot summary and instead focuses on to what 
extent the movie belongs in a set of particular film genres.  
Thus we can say movie x is similar to movie y, not because 
they share similar words, but rather because they are both 
very similar to horror movies, and not very similar to sci-fi 
movies.  This is more informative than using just the binary 
genre classifications given by IMDB because we use a 
scale of similarity.  This is also more informative than 
looking at simple word comparisons (as in Algorithm 1), 
because it is not dependent on individual films being 
summarized using the same words.  The algorithm for 
doing this is as follows: 
 

1. We generate topic signatures [4] for each genre 
category as defined by IMDB.  Topic signatures are 
lists of terms (averaging 4971 terms per topic) that are 
weighted by how indicative the term is of the specific 
topic (or genre).  Table 1 shows examples of topic 
signatures for two genres. 

2. We expand the list of genres by using hierarchical 
topic clustering [2] to generate new genres that are not 
described in IMDB.  These new categories are created 
by first finding genres that are similar to each other, 
merging those genres together, and then generating 
topic signatures for the newly merged genres.  Table 2 
shows examples of topic signatures  for two of the 
expanded genre categories. 

3. We use the topic signatures of the expanded genres 
as vector descriptions of model genre films.  For 
example, the topic signature for the Horror genre is 
treated as a vector representation of the model Horror 
film, where each feature is a word from the topic 
signature list, and each value is the word’s weight. 

4. We then create a vector representation for each film 
such that each feature in the vector is the cosine 
similarity of the film to one of the model genre films.  
Thus, the representation for the film “Alien,” for 
example, includes the features: Horror=.63, Action= 
.73, Action/Adventure=.40, Comedy/Romance=.12. 

5. The similarity between any two films is now 
calculated as the cosine similarity between these vector 

representations (cosine similarities are calculated as in 
algorithm 1). 

 
While the generation of topic signatures and the 
hierarchical topic clustering are not performed in real time, 
they can be computed offline once, and then the vector 
representations of the films can be stored.  Because there 
are fewer genre categories than words used in the plot 
summary, actual calculation of the similarities between 
films is faster for algorithm 2 than for algorithm 1.  
 

Sci -Fi Horror 
1689.4 Alien 1142.5 Vampire 
1155.9 Planet  519.2 Blood 
1094.1 Space 489.9 Horror 
886.3 Scientist  387.1 Monster 
Table 1. Example topic signatures for Sci-Fi and Horror genres.  
 

Comedy/Romance Action/Adventure 
747.3 Love 375.0 Jungle 
452.9 Marry 207.5 Pirate 
293.7 Comedy 179.8 Sword 
70.9 Sex 66.5 Smuggler 
Table 2.  Example topic signatures generated by the hierarchical 
topic clustering algorithm.   
 
RESULTS 
To examine the quality of the similarity judgments of these 
algorithms we randomly selected ten target movies from a 
subset of the IMDB2.  We then calculated the ten most 
similar movies for each target movie using both of our 
algorithms described above.  We also downloaded the top 
ten recommendations that IMDB posts on its website for 
each target film (as computed according to the statement in 
the introduction).  We further compiled ten randomly 
chosen films and five films judged by a human to be similar 
to each target.3  In order to increase the likelihood that the 
chosen films would have been seen by the judges, we only 
included films whose IMDB ratings were based on more 
than 1000 votes.  Table 3 shows examples of the films 
selected by each method for a target film: “French Kiss”4. 
 
We then presented these lists to four humans in random 
order and asked them to judge how similar each film was to 
the target on a scale of 1 to 4.5  Note that responses to these 
surveys were not complete; those questioned made 
judgments on an average 51.2% of comparisons due to their 
not having always seen each of the films.  This proportion 
is very high considering the task and indicates the judges’ 
level of expertise.  Survey results are shown in Figure 5. 

                                                 
2 We used a 27k movie subset downloaded from imdb.com. 
3 We included only 5 human selected films due to human judges’ 
difficulty with the task.  Humans reported not being able to think 
of suggestions because of problems with memory and patience. 
4 “French Kiss” is a film directed in 1995 by Larry Kasdan with 
Meg Ryan and Kevin Klein.  It is a romantic comedy about an 
American woman who falls in love with a French jewel thief. 
5 Although 10 subjects were given the survey, only four matched 
inclusion criteria of having seen at least 5 of the 10 target films. 



Alg. 1: words  Alg. 2: genres Human IMDB Random 
Man in the Moon When Harry Met Sally Sleepless in Seattle  Forget Paris  10 Commandments 
Wyatt Earp Chasing Amy When Harry Met Sally Amer. Werewolf in Paris Rambo 
Story of Us Shakespeare in Love To Catch a Thief Prelude to a Kiss Naked Gun 2 ½ 
Silverado Anniversary Party Forget Paris Moulin Rouge! All President’s Men 
Always Shop Around the Corner  Pretty Woman Charade Last of the Mohicans 
Table 3.  Output of the five methodologies for finding most similar films to a randomly chosen target film: “French Kiss.”  
 
Student’s t tests between each of the algorithms show 
significant differences at the p<.01 level except between 
the random and word-space algorithms, which are 
significant at the p<.05 level. As expected, the random and 
human generated films received the worst and the best 
similarity judgments, respectively.  The topic signature 
genre based similarity metric was significantly better than 
the more naïve word-space approach.  However, both were 
less effective than the algorithm used by IMDB, which 
takes advantage of user recommendations and user 
generated key words.  Interestingly, the human generated 
films average far less than the maximum similarity score of 
4, indicating the extremely subjective (and difficult) nature 
of the task.   
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 5.  Average Similarity scores for different similarity 
algorithms as given by four human judges.   
 
CONCLUSION 
In this paper we examine different approaches to the 
problem of making recommendations without access to 
user preference information.  We propose two algorithms 
based on NLP techniques that take advantage of 
information in the natural language descriptions of the 
content.  We compare these approaches to base line and 
gold standard techniques, as well as to a commercial 
system that relies heavily on human volunteered effort.  
While our system does not outperform the commercial 
approach, it is much less labor intensive and can be ported 
to any domain where natural language descriptions exist. 
 
The results presented here suggest two questions for further 
inquiry.  First, why does the IMDB algorithm perform so 
well? And second, can automated approaches be found that 
can compete?  The answer to the first question has been 
implicit throughout this discussion.  IMDB does well 
because of its reliance on human generated 
recommendations and keywords.  Such information, 

however, is often too expensive to acquire (see footnote 3), 
affirming the need for alternative and automated approaches. 
 
The question of whether automated techniques can compete 
with human-based approaches is more interesting.  While 
this research is a step toward answering this question, we 
have by no means exhausted the possibilities for improved 
performance.  Possible extensions to our algorithms 
include: looking not only at single terms in the text, but 
groups of terms (bigrams/trigrams) as well; using the 
internet to find more text describing each film (the more 
text the better in statistical approaches); and also, exploiting 
Latent Semantic Indexing [3] to discover higher-order 
similarities between summaries.   
 
This research represents a preliminary investigation into the 
use of NLP techniques to aid recommendation systems.  In 
future work, along with that mentioned above, we will 
investigate the advantages of combining these similarity 
metrics with collaborative filtering approaches.  We believe 
that using such content-enhanced approaches will not only 
improve recommendation quality, as suggested in [1,6], but 
also will lead to increased functionality; namely, the ability 
to ask the system for more specific suggestions, e.g. 
“Suggest a movie I will like that is similar to X”.  Thus, 
while this is only a first step toward exploiting NLP in 
recommendations, we believe it is a promising and 
necessary one. 
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