
10701/15781 Machine Learning, Spring 2006: Homework 4

Due: Wednesday, April 5, beginning of the class.

Please refer your questions to TAs.

1 [20 points] Learning Theory [Andreas]

1. You have learned that the VC dimension is a measure of the size of continuous hypothesis
spaces. For discrete hypothesis spaces, the bounds measure this size using log2 |H|. In the
case of a finite hypothesis space H, show that V C(H) ≤ log2 |H|. (Hint: if you are lucky,
what is the minimum number of hypothesis that you need to shatter k points?)

2. Consider the space H of arbitrary triangles in the plane, i.e. each hypothesis c ∈ H is
determined by three points x1, x2, x3 ∈ R

2, which are the corners of the triangle (these
corners can coincide or be all on one line, i.e. the triangles can be degenerate). All points
within the convex hull of x1, x2, x3 are labeled positive, everything outside is labeled negative.
What is the VC dimension of this hypothesis class? Prove your claim by showing tight upper
and lower bounds on the VC dimension.

3. In this question, we will see why the VC-dimension of a hypothesis space is a notion of worst
case complexity for learning arbitrary concepts.

More precisely, we have a learner (with arbitrary learning algorithm), and a space H of
hypotheses h, assigning labels to every instance X, i.e. h : X → {+,−}. We will assume
consistency, i.e. the target function (target concept) c : X → {+,−} is contained in the
hypothesis space H. The learner selects training examples xi ∈ X, and the teacher provides
its label c(xi). The learner continues asking queries, until it has determined exactly which
one of the hypotheses in H is the target concept c.

Show that in the worst case (i.e. if an adversary chooses c ∈ H based on the learner’s
queries so far and tries to maximize the number of queries the learner needs to make), the
learner needs at least VC(H) queries to identify the target concept. More formally, define
MinQueries(c,H) to be the minimum number of queries by the learning algorithm necessary
to guarantee that the target concept c ∈ H can be learned exactly. We are interested in the
worst case number of queries, WorstQueries(H), where

WorstQueries(H) = max
c∈H

[MinQueries(c,H)].

Show that VC(H) ≤ WorstQueries(H). Hint: Consider the largest subset S ⊂ X of instances
X which can be shattered by H, and show that in the worst case the learner will be forced to
query each instance x ∈ S separately.
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Figure 1: Bayes net for “explaining away” question.

4. Now (in the same setting as part 3.), consider that a friend instead of an adversary chooses
the target concept c ∈ H, and the friend wishes to minimize the number of learning queries.
Is it possible in general, that fewer queries than VC(H) suffice to exactly identify the target
concept?

More formally, define

BestQueries(H) = min
c∈H

[MinQueries(c,H)].

Does it still hold that BestQueries(H) ≥ VC(H) for any class of hypotheses H? Justify your
answer.

2 [10 points] Explaining Away [Anton]

The “Flu - Allergy - Sinus” Bayes network has been upgraded to handle bird flu (Fig. 1). Each
variable can be either true (T ) or false (F ). Here are the conditional probability tables:

P (Flu = T ) = 0.4, P (A = T ) = 0.3

P (S = T |Flu = F,A = F ) = 0.1, P (S = T |Flu = F,A = T ) = 0.5

P (S = T |Flu = T,A = F ) = 0.6, P (S = T |Flu = T,A = T ) = 0.9

1. Calculate
P (Flu = T |S = T ) and P (Flu = T |S = T,A = T )

(show your calculations, not only the answers).

You will see that

P (Flu = T |S = T ) > P (Flu = T )

P (Flu = T |S = T,A = T ) < P (Flu = T |S = T )

so the extra evidence about allergy “explains away” flu as a possible reason of the sinus
inflammation.

2. Show that explaining away can also work in the opposite direction. Construct a CPT for
P (S|Flu,A) such that

P (Flu = T |S = T,A = T ) > P (Flu = T |S = T ) > P (Flu = T ).

Do not change priors P (Flu) and P (S). Show the new CPT and calculations for

P (Flu = T |S = T,A = T ) and P (Flu = T |S = T ).
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(a) (b)

Figure 2: Bayes nets for question 3

3 [15 points] BN Representation [Anton]

In this question you will see that the same distribution can be represented by Bayes networks with
different structures. You are given the BN from Fig. 2(a). Each variable can be either true (T ) or
false (F ). Conditional probability tables (CPTs) are

P (A = T ) =
3

10

P (B = T |A = T ) =
17

25
, P (B = T |A = F ) = 8

25

P (C = T |A = T,B = T ) =
16

17
, P (C = T |A = T,B = F ) = 1

2

P (C = T |A = F,B = T ) =
1

2
, P (C = T |A = F,B = F ) = 1

17

1. Show that this probability distribution can be represented using a Bayes network with only
2 edges shown in Figure 2(b). What are the corresponding CPTs? Show your calculations of
joint distributions over A,B and C for the old and new networks.

2. Prove that this probability distribution cannot be represented using a Bayes net with less
than 2 edges.

Hint: Think of the independence assumptions.

4 [15 points] Inference [Jure]

Here is a secret plan. Don’t tell anyone. First, I will assassinate the Grand Duke. Next, while
posing as a member of the aristocracy, I will get close to the King. When the moment is right, he
will die. The military will be eating out of my hand and the clergy will not dare to move against
me. Then, with the aid of powerful (but expendable) friends, the conquest of the world can begin.

But before your friendly TA can proceed with it, he must graduate. To asses the situation, his
first step, obviously, was to build a graphical model, as shown on figure 3. The variables being:
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Figure 3: World Domination network.

Graduate (G), Free Food (FF), The Force (TF), Knowledge (K), Money (M), Power (R) and World
Domination (WD). All these variables are binary valued {T, F}. The conditional probability tables
are:

P (G = T |TF = T, FF = T ) = 0.9, P (G = T |TF = T, FF = F ) = 0.5

P (G = T |TF = F,FF = T ) = 0.7, P (G = T |TF = F,FF = F ) = 0.3

P (FF = T |TF = T ) = 0.8, P (FF = T |TF = F ) = 0.6

P (TF = T ) = 0.1

P (K = T |G = T ) = 0.7, P (K = T |G = F ) = 0.6

P (R = T |M = T ) = 0.7, P (R = T |M = F ) = 0.1

P (M = T |G = T ) = 0.6, P (M = T |G = F ) = 0.5

P (WD = T |M = T,R = T ) = 0.7, P (WD = T |M = T,R = F ) = 0.5

P (WD = T |M = F,R = T ) = 0.6, P (WD = T |M = F,R = F ) = 0.05

Help your friendly TA make some urgent inferences from his world domination network. Use
the information given above and the variable elimination method to determine the following prob-
abilities. Careful attention to the order of your variable elimination could save you hours of time!

1. P (WD = T |G = T )

2. P (WD = T |FF = T )

3. P (G = T )

4. P (M = T |K = T )
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5. Finally, some time passes and a first year student comes by to ask you for your great wisdom
with the following question: I could concentrate on my training and build up The Force
(TF = T ), which will help me graduate and get free food, or I could spend my time building
a Free Food detector (FF = T ). Which would help me most in my plan to dominate the
world???

Hand in your full calculation (not just the final results).

5 [40 points] Viterbi algorithm for HMMs [Stano]

In this question, you will implement the Viterbi algorithm for Hidden Markov Models, using table
factor operations. For all implementation questions, please submit your source code to

/afs/andrew.cmu.edu/course/10/701/Submit/your andrew id/HW4/

and provide pseudocode in your answers. The support code and the dataset for this question is
available on the class website.

5.1 [15 points] Table factors

A useful abstraction in probabilistic inference are factors. A factor represents a (non-negative)
function over a set of random variables, such as a marginal distribution, a conditional distribution,
or an intermediate result in the computation. Factors have an associated set of operations, such as
multiplication and conditioning, that correspond to the usual operations performed on distributions.
For example, if we multiply a factor p(X) with a factor (CPD) p(Y |X), we obtain a factor ψ1(X,Y )
that corresponds to the joint distribution p(X,Y ). Then, for example, fixing an argument Y in ψ1

to 0 results in another factor ψ2(X) over a single variable X that corresponds to the distribution
p(X,Y = 0). In general, a factor may or may not correspond to a distribution (marginal or
conditional) in a probability model.

In this part of the question, you will look at table factors, which are useful when working
with distributions over discrete variables. We provide you with a skeleton of the implementation;
your task is to implement the remaining operations (described below) that allow you to implement
Viterbi algorithm with factors. In our implementation, each factor is represented as a structure
with two fields:

• vars: a row vector of arguments (variables) of the factor, represented as numbers (IDs).

• table: a multi-dimensional array of factor values. The first dimension of the array corre-
sponds to the first variable, the second dimension corresponds to the second variable, etc.
Here, we assume that the each discrete variable takes on values 1, . . . ,K, where K is the size
of the array along the corresponding dimension (i.e., for the first variable, it is the number of
rows, while for the second variable, it is the number of columns).

For example, suppose that X and Y are binary variables and that we use the number 100 to
represent X and the number 101 to represent Y . Then a CPD p(Y |X) s.t. p(Y = 1|X = 1) = 0.2
and p(Y = 1|X = 2) = 0.3 can be represented as factor f, in which f.vars=[101 100] and
f.table=[0.2 0.3; 0.8 0.7] (it could also be represented as a factor g, in which g.vars=[100

101] and g.table=[0.2 0.8;0.3 0.7]; these two representations are equivalent).
The following Matlab functions have already been implemented for you (see the source files for

the exact specification):
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• table factor: creates a new table factor.

• assignment: creates a new assignment structure (representing an assignment for a set of
variables). An assignment consists of an array of variable IDs and the corresponding values.

• value: Given an assignment that includes the factor’s arguments, returns the value of the
factor for this assignment of variables.

• restrict: Fixes one or more arguments of the factor to a particular value. We have seen
this operation in the example above: for example, if a factor ψ1(X,Y ) represents the joint
distribution p(X,Y ), restricting ψ1 to Y = 0 returns a factor ψ2(X) that corresponds to the
distribution p(X,Y = 0).

You need to implement the following Matlab functions:1

• multiply: given two table factors f1 and f2 over two sets of variables U and V, respectively,
returns a table factor over U∪V that represents the product f1 × f2 . For example, if f1(X)
is a factor over a single variable X and f2(Y ) is a factor over a different variable Y , your
function should return a factor g over X,Y s.t.

g(X,Y ) = f1(X)f2(Y ).

• maximize: given a factor and a variable in the factor’s domain, computes the maximum over
all values of this variable. For example, if f(X,Y ) is a table factor over two variables X,Y ,
where X is represented with the number 100, maximize(f,100) should return a factor g over
Y s.t.

g(Y ) = max
x∈Dom[X]

f(X = x, Y ).

• argmax: given a factor f over a single variable V , returns the value of V that maximizes f .

The signature of each function is described in the provided source files; feel free to adapt the
functions as you see fit. You may wish to test your implementation on a few small examples, to
make sure that it works properly, before moving on to the next part of the question. Note: you

only need to implement the factors over two variables or fewer, which is what you will
need for the second part of this question (but feel free to do a more complete implementation).
Also, note that you do not need to optimize your implementation for speed; a conceptually correct
implementation will receive full credit.

5.2 [25 points] Viterbi algorithm

In this part, you will implement the Viterbi algorithm and compare its performance to the Naive
Bayes algorithm on an OCR data set.

1. Implement the Viterbi algorithm using the factor operations from the previous part. Choose
a suitable encoding of the random variables with IDs. For example, if T is the number time
steps in the sequence, you may want to denote the state variables with 1, . . . , T .

1If you are using a language other than Matlab, unfortunately, you will need to reimplement some of the func-
tionality that we provided. Please try to stick with the spirit of the exercise and implement these functions yourself,
as opposed to relying on external libraries for probabilistic inference. If in doubt, let me know, and I will tell you if
whatever you are implementing is a fair game.
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2. The OCR data set that we provide you consists of a sequence of words, one character per
row.2 The very first character of each word was capitalized in the original data and has been
omitted for simplicity. The columns have the following meaning:

Col. 1: character ID (same as the row number)

Col. 2: character code (1-26), 1=’a’, 2=’b’, etc.

Col. 3: the code of the previous character or -1 if this is the first character in a word)

Col. 4: word id

Col. 5: the position of the character in the word

Col. 6: cross-validation fold (ignore)

Cols. 7-70: pixel value (0/1).

Let Xi denote the i-th letter in a word and Ok

i
the value of the k-th pixel for the i-th character.

Use the training set to learn a distribution over the first letter, p(X1) and the transition model
p(Xi|Xi−1) (an MLE is sufficient). Also, learn an observation model, in which all pixel values
are independent, given the character code, i.e.

p(Oi|Xi) =
∏

k

p(Ok

i |Xi)

You should learn a stationary model (one that does not depend on i), i.e., you should learn
a single distribution p(X1), a single CPD p(Xi|Xi−1) and 64 CPDs p(Ok

i
|Xi) (one for each

pixel).

3. Test the Viterbi algorithm on the test set. Report the accuracy in terms of the propor-
tion of characters classified correctly and proportion of words that were classified completely
correctly.

Hint: Testing on the full test set can take about 15 minutes to half an hour, depending on the
speed of your implementation. You may want to debug your code on a subset of the test data
first.

4. Use the training set to train a single Naive Bayes prior distribution p(Xi). How would the
Naive Bayes perform on this dataset? Run the Naive Bayes algorithm on the test set and
compare its performance to the Viterbi algorithm. How do the two algorithms perform in
comparison and why?

Hint: Here, you can choose to either use your implementation from homework 1, or to reim-
plement the Naive Bayes algorithm using table factors. Either way, you should not have to
write more than a few lines of new code for this part.

2This dataset is a modified version of the dataset at http://ai.stanford.edu/∼btaskar/ocr/, which has been
subsampled and slightly altered to simplify the processing.
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