
10-708: Probabilistic Graphical Models 10-708, Spring 2017

Lecture 9: GMMs, HMMs, and CRFs

Lecturer: Manuela M. Veloso Scribes: Jay Hennig, Yuanning Li

1 The EM Algorithm (continued)

1.1 Example: Distribution of grades

Suppose the random variables A,B,C,D represent the number of students in a class who get the respective
grades. We know the following probabilities:

P (A) =
1

2
P (B) = µ

P (C) = 2µ

P (D) =
1

2
− 3µ

We would like to solve for µ.

First, suppose we are given A = a,B = b, C = c,D = d. What’s the maximum-likelihood estimate for µ?
If we can write out the likelihood, then we can just set the derivative of the likelihood to zero to find our
estimate for µ. For some constant k:

L(µ) = P (a, b, c, d | µ) = k(
1

2

a

)(2µ)b(
1

2
− 3µ)d

`(µ) = logL(µ) = log(k) + a log(1/2) + b log(µ) + c log(2µ) + d log(1/2− 3µ)

∂`

∂µ
= b/µ+ c/µ+

−3d

1/2− 3µ
= 0

⇒ (1/2− 3µ)(b+ c) = 3dµ

⇒ µ =
b+ c

6(b+ c+ d)

Now, what if instead we observe A + B = h,C = c,D = d? If we had a guess for µ, call it µ(t), then we
might make the guesses a(t) and b(t) by computing the expectations E[A | µ(t)] and E[B | µ(t)]. We can
compute these easily just by looking at our equations for P (A) = 1/2 and P (B) = µ.
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a(t) = E[A | µ(t)] =
1/2

1/2 + µ(t)
h

b(t) = E[B | µ(t)] =
µ(t)

1/2 + µ(t)
h

Then, given these guesses for a and b, we can just update our equation for µ(t + 1) by plugging in these
guesses into our maximum-likelihood estimate from before:

µ(t+ 1) =
b(t) + c

6(b(t) + c+ d)

We now iterate on these equations for all t, starting with some initial guess µ(0), and repeating until our
solutions converge to a local optimum. (We can repeat this procedure from different initial guesses to know
if we have a global optimum.) This is an example of EM.

1.2 Example: EM with GMMs

[Slides from Andrew Moore’s EM tutorial]

Gaussian Mixture Models (GMMs) are a good example where we can use EM to learn the latent/unobserved
variables. Here our variables are:

• Observations: X = {X1, ..., Xn}

• Latents Z = {Z1, ..., Zn}

• Parameters: Θ = {µ1, ..., µK ,Σ1, ...,ΣK , p1, ..., pK}

We assume that each Xi is drawn from one of K different Gaussians with probabilities p1, ..., pK . Zi is then
a discrete random variable specifying which Gaussian Xi was drawn from. The Gaussians have mean and
covariance µi,Σi for i = 1, ...,K. This leads to the following model:

P (Zi = j) = pj

P (Xi | Zi = j) = N(µj ,Σj)

GMMs can be learned through the following EM steps:

At the t-th iteration, Θt = {µ1(t), ..., µK(t),Σ1(t), ...,ΣK(t), p1(t), ..., pK(t)}

E step: compute the ”expected” classes of all data-points for each class

p(wi|xk,Θt) =
p(xk|wi,Θt)P (wi|Θt)

p(xk|Θt)
=

p(xk|wi, µi(t),Σi(t))pi(t)∑K
j=1 p(xk|wj , µj(t),Σj(t))pj(t)

M step: compute the maximum likelihood estimation of Θ given the data’s class membership distributions

µi(t+ 1) =

∑
k P (wi|xk,Θt)xk∑
k P (wi|xk, λt)
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Σi(t+ 1) =

∑
k P (wi|xk,Θt)(xk − µi(t+ 1))(xk − µi(t+ 1))T∑

k P (wi|xk,Θt)

pi(t+ 1) =

∑
k P (wi|xk,Θt)

N

2 Hidden Markov Models (HMMs)

A Hidden Markov Model (HMM) is a model of sequences, e.g., over time. Unlike with a Markov Decision
Process (MDP), where we learn to control the data, with an HMM we are just observing data.

HMMs are defined by the following:

H =< S, T,Θ >

Above, S = {X1, ..., XN} are a set of states, T are the transitions, and Θ are the set of parameters.

Previously, we’ve been thinking about static models of data:

P (X,Y ) = P (X)P (Y | X) = P (X)

N∏
i=1

P (Yi | Xi)

With an HMM, however, this process is dynamic:

P (X,Y ) = P (X1)P (Y1 | X1)

N∏
i=2

P (Yi | Xi)P (Xi | Xi−1)

Typically, we observe Y = {Y1, ..., YN}, while the states X = {X1, ..., XN} and parameters Θ are la-
tent/unobserved.

HMMs provide us with a framework to answer a variety of questions:

1. P (X,Θ | Y1, ..., YN ) [“Inference”]

2. P (X1, ..., XN | Θ, Y1, ..., YN ) [“Likelihood”; see: “Viterbi algorithm”]

3. P (X,Y,Θ) [“Model probability”]

2.1 HMM: Inference

The inference problem in HMMs are fundamentally an exact inference problem for a Bayesian network. As
a result, the standard elimination algorithm can be directly applied for HMM. The specific instantiation of
elimination algorithm for HMMs is the Forward-backward algorithm
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2.2 HMM: Likelihood

The ”likelihood” problem for HMMs is fundamentally a maximum a posteriori problem for P (X1, ..., XN |
Θ, Y1, ..., YN ). This can be solved using standard max-product algorithm for general Bayesian netowrk. The
specific instantiation of the max-product algorithm for HMMs is the Viterbi algorithm.

2.3 HMM: Learning

If we know the true state path then this would be a supervised learning problem, and ML parameter
estimation is trivial. For example, for completely observed data, we can take a tabular approach. When the
true state path is unknown, we can fill in the missing values using inference recursions such as The Baum
Welch algorithm. (This is just the EM algorithm applied to HMMs.)

Here, the complete log likelihood is:

`(θ;x, y) = log p(x, y) = log
∏
n

(
p(yn,1)

T∏
t=2

p(yn,t | yn,t−1)

T∏
t=1

p(xn,t | xn,t)

)

2.4 Aside

It’s important to know who Markov was, as well as the people in the names of CMU buildings.

1. Andrey Markov: “Russian mathematician. He is best known for his work on stochastic processes.”
Advised by Pafnuty Chebyshev.

2. Allen Newell: “A researcher in computer science and cognitive psychology at the RAND Corporation
and at Carnegie Mellon Universitys School of Computer Science, Tepper School of Business, and
Department of Psychology. Awarded the Turing Award in 1975 with Herb Simon.”

3. Herb Simon: “American political scientist, economist, sociologist, psychologist, and computer scientist
at CMU. Awarded the Nobel Prize in Economics in 1978, and the Turing Award in 1975 with Allen
Newell.”

3 Conditional Random Fields (CRFs)

3.1 Shortcomings of HMMs

1. HMM models capture dependencies between each state and only its corresponding observation.
NLP example: In a sentence segmentation task, each segmental state may depend not just on a single
word (and the adjacent segmental stages), but also on the (non-local) features of the whole line such
as line length, indentation, amount of white space, etc.

2. Mismatch between learning objective function and prediction objective function.
HMM learns a joint distribution of states and observations P (Y,X), but in a prediction task, we need
the conditional probability P (Y |X).
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3.2 Maximum Entropy Markov Model (MEMM)

In this form of model, we assume that the state yt depends on all of the observations, x = x1, ..., xN , and
on the previous state yt−1:

P (y | x) =
∏
i

P (yi | yi−1,x) =

n∏
i=1

exp(wT f(yi, yi−1,x))

Z(yi−1,x)

Label Bias Problem in MEMM: MEMMs tend to a preference for states with lower number of transitions
over others.

To solve this, we replace local probabilities with local potentials, which leads to the linear-chain CRF.

3.3 CRF

In CRF, the unobserved nodes y are modeled as a Markov random field conditioned on the whole observations
x.

Figure 1: Graphical models for CRF

3.3.1 CRFs: general parametric form

P (y|x) =
1

Z(x, λ, µ)
exp(Σni=1(Σkλkfk(yi, yi−1,x) + Σlµlgl(yi,x))) (1)

=
1

Z(x, λ, µ)
exp(Σni=1(λT )f(yi, yi−1,x) + µTg(yi,x)) (2)

where Z(x, λ, µ) = Σy exp(Σni=1(λT f(yi, yi−1,x) + µTg(yi,x)))

3.3.2 CRFs: Inference

Given CRF parameters λ and µ, find the y∗ that maximizes P (y|x)

y∗ = arg max
y

exp(Σni=1(λT f(yi, yi−1,x) + µTg(yi,x)))

Here Z(x) is ignored because it is not a function of y.

Similar to HMMs, inference can be done by running the max-product algorithm on the junction tree of CRF.
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Figure 2: Inference for CRF

3.3.3 CRFs: learning

Given data samples {(xd,yd)}Nd=1, find parameters λ∗, µ∗ such that

λ∗, µ∗ = arg max
λ,µ

L(λ, µ) = arg max
λ,µ

N∏
d=1

P (yd|xd, λ, µ)

= arg max
λ,µ

N∏
d=1

1

Z(xd, λ, µ)
exp(

N∑
i=1

(λT f(yd,i, yd,i−1,xd) + µTg(yd,i,xd)))

= arg max
λ,µ

N∑
d=1

(

n∑
i=1

(λT f(yd,i, yd,i−1,xd) + µTxd)− logZ(xd, λ, µ)) (3)

To solve the maximum likelihood problem, we can use gradient ascent.

Computing the gradient with respect to λ, and note that gradient of the log-partition function in an expo-
nential family is the expectation of the sufficient statistics

∇λL(λ, µ) =

N∑
d=1

(

n∑
i=1

f(yd,i, yd,i−1,xd)−
∑
y

(P (y|xd)
n∑
i=1

f(yi, yi−1,xd)))

=

N∑
d=1

(

n∑
i=1

f(yd,i, yd,i−1,xd)−
n∑
i=1

(
∑
y

f(yi, yi−1,xd)P (y|xd)))

=

N∑
d=1

(

n∑
i=1

f(yd,i, yd,i−1,xd)−
n∑
i=1

∑
yi,yi−1

f(yi, yi−1,xd)P (yi, yi−1|xd)) (4)

Therefore, we need to compute the expectation of f over the corresponding marginal probability of neigh-
boring nodes, which can be computed by the sum-product algorithm on the junction tree.

P (yi, yi−1|xd) ∝ α(yi, yi−1) (5)

⇒ P (yi, yi−1|xd) =
α(yi, yi− 1)∑
yi,yi−1

α(yi, yi−1)
= α′(yi, yi−1) (6)
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Figure 3: Forward-backward algorithm on junction tree in CRFs

Therefore the gradient

∇λL(λ, µ) =

N∑
d=1

(

n∑
i=1

f(yd,i, yd,i−1,xd)−
n∑
i=1

∑
yi,yi−1

f(yi, yi−1,xd)P (yi, yi−1|xd)) (7)

=

N∑
d=1

(

n∑
i=1

f(yd,i, yd,i−1,xd)−
n∑
i=1

∑
yi,yi−1

f(yi, yi−1,xd)α
′(yi, yi−1)) (8)

And the gradient ascent:

λ(t+1) = λ(t) + η∇λL(λ(t), µ(t)) (9)

µ(t+1) = µ(t) + η∇µL(λ(t), µ(t)) (10)

(11)

3.3.4 CRFs on arbitrary graph structure

For 1-dimensional linear-chain CRFs, exact learning and inference are tractable. We could also have CRFs
for arbitrary graph structure, e.g. grid CRFs. In those cases, exact inference and learning are not tractable
in general. On the other hand, approximate techniques are used, including sampling (MCMC), variational
inference, and loopy belief propagation.

Figure 4: an example of 2-D grid CRF



8 Lecture 9: GMMs, HMMs, and CRFs

3.4 Application to robotics

[see video]

CRFs and HMMs are critical components of understanding how things evolve and relate over time. In the
case of training robots to play soccer, these models needed around 30,000 features.

4 Summary

• EM algorithm can be applied to various graphical models to solve the maximum likelihood estimation
problem, when only a subset of nodes are observed.

• GMMs and HMMs can be used to model static and dynamic mixture models correspondingly.

• The main problems that HMMs are trying to solve are inference, maximum likelihood, and model
learning. The inference problem can be solved by forward-backward algorithm (elimination); the
likelihood problem can be solved using Viterbi algorithm (max-product); the model learning problem
can be solved by direct maximum likelihood estimation (full observations) or EM (partial observations).

• HMMs have strong assumptions for first order Markov properties. As a result, HMMs can only capture
local dependencies. As an extension to HMMs, MEMMs model dependence between each state and
the full observation sequence explicitly. However, MEMMs would suffer from the label bias problem.

• CRFs is a partial directed model where all the states are connected undirectedly. They overcome the
label bias problem of MEMMs by using a global normalizer. For linear-chain CRFs, exact inference and
learning are tractable. The inference problem for linear-chain CRFs can be solved by max-product al-
gorithm on the corresponding junction tree; the learning problem can be solved by maximum likelihood
estimation using gradient ascent.

• For CRFs with arbitrary graph structure, exact inference and learning are generally intractable. Infer-
ence and learning require approximate approaches, such as sampling, variational inference, loopy belief
propagation.


