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1 Convolutional Neural Networks

1.1 History and Basics

Convolutional neural networks (CNNs) are biologically-inspired variants of multi-layer perceptrons (MLPs).
In biology, a visual cortex contains a complex arrangement of cells. These cells are sensitive to small sub-
regions of the visual field. Inspired by the structure of visual cortices and cells, the notion of receptive
fields and local filters are introduced as a core component of convolutional neural networks. Furthermore,
in biology, the visual sub-regions are tiled to cover the entire visual field. Borrowing this idea, convolutional
neural networks learn hierarchical representations by tiling and stacking multiple layers of convolutional
units, which enables exploiting the strong spatially local correlation present in natural images.

There are three important ideas of convolutional neural networks: sparse connectivity, shared weights, and
increasingly global receptive fields. Sparse connectivity refers to sparse connections between consecutive
layers—unlike feedforward networks, convolutional units are only locally connected. Shared weights refer
to sharing model parameters between different locations. Increasingly global receptive fields refer to the
use of multi-layer structures and pooling, where simple (low-level) units detect local features and complex
(high-level) units pool the outputs of simple cells within a retinotopic neighborhood.

Convolutional neural networks are good at learning hierarchical representations. Usually, low-level features
reflect basci visual concepts such as edges; mid-level features represent composite visual elements including
circles and simple textures; high-level features represent visual objects. The hierarchical feature representa-
tions can be learned based on end-to-end training.

The revolution of convolutional neural networks has been a revolution of depth. Popular architectures
include AlexNet (8 layers), VGGNet (19 layers), GoogleNet (22 layers), and ResNet (152 layers). From
2012 to 2016, the depth of convolutional neural networks grows dramatically. State-of-the-art methods in
2017 often require developing convolutional neural networks that have hundreds or even more than 1,000
layers. By increasing the depth, the expressiveness of the network is increased, and with proper choices of
the architectures, one can also improve the generalization performance.

1.2 Challenges and Frontiers

Deep models have better expressiveness, but are extremely difficult to train. One of the important challenges
for CNN research is to train extremely deep models. Gradient vanishing is one of the issues preventing
efficient training of deep models. Residual connections were introduced to alleviate this issue. ResNet
explicitly reformulates the network as learning residual functions with reference to the layer inputs, instead
of learning unreferenced functions. Comprehensive empirical study shows that residual networks are easier
to optimize, and can gain accuracy from considerably increased depth.
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Another important problem is how to incorporate more effective inductive biases into the model. For example,
based on our prior knowledge, ideally the model should learn to enable transformation invariance, scale
invariance, and viewpoint invariance. However, learning such invariance has been difficult for convolutional
neural networks because CNNs have fixed geometric structures in its building modules. To alleviate this
issue, deformable convolution and deformable RoI pooling were introduced recently. Both are based on the
idea of augmenting the spatial sampling locations in the modules with additional offsets and learning the
offsets from target tasks, without additional supervision. The new modules can readily replace the plain
CNN counterparts and be trained end-to-end by standard back-propagation.

Another important direction is to train convolutional neural networks with no or very few labeled examples
since obtaining large-scale labeled data is expensive. The problems are referred to as unsupervised learn-
ing and semi-supervised learning respectively. Current progress mainly focuses on unsupervised learning
and semi-supervised learning based on generative modeling, especially generative adversarial networks and
variational autoencoders. CNNs are usually employed as the base model in these frameworks.

It is also important to study how to enforce human knowledge on the learned filters. Neural networks,
including CNNs, are black boxes whose results and performances are notoriously hard to interpret. An
interesting topic is to distill human knowledge by either applying constraints as supervision or directly
revising the architecture of CNNs to incorporate such human knowledge. With human knowledge, it might
be possible to interpret and debug the behaviors of neural networks, especially convolutional neural networks.

1.3 Comparing CNNs and RNNs

The core ideas of convolutional neural networks and recurrent neural networks are rather similar. They both
constrain the model space by sharing parameters between neurons. Parameter sharing is the key to the
success of CNNs and RNNs. However, CNNs and RNNs have the following differences:

• CNNs are used for spatial modeling, while RNNs are used for sequential modeling. CNNs share the
parameters across the spatial dimension, usually on image data. RNNs share the parameters across
the temporal dimension, usually on text and speech data.

• CNNs use a fixed number of computation steps, and the output depends only on the current input.
RNNs employ a variable number of computation steps, and the hidden layers and the output depend
from previous states of the hidden layers.

2 Recurrent Neural Networks

2.1 Basics

A recurrent neural network (RNN) is a class of neural network where connections between units form a
directed cycle, that could process arbitrary sequences of inputs. The internal state of the network allows it
to have internal ”memory” and exploit the dynamic (temporal) behavior. It has been found in handwriting
recognition, speech recognition and image/video understanding. The input/output of RNN could be one, or
many. We can have several structures corresponding to various input-output pair: 1) One-to-many (Image
caption); 2) Many-to-one (Sentiment analysis or video recognition); 3) Many-to-many (Machine translation,
image Generation or segmentation).

The RNN usually shares parameters among all hidden states. This facilitates parameter learning and we
could utilize back-propagation in a back state-to-front state way. Since the parameters among all hidden
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states are shared, the corresponding gradients are obtained by concatenation. However, training of RNN has
the trouble of learning long-term dependencies as the depth grows, that could yields the gradient vanishing
problem. To deal with this problem, several methods were proposed. Among them, a very famous structure
is called Long-Short-Term-Memory (LSTM).

LSTM uses linear memory cells surrounded by multiplicative gate units to store read,write and reset infor-
mation. A typical LSTM module is given in Figure 2.1. Input gate scales input to cell (write). The output
gate scales output from cell (read). Forget gate scales old cell value (read). The following gives more details.

• Forget gate layer decides what information were going to throw away from the memory cells. It has
the following formula: ft = σ(Wf · [ht−1, xt] + bf ).

• Input gate layer and a tanh layer decides what new information were going to store in the memory
cells. Mathematically, it = σ(Wi · [ht−1, xt] + bi); C̃t = tanh(WC · [ht−1, xt] + bC). Input gate layer to
decide which values well update and a tanh layer creates a vector of new candidate memory .

• Update memory cells: Ct = ft ∗ Ct−1 + it ∗ C̃t. It is used to forget the things we decided to forget
earlier and scale the new candidate values by how much we decided to update each state value.

• Update hidden cells: Ot = σ(Wo · [ht−1, xt] + bo) and ht = ot ∗ tanh(Ct). A sigmoid layer decides what
parts of the cell state were going to output. We only output the parts we decided to.

Figure 1: A typical LSTM module (Figure courtesy to Cristopher Olahs blog about LSTM)

2.2 Revolution of RNN

Recently, several new and powerful RNNs are introduced. For 1D sequence, in 2013, a bi-directional LSTM
was introduced to do speech recognition. The hidden state of the Bi-directional LSTM is the concatenation
of the forward and backward hidden states. This setup allows the hidden state to capture both past and
future information. In 2015, a tree-structured LSTM was introduced to improve the semantic representation.
The hidden states come from an input vector and the hidden states of arbitrarily many child units. The
standard LSTM can then be considered a special case of the Tree-LSTM where each internal node has
exactly one child. For 2D sequence, Row LSTM and Diagonal BiLSTM are introduced in 2016. An other
powerful network is graph LSTM. It generalize the LSTM for sequential data or multi-dimensional data
to general graph-structured data. It has several adaptabilities. Firstly, graph topology is adaptive with
different numbers of neighbors. Secondly, starting node is adaptive. Forget gates are adaptive to capture
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different correlations of nodes. Moreover, interpretable Structure-Evolving LSTM learns the intermediate
interpretable multi-level graph structures. And the structure-evolving LSTM has the capability of modeling
long-range interactions using the dynamically evolved hierarchical graph topologies to capture the multi-
level inherent correlations embedded in the data. The stochastic structure-evolving step could be realized
by a Metropolis-Hastings method. And the graph state transition probability is calculated by multiplying
all merging probabilities of eliminated edges. Interpretable Structure-Evolving LSTM achieves very good
performance in semantic segmentation.

2.3 Challenges

For RNN, a very practical problem is model compression since full sequence processing (a whole image)
is computationally expensive. Secondly, due to the complicated real problem, dynamic recurrent networks
should be introduced. A tough challenge is information propagation over adaptive topologies for each problem
(just like human). Other difficult problems include 1) long-term memorization, 2) knowledge or memorization
adaption from other problems 3) RNN implementation via distributed system.

3 Memory and Attention Mechanisms

3.1 Motivation

Conventional recurrent neural network architectures cannot remember things for very long. In human brains,
a cortex only remember things for 20 seconds. In many applications, such short-term memories are not
sufficient for complex inference across a long time span. It is necessary to incorporate long-term memories
into the model. Ideally, we would like to have long-term memories that can be read from and written to.
Such long-term memories can be thought of as a knowledge base.

Attention mechanism is also another important component in modern neural network architectures for the
following reasons:

• By attending to long-term memories, attention mechanism can potentially deal with gradient vanishing
problem. Gradient vanishing problem is notorious for training RNNs, while attention mechanism
resolves this by adding shortcuts.

• With attention mechanism, it is possible to learn more fine-grained representations rather than a global
representation. Attention mechanism enables attending on smaller parts of data, such as patches of
images or words and phrases in sentences.

• Attention mechanism overcomes the computational expensiveness for visual data. Because attention
mechanism focuses on patches of images, it is scalable independent of the size of the images.

• Attention mechanism provides more interpretability to the models. By inspecting the attention weights,
it is possible to analyze, visualize, and debug the error produced by the model.

• Attention mechanism can learn distinct routines for each problem.
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3.2 Representative Work and Applications

3.2.1 End-to-End Memory Networks

End-to-end memory networks combine both memory and attention mechanism. End-to-end memory net-
works proceed with the following steps:

• Convert input x to an internal feature representation f(x)

• Update memories mi given the new input: mi = G(mi, I(x),m),∀i

• Compute output features o given the new input and memory o = O(I(x),m)

• Decode output features o to give the final response r = R(o)

Soft attention mechanism was employed while reading the memory

pi = softmax(uTmi)

o =
∑
i

pici

3.2.2 Image Captioning with Attention Mechanism

Given an image, a CNN is employed to extract visual features. The model then proceeds with a RNN with
attention over the image features. Finally, word-by-word generation is produced by the RNN. There are
two attention mechanisms that can be possibly employed for the task of image generation: stochastic hard
attention and deterministic soft attention.

Hard attention. By treating the attention locations as intermediate latent variables, we can assign a
multinoulli distribution parameterized by {αi}, and view ẑt as a random variable

p(st,i = 1|sj<t,a) = αt,i

ẑt =
∑
i

st,iai

We can optimize the variational lower bound

Ls =
∑
s

p(s|a) log p(y|s,a) ≤ log p(y|a)

Soft attention. We can take the expectation of the context vector ẑt directly,

Ep(st|a)[ẑt] =

L∑
i=1

αt,iai

3.2.3 Image and Video Paragraph Generation

Image and video paragraph generation is a challenging task for two reasons. First, paragraph descriptions
tend to be diverse, just like different individuals can tell stories from personalized perspectives. Second, it
requires long-term visual and language reasoning.
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The model contains one generator and two discriminators. The generator employs attention mechanism
over the semantic regions in the images or videos, and generate sentences. The sentence discriminator
discriminates true and fake sentences, while the topic-transition discriminator discriminates true and fake
topic coherence between sentences. By incorporating two discriminators, we can guarantee both the semantics
of individual sentences and the topic coherence across sentences.

4 Deep Reinforcement Learning

4.1 Basics

Reinforcement learning (RL) is an area of machine learning inspired by behaviorist psychology. It concerns
with how software agents ought to take actions in an environment so as to maximize some notion of cumulative
reward. The problem, due to its generality, is studied in many disciplines, such as game theory, control
theory, operations research, etc. RL is a general-purpose framework for decision-making for an agent with
the capacity to act. Each action influences the agents future state and success is measured by a scalar reward
signal. The goal of RL is to select actions to maximize future reward. In machine learning, the environment
is usually formulated as a Markov decision process (MDP). Generally speaking, artificial intelligence is the
combination of deep learning and reinforcement learning. RL defines the objective. DL gives the mechanism.

Typically, Markov Decision Process (MDP) is defined by (S,A,P). S is the state space. A is the action
space. P (r, s′|s, a) is a transition probability distribution. We also need to define extra objects depending
on problem setting. Specifically, we define µ as initial state distribution, and γ as a discount factor. In each
episode, the initial state is sampled from µ, and the process proceeds until the terminal state is reached. The
goal is to maximize expected reward per episode. Then we could define deterministic policies as a = π(s),
the stochastic policies as a ∼ π(a|s) and parameterized policies as πθ. A typical MDP is illustrated in 4.1.
The objective of RL is to maximize E[r0 + r1 + ...+ rT−1|π].

Figure 2: Markov Decision Process (Courtesy of David Silver)

Parameterized Policies are a family of policies indexed by parameter vector θ ∈ Rd. a = π(s, θ) is deter-
ministic. π(a|s, θ) is stochastic. It is analogous to classification or regression with inputs s and output a.
Discrete action space is the network output vector of probabilities while continuous action space is network
output mean and diagonal covariance of Gaussian.
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4.2 Deep Variation-structured Reinforcement Learning

Existing deep reinforcement learning (RL) models (e.g., DQN) often require several costly episodes of trial
and error to converge, even with a small action space. They need to learn a very large amount of background
knowledge through observation and action. Inspired by artificial intelligence is the combination of perception,
memory and attention with reasoning (decision making), a deep variation-structured reinforcement learning
is proposed to visual relationship and attribute detection from images.

To understand the interdependency of objects in the scene as a whole, e.g., relations between objects or
their attributes is difficult. Existing methods often ignore global context cues capturing the interactions
among different object instances, and can only recognize a handful of types by exhaustively training in-
dividual detectors for all possible relationships. Deep Variation-structured Reinforcement Learning (VRL)
framework is proposed to sequentially discover object relationships and attributes in the whole image while
capture such global interdependency. In this framework, firstly, a directed semantic action graph is built
using language priors to provide a rich and compact representation of semantic correlations between object
categories, predicates, and attributes. Seconldy, a variation-structured traversal over the action graph is
used to construct a small, adaptive action set for each step based on the current state and historical actions.
In particular, an ambiguity-aware object mining scheme is used to resolve semantic ambiguity among object
categories that the object detector fails to distinguish. Then sequential predictions is made using a deep RL
framework, incorporating global context cues and semantic embeddings of previously extracted phrases in
the state vector.

4.3 Frontiers and Future

Reinforcement learning has been used in many real-world application, e.g.: Autonomous driving policy,
3D scene navigation, Visual question answering, a unified model for reasoning various tasks in the same
scene, robotic planning for different targets, models need to acquire some level of common sense language
knowledge, etc. Nowadays, lots of efforts are directed to CNN, RNN, Attention, RL mechanism to deal
with diverse data (spatial or sequential). They are still limited to the perception (feature learning) task.
The promising results and challenges will lie in learning the interpretable feature representation, learn a
decision-making system, unsupervised learning, and so on.


