
10-708 Probabilistic Graphical Models

Homework 4 Due Apr 21, 7:00 PM

Rules:

1. Homework is due on the due date at 7:00 PM. The homework should be submitted via Gradescope.
Solution to each problem should start on a new page and marked appropriately on Gradescope. For
policy on late submission, please see course website.

2. We recommend that you typeset your homework using appropriate software such as LATEX. If you are
writing, please make sure your homework is cleanly written up and legible. The TAs will not invest
undue effort to decrypt bad handwriting.

3. Code submission: for programming questions, you must submit the complete source code of your
implementation also via Gradescope. Remember to include a small README file and a script that
would help us execute your code.

4. Collaboration: You are allowed to discuss the homework, but you should write up your own solution
and code. Please indicate anyone you collaborated with in your submission.
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1 Bayesian Nonparametrics (Maruan) [30 pts]

1.1 Some properties of the Dirichlet distribution (10 pts)

Let (π1, π2, . . . , πn) ∼ Dir(α1, . . . , αn).

(5 pts) Show that (π1 + π2, π3 . . . , πn) ∼ Dir(α1 + α2, α3, . . . , αn).

(5 pts) Show that
(π2, . . . , πn)

π2 + · · ·+ πn
∼ Dir(α2, . . . , αn).

1.2 Posterior of the Dirichlet Process (10 pts)

Let H be a distribution over Θ and let α be a positive scalar. For any finite, measurable partition A1, . . . , Ar
of Θ, G is defined to be a Dirichlet process with the base distribution H and concentration parameter α,
denoted by G ∼ DP(α,H), if

G(A1), . . . , G(Ar) ∼ Dir(αH(A1), . . . , αH(Ar)).

Suppose we have observations X1, . . . , Xn, which we assume are drawn from G. Assuming we have the prior
G ∼ DP(α,H), derive the posterior distribution for G | X1, . . . , Xn.

1.3 Gaussian Processes [10 pts]

(5 pts) The main trick behind deep kernel learning [?] is to define a kernel function on the input space through
another kernel on the latent space. If we have inputs x that are transformed by a deep neural net into
some new representation h, we compute the kernel, κ(x,x′), in the following manner:

κ(x,x′) = k(h(x),h(x′)), (1)

where is k(·, ·) is called the base kernel. Assuming that k(·, ·) is a valid kernel function defined on the
hidden space, prove that κ(x,x′), as defined in (??), is a valid kernel function on the input space.

(5 pts) A simple first-order autoregressive process, AR(1), is defined as follows:

yt = a+ byt−1 + εt, t = 1, 2, . . . , y0 = a, (2)

where a and b are some constants and εt ∼ N (0, 1) is Gaussian noise. AR(1) defines a distribution
over sequence of discrete values, {y0, y1, . . . } (to sample from this distribution, you can simply run the
forward autoregressive recursion).

Derive a mean, µ(t), and a kernel, k(t, t′), functions for a Gaussian process that defines a distribution
over functions, y(t), that coincides with AR(1) for all t = 1, 2, . . . .

(Hint: Unroll the recursion to compute the mean and covariance functions.)
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2 A Reflection of 10-708 PGM (Haohan) [30 pts]

Hi everyone, thank you for being with us for the whole semester. As the very last question of this semester,
let’s revisit the stuff we have had fun with. This section contains 30 simple conceptual level multiple choice
questions. Each one is directly taken from the materials used for the 25 lectures and 5 recitations.

Please answer your questions here:

Question Choice Question Choice Question Choice Question Choice Question Choice
1 2 3 4 5
6 7 8 9 10
11 12 13 14 15
16 17 18 19 20
21 22 23 24 25
26 27 28 29 30

Feel free to use other latex sources or submit hand-written versions, but please organize your solution sheet
as our suggestion (i.e. put every five in a row). Thanks.

1 (Lecture 1). Which of the following statements regarding the relationship of graphical models is NOT
true?

A. State-space model is a dynamic version of factor analysis.

B. PCA is a non-linear version of ICA.

C. HMM is a dynamic version of mixture of Gaussians.

D. HMM is a special case of state-space model.

2 (Lecture 2). Which of the following does not indicate A ⊥ B|C?

A. A→ C → B

B. A← C ← B

C. A← C → B

D. A→ C ← B

3 (Lecture 3). Which of the following statement is NOT true?

A. Every distribution has at least one I-map as DAG.

B. Every distribution has at least one minimal I-map as DAG.

C. Every distribution has at least one P-map as DAG.

D. If a distribution has many P-maps, these P-maps are I-equivalent.

4 (Recitation 1). For the three DAGs in Figure ??, which of the following statements is true?

A. The first one is i-equivalent with the second one, but not with the third one.

B. The second one is i-equivalent with the third one, but not with the first one.

C. The third one is i-equivalent with the first one, but not with the second one.

D. All these three are i-equivalent.
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Figure 1: I-equivalence of three DAGs

5 (Lecture 4). Which of the following statement is true regarding graph elimination?

A. For the same graph, different elimination orders results in the same computation complexity.

B. For a star graph, the best strategy is to eliminate the center first.

C. For a tree, the best strategy is to eliminate the root first.

D. For an Ising model, the best strategy is to eliminate a row/column first.

6 (Recitation 2). Which of the following is true regarding message passing?

A. Tree structure guarantees the correctness of message passing.

B. Factor graph is a powerful strategy to turn any non-tree graph into corresponding tree graph.

C. A factor graph is a factor tree if we ignore the distinction between variable nodes and factor nodes.

D. There is a one-to-one correspondence between factor graph and the original graph.

7 (Lecture 5). Which of the following distribution is NOT in exponential family in general?

A. Bernoulli distribution

B. Dirichlet distribution

C. multinomial distribution

D. uniform distribution

8 (Lecture 6). What is the advantage of Logistic Normal prior over Dirichlet prior in the parameter
estimation of a multinomial model?

A. It can capture the correlations of parameters.

B. It is non-conjugate.

C. It allows the posterior to be legal probabilities (all non-negative, sum to one.)

D. All of the above.
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9 (Lecture 7). Which of the following statement is NOT true regarding Iterative Proportional Fitting
algorithm for ML parameter estimation in undirected graphical model?

A. It is derived from the derivative of log-likelihood.

B. It can also be understood as a coordinate ascent algorithm.

C. Its maximizing the log likelihood is equivalent to minimizing the KL divergence from model distribution
to observed distribution.

D. It rescales the clique potential with the ratios between observed marginal and estimated marginal at
each step.

10 (Lecture 8). Which of the following is true for EM algorithm in general?

A. In the example of K-means clustering, E-step corresponds to the computation of centroids.

B. In the example of K-means clustering, M-step corresponds to assigning the data into nearby centroids.

C. E-step in general means the computation of expectation of hidden variables.

D. M-step in general means the computation of the parameters given the result of E-step.

11 (Lecture 9). Given a CRF as following (Please re-visit the lecture slides if you are not familiar with
these notations.):

y? = arg max
y

exp(

n∑
i=1

(λT f(yi, yi−1, x) + µT g(yix)))

which of the following statement regarding learning λ and µ (with the classical method) is NOT true?

A. The gradient of likelihood w.r.t λ involves the expectation of features over the distribution of p(y|x).

B. There are some intractable terms, but we can make it tractable with extra model simplification as-
sumptions.

C. It involves solving inference problem within the parameter learning problem.

D. In practise, we can introduce some Gaussian Regularizer over λ and µ to improve generalizability.

12 (Lecture 10). Which of the following is NOT true regarding neighborhood selection (with Lasso) in
estimating precision matrix?

A. It follows the common assumption of sparsity.

B. It only requires to run p Lasso problems where p is the number of nodes.

C. The resulting zero coefficients correspond to the zeros in precision matrix.

D. The order of picking which variable to be response variable of Lasso (y of Lasso) will affect the esti-
mation.

13 (Lecture 11). Which of the following statements is true for Factor Analysis?

A. It can also be seen as a Constrained-Covariance Gaussian problem because the variance of observation
must be full-rank.

B. The variance of latent variable given observation is independent of the mean of observation.

C. The mean of latent variable given observation is independent of the variance of observation.

D. None of the above.
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14 (Lecture 12). Which of the following statements is true for Loopy Belief Propagation?

A. There is no guarantee for it to converge on any graph.

B. On a graph, if it converges, there is guarantee that it converges to the correct solution.

C. This no-guarantee behavior is because there is no clear connection of Bethe approximation to the free
energy of graph.

D. None of above.

15 (Lecture 13). In variational inference, we need to propose a posterior distribution q to approximate the
actual posterior p, which of the following statements is true?

A. Minimizing KL(q||p) is equivalent to minimizing KL(p||q).

B. Minimizing ELBO is equivalent to minimizing KL(p||q).

C. Minimizing ELBO is equivalent to minimizing KL(q||p).

D. None of the above.

16 (Lecture 14). Which of the following statements is true regarding theory of variational inference?

A. Variational methods in general turn inference into an optimization problem via exponential families
and convex duality.

B. Mean field method is an outer bound to the marginal polytope

C. Belief propagation is an inner bound to the marginal polytope

D. All of the above.

17 (Lecture 15). Which of the following statements regarding the drawbacks of Monte Carlo methods is
NOT true?

A. It’s very difficult for direct sampling to populate a high-dimensional state space.

B. Rejection sampling may result in a huge waste of samples.

C. Unnormalized importance sampling requires the knowledge of close form of the true distribution.

D. Normalized importance sampling is biased, this bias usually results in a big difference with unnormal-
ized importance sampling in practice, despite that the variance is small.

18 (Lecture 16). Which of the following statements is true for the acceptance probability

A(x′|x) = min(1,
P (x′)Q(x|x′)
P (x)Q(x′|x)

)

of Metropolis-Hastings algorithm?

A. It is the importance weight for x’ divided by that of x.

B. We don’t have to evaluate P (x′) or P (x).

C. It ensures that the MH algorithm eventually converges to the true distribution

D. All of the above.
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19 (Lecture 17). Which of the following statements is true for Hamiltonian Monte Carlo in comparison
with vanilla MCMC?

A. It can improve acceptance rate and give better mixing.

B. Stochastic variants can be used to improve performance in large dataset scenarios.

C. It may not be used for discrete variable.

D. All of the above.

20 (Lecture 18). Which of the following statements is NOT true in the comparison between deep learning
and graphical model researches?

A. They both rely on graphical structure.

B. They both rely on extensive optimization tricks.

C. DL favors a single inference algorithm, while GM encourages the research of algorithms.

D. Many popular DL models (like RBM, VAE or GAN) can also be stuided as GM.

21 (Lecture 19). Which of the following statements is NOT true regarding a wake sleep algorithm that is
used to train for the generative model pθ(x|z) and inference network qφ(z|x)

A. Wake phase is to train pθ(x|z) with samples obtained from qφ(z|x).

B. Sleep phase is to train qφ(z|x) with samples obtained from pθ(x|z).

C. It converges to the maximum free energy.

D. Sleep phase optimizes a different cost function than wake phase to avoid computation issues.

22 (Lecture 20). Which of the following statements is true regarding recurrent neural network?

A. It is designed to model sequential data of any length.

B. Its parameters increase linearly as the lenght of sequential data increases.

C. Its parameters increase polynomially as the lenght of sequential data increases.

D. Its parameters increase exponentially as the lenght of sequential data increases.

23 (Recitation 10). What does the reparameterization trick of VAE do?

A. It replaces variance component of the non-differentiable sampling operation with a deterministic neural
network.

B. It replaces variance component of the non-differentiable sampling operation with the sum of the output
of a deterministic neural network and a simple Normal distribution sampling.

C. It replaces variance component of the non-differentiable sampling operation with the product of the
output of a deterministic neural network and a simple Normal distribution sampling.

D. None of the above.
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24 (Recitation 11). Which of the following is NOT true regarding deep learning vision problems?

A. Convolutional neural network originates from the attempts to simulate human vision system.

B. ResNet is inspired by the bypassing structure in human visual cortex.

C. The decisions made by a neural network can be very sensitive to the small differences of input.

D. Neural network shows distinctly different empirical behaviours in recognizing objects from human.

25 (Lecture 21). Which of the following is NOT true regarding Shotgun, the parallel coordinate descent
algorithm?

A. It chooses parameters to update at random.

B. It updates the selected parameters in parallel.

C. It scales linearly with features.

D. It can converge.

26 (Lecture 22). Which of the following is NOT true for Parallel ML System (Petuum) Scheduler?

A. It enables correct model-parallelism.

B. It enables data-parallelism.

C. It can analyze ML model structure for best execution order

D. Scheduled ML algorithms require less computation to finish.

27 (Recitation 5). Poseidon is

A. a system architecture for efficient GPU-based deep learning on multiple machines

B. a deep learning framework made with expression, speed, and modularity in mind

C. a library that allows you to define, optimize, and evaluate mathematical expressions involving multi-
dimensional arrays efficiently

D. an open source machine learning library, a scientific computing framework, and a script language based
on the Lua programming language

28 (Lecture 23). Which of the following statements is NOT true for Chinese restaurant process (with
strength parameter α)?

A. The nth customer picks a new table with probability
α

n− 1 + α

B. The customers are not independent, they tend to sit at a new table.

C. The customers are independent given the underlying Dirichlet process.

D. All of the above.
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29 (Lecture 24). Which of the following statements is NOT true about Gaussian process?

A. It is a collection of random variables, any finite number of which have a joint Gaussian distribution.

B. It is completely specified by its mean function and covariance function.

C. It is usually specified with zero mean for simplicity.

D. It must be defined over time (the index set of the random variables is time)

30 (Lecture 25). Which of the following is NOT an advantage of Max-margin learning over Maximum
likelihood estimation (with support vector machine compared to logistic regression in prediction task as an
example)?

A. It allows dual sparsity. There are only few support vectors

B. Kernel tricks can be easily applied.

C. It allows straightforward Bayesian or direct regularization.

D. It usually has strong empirical results.
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