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ABSTRACT

We present Feldspar, the first system that allows people to
find personal information on the computer by specifying
chains of other information that it is associated with,
emulating the information retrieval process of human
associative memory. Feldspar’s contributions include (1) a
user interface for constructing retrieval queries that consist
of multiple levels of associations, such as “find the folder
containing the email attachment from the person I met at an
event”; and (2) algorithms for collecting the association
information and for providing answers to associative
queries in real-time. A user study showed that Feldspar is
easy to use, and is superior to conventional browsing and
searching for these kinds of retrieval tasks. We have
reported Feldspar’s implementation and evaluation in our
long paper at CHI 2008. Here, our discussion focuses on the
design and implementation ideas that we have tried, or are
currently investigating. We hope this will stimulate further
discussions and help inspire more design ideas.
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INTRODUCTION

People can often recount chains of associations when trying
to remember things [4, 18], like “I remember receiving an
email from a person who I met at an event that happened in
May”, although they may not remember details about the
things themselves. Current search and browsing tools are
unlikely to help the user find the desired email in this
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Figure 1. The Feldspar user interface showing a user requesting
the webpage mentioned in an email from a person related to an
event.

example, because intrinsic details of the email, including its
location and the text within it, are unknown. However, a
system that supports associative retrieval – where the user
finds things by specifying other things that go with them –
may have worked. Therefore, we created the Feldspar
system (see Figure 1), the first tool that supports multi-step
associative retrieval of personal information on the
computer, which emulates how human associative memory
works. Feldspar is more thoroughly described in a
companion article [3].
The important contributions of Feldspar include:
• A user interface that allows users to find information by
interactively and incrementally constructing multi-level
associative retrieval queries, which has been shown to be
highly usable in a user test.
• Algorithms for collecting the association information and
for providing answers to associative queries in real time.
INTRODUCING FELDSPAR

Feldspar stands for Finding Elements by Leveraging
Diverse Sources of Pertinent Associative Recollection. Its
user interface is composed of three main areas (see Figure
3). The Navigation Bar at the top (1) contains the Back and
Forward buttons for moving to the previous and next

Figure 2. The Feldspar user interface. 1: The Navigation Bar. 2: The Query Area for constructing queries. 3: The Results Area with the
query represented as a sentence at the top. 4: The main query area. 5: The user can click to edit the type of an association and swap its
order with other associations. 6: Items in queries are linked by the term “related to”. 7: The user can filter the results by typing a filtering
string into the textbox. 8: The suggested list of people for the user to pick. Multiple values can be selected by shift-clicking on them. At any
time, the user can edit the query by selecting different values and the results update immediately.

screen. Underneath is the Query Area (2) for constructing
the query. Finally, below the Query Area is the Results
Area (3).
The Query Area is the primary space where the user
interacts with Feldspar. The user can incrementally
construct a query by adding one association after another
and immediately see the updated query results for that
intermediary query at the Query Results Area, so that the
desired item can be found with as few query terms as
possible. Additionally, Feldspar proposes possibly useful
next query terms to add. These techniques can help avoid
over-specifying with too many query terms, which can
prevent the correct results from being found [1].
The query is presented as a question that begins with
“Where’s the …” (Figure 3, at (4)) and the user selects the
desired type of item by clicking on the corresponding data
type in the first column. The user can mouse over an
association column to have the frame of the column to show
up, as shown in Figure 3 (5), and on top of the frame are the
header and the close button for the column. Clicking the
close button removes the column. Clicking and dragging
the header can move a column around and exchange its
order with other columns.
Extended Example Illustrating Interactions in Feldspar

We show how Feldspar works in action through an
extended example from Figure 3: find the folder containing
the email attachments received through email from Brad or

Spence. This example will also introduce other parts of the
interface that we have not yet mentioned.
Bringing up Feldspar, the user selects Folder in the first
column to indicate that the desired item is a folder. The
result is shown in Figure 3a. Note that in the figure,
Feldspar is already showing a set of possible answers. Here,
they are the most recent folders accessed by the user. The
desired folder is not displayed yet, so the user continues
refining the query, by clicking the related to button which
brings up the refine panel (Figure 3b). This panel provides
the user with several ways to define the next association.
The panel has rows for each data type. At the leftmost
position of each row is the clickable name of the data type
of that row. In the middle of each row are the top three
suggested values of that type that Feldspar thinks are most
relevant to the query, as determined by the Google
Desktop’s sort order. Each row has a more button at its
right end. Clicking on it will show the full list of suggested
values (Figure 2, at (8)). The Date type is an exception; it
has six suggested values on the refine panel, and a date
picker panel (Figure 3c) is shown instead of a suggestion
list when the more button is clicked.
Back to the example, since the user does not remember
which files are contained in the target folders, the user
would just click on the word File at the left end of the File
row, and that creates an association column with File
selected. Using a similar process, the user adds the third
column for Email. The final thing the user remembers is

Figure 3. (a) Feldspar after the user has selected Folder. (b) The refine panel, which appears when the user clicks the related to button. (c)
The date picker panel, which allows the user to pick a data range, such as the month of May, or a specific date using a calendar dropdown.

that the email is from Brad or Spence, which are values for
the Person type. To specify them, the user clicks the related
to button to bring up the refine panel, and then clicks the
more button at the right end of the Person row to bring up
the list of people suggested by Feldspar. The user sees Brad
and Spence and selects them both by shift clicking on them
(see Figure 2, at (8)). This completes the whole query. The
folder is shown in the Query Results Area (Figure 2, at (3)),
and the user can double click to open it.
IMPLEMENTATION*

Feldspar is written in C#. It uses the database maintained by
Google Desktop to keep track of information items on the
computer (e.g., emails, files, etc.). Feldspar accesses these
items through the Google Desktop Search API.
Storing Association Information

Feldspar analyzes the information items and identifies the
associations among them, and stores this information with a
graph data structure – we call it the association graph –
where items are vertices and associations are edges.
The association graph is a directed graph, because certain
associations, such as “emails from people”, are directional.
To create this graph, Feldspar first gathers items of all types
and stores them as vertices in the graph. Then it creates an
edge between each pair of related items. For example, it
builds an edge, labeled with a to attribute, from an email
item to a person item if the email is sent to that person.
*

Please refer to our long paper at CHI 2008 [3] for more
details on Feldspar’s implementation and evaluation.

Following this approach, we identify associations among all
items to construct the complete association graph.
Retrieving Information Items from Google Database

Based on what Google Desktop supports and what has been
provided by prior systems, we decided to initially support
seven data types that we thought were the most common
things that people want to find. They are Email, Person,
File, Folder, Webpage, Event, and Date.
Producing Query Results

Feldspar uses an iterative algorithm to generate the results
for a given query. For easier discussion, we use the example
query for finding “the attachments received through the
email from Spence”. Using Feldspar’s interface, the query
is represented as the list of associations “files – emails –
persons (Spence)”. Then, the algorithm uses one results
generator for every pair of association A—B (A items
related to B items) in the query to generate intermediary
query results. Each generator takes in a list of B items and
returns a list of A items that are related to the B items. In
our example, we need two generators: (1) files—emails, (2)
emails—persons.
The algorithm can handle queries of arbitrary length
consisting of any types of associations, provided that the
results generators for those associations are implemented.
As Google Desktop supports only a small number of data
types, and that not all pairs of associations make sense, the
growth in the number of generators will be very
manageable. In our current system, there are 7x7 = 49
possible generators, and we implemented 38 of them for
now.

EVALUATION

We evaluated the usability of Feldspar user interface
through a small laboratory study. Eight participants
volunteered. They were familiar with using Google Desktop
and Microsoft Outlook 2003 for reading and writing emails
and scheduling calendar events.
We populated a desktop computer with fictitious emails,
files (including email attachments), calendar events, and
visited web pages. We asked the participants to pretend to
be Blake Randal, the fictitious owner of the computer, and
to use Feldspar to find information on the computer.
The study compared two main ways for completing the
tasks: the Feldspar condition, where participants used only
Feldspar, and the Control condition, where participants
used conventional desktop applications, including Outlook
and its built-in browsing and querying mechanisms, Google
Desktop, and the Windows Explorer. We told the
participants to work quickly and accurately for all tasks.
They had four minutes to perform each task. If the
participants failed to finish a task within the allotted time,
we stopped them, and recorded that as a failure.
Task completion times were found to be affected only by
software (Feldspar versus Control). Participants were
significantly faster when using Feldspar to complete the
more difficult tasks. These tasks involve multi-level
wildcard searches, which Feldspar greatly simplifies.
Overall, the difference in average task completion time
between the two conditions was 91 vs. 174 seconds, with
Feldspar being almost twice as fast. This was statistically
significant (F1,7=41.71, p<.0003).
Using similar analysis, we found that task completion rates
were, again, only affected by software. Overall, participants
were dramatically more successful in finishing tasks when
using Feldspar, with only 2 fails, compared to the 24 for the
Control condition.
Subjective Results

As measured by 5-point Likert scales filled out at the end of
the study, participants felt that Feldspar was better than the
Control software in all of the 6 aspects asked. They enjoyed
using Feldspar and found it easy to use. Furthermore, most
participants perceived Feldspar to be easier to learn, easier
to use, more enjoyable and better liked.
PREVIOUS USER INTERFACES

Feldspar’s user interface is highly usable for the test tasks.
Before coming up with this interface, however, we
experimented with several other versions of the interface.
Here we share what we learned from that experience.
It seemed clear to us that to successfully perform
associative retrieval, we needed to place strong emphasis on
the relationships among information items, for designing
both the user interface and the retrieval algorithm. We also
knew that we should use a graph data structure to store the

Figure 4. The Iolite user interface. (a) Breadcrumb showing the
sequence of associated items the user has navigated. (b) Category
filters for the item list shown to the right. (c) List of items
immediately associated with the latest item in the breadcrumb. (d)
Actions that can be performed with the selected item.

information items on the computer. However, coming up
with a good user interface was a challenging task.
In the beginning, we tried to view the problem of
associative retrieval as a graph navigation problem, where
the user started with a specific information item, and
navigated from it to the desired item through exploring the
network of associations. Based on this methodology, we
created the Iolite user interface.
The Iolite User Interface

We created our earlier Iolite [16] system with strong
emphasis on designing some of the underlying algorithm
for automatically discovering associations among
information items. Iolite continuously monitored activities
on the computer and tried to infer context through machine
learning techniques. We put little emphasis on the user
interface (see Figure 4), however.
One major limitation of the Iolite interface was that it could
only work with specific items (general types, like Email,
were not supported), making it difficult to simultaneously
locate all the information items on the computer that shared
similar sequences of associations. Another limitation was
that, to locate a desired item, the user must navigate from a
specific item (such as an email in the inbox), and expand
outwards, by adding more associations, putting the target
item as the last association. This approach could be limiting
at times, because (1) locating a specific item to start with
could be a difficult task by itself; and (2) over-specifying
could easily occur during the intermediary steps, preventing
the targets from being found. In addition, it was visually
unclear that the list of items shown (see Figure 4c) was
associated with the latest item in the breadcrumb chain.
To try and overcome this last shortcoming, we created a
interactive prototype of an alternative design (see Figure 5.
The prototype placed the currently selected item at the
center, surrounded by its associated items, grouped by
categories. Edges were used to connect the categories to the
selected item to indicate their association. When the user

results. That is, Feldspar can return useful results even
before a constant value is provided for the last column.
Often, the user will find the result and stop before the query
is even finished being formed. This is something that
today’s search tools cannot handle at all. The feature is very
useful because although people often have difficulties
remembering the exact details about the things they want to
find, they usually have some general ideas about them –
with Feldspar, they can turn these general recollections into
a query to find what they are looking for.

Figure 5. Another version of the Iolite interface. Currently
selected item is shown at the center, surrounded by its associated
items, grouped by categories

picked the next associated item from one of those lists, that
item would animate and move to the center, replacing the
previous item.
Although this design could intuitively help express the flow
of association information, we did not adopt the design,
because we found the animations introduced to the interface
was too overwhelming. This design also demanded large
amount of screen real estate, while only showing a few
items for each category. Besides, each category “patch”
could only be assigned a short width, limiting the number
of attributes that we could show for each item.
Based on problems that we identified from these interfaces,
we created the improved Feldspar interface shown at the
beginning of this paper, which has overcome those
shortcomings.
DISCUSSION

We believe the most important factor that contributes to
Feldspar’s success is that it allows the user to easily take
advantage of the connections (associations) between entities
(pieces of information) when retrieving information.
Although this may seem to be what some search algorithms,
such as PageRank [2] have already been doing, there is an
important difference – with Feldspar, users can specify the
connections that they want to use, while typical search
programs attempt to choose associations automatically. For
complicated tasks, like those from the user study, it is
unlikely that search tools could easily guess what
connections to use. Furthermore, search engines are not
designed to handle the multi-level connections that Feldspar
can express.
Another important factor is Feldspar’s ability to chain
together general types as the query to produce specific

The approach used in Feldspar actually focuses more on the
connections between entities, and much less on the entities
themselves. Similar approaches have been used in other
domains, such as in social network analysis, detection of
fraudulent transactions in online marketplaces, finding
terrorist networks, and we expect to see even more
examples in the future. We believe this is a natural trend,
because as the number of information items increases, so do
the number of connections between them. These
connections often tell us many new things about the
individual items, which may not be found if we just inspect
the items in isolation.
However, we believe the associative approach will not
replace but, rather, complement the search and browsing
approaches. For example, Feldspar currently does not look
into the contents of emails. However, we could imagine
incorporating Google Desktop’s full-text search function
into Feldspar such that we can even build queries that
involve associating an item with another item that contains
certain text. For example, we can find all the people who
have received email attachments that contain the phrase
“year-end report”.
Performing long-term evaluation for personal information
management (PIM) tools can be very challenging, because
the tools need to be sufficiently robust to sustain long-term
usage in real-world conditions. Keeping this in mind, we
planned to make Feldspar as stable as possible, even before
we started implementing it. We realized a major source of
instabilities comes from having to process a large amount
of raw information on the user’s computer, to keep track of
the processed information, and to continuously monitor the
computer for new information for processing. We found
that we could eliminate these potential pitfalls by letting
existing information indexing systems do the work for us
(Google Desktop). The system indexes the information on
the computer, and maintains databases to keep track of it.
Popular indexing systems include the ones from Google
Desktop, Windows Search, and Spotlight (for Mac OS X).
We discuss the benefits of using an indexing system
through the example of Feldspar:
(1) The raw information on the user’s computer remains
intact at all times. This could help relieve users’
concern about potential data loss caused by Feldspar.
Feldspar can access the information indirectly through
the Google Desktop API.

Figure 7. A streamlined version of the Feldspar interface for
finding folders that contain email attachments.

Figure 6. A popup menu for changing the type of association
between Email and Person items.

(2) Indexing systems are available on all popular operating
systems. We could make Feldspar more portable by
programming it to support different databases.
(3) Users can use Feldspar without having to change how
they store or organize their information, because
Feldspar can find all the information on the users’
computer through the indexing system.
(4) The indexing system can notify Feldspar when new
information is indexed, through the indexer’s event
framework. This will allow Feldspar to work with the
latest information available.
We encourage fellow researchers to leverage indexing
systems when implementing their PIM systems.
FUTURE WORK

Feldspar, in the current version, shows that associative
information finding can work well, and it provides many
features that people may find helpful. We have also
designed a number of other features that are not yet
implemented. We share these ideas here and hope they will
stimulate discussions and help inspire even more design
ideas.
Specializing Associations

We have used the general term “related to” to describe the
association between items. In the future, we would want to
allow users to change “related to” into a more specific
association. For example, users would be able to select
emails “from” or “to” people, or people who “attend” or
“organize” events. In the user interface, we would provide a
menu with the possible associations, which would pop up
when a user clicks on the “related to” text or link (seeFigure
6). We note however, that the more general “related to”
seems to work surprisingly well, and the specialization
would only be needed when there are too many results.
Similarly, we would also want to allow people to specify
whether they want to do an AND or OR across the multiple
values that they select for a type. Currently, selecting email
A and email B as values produces a query for items related
to email A OR email B. We would also want to allow
people to draw multiple “related to” links out of an item, to
find items related to multiple other items of various types.
Streamlined Interface

Feldspar was designed to maximize usability. Every column
in the interface contains the most common data types that

Feldspar support, allowing the user to quickly scan through
them, and pick a type with one click. As an alternative
design, we could replace each column with a drop-down
menu (see Figure 7). This will significantly reduce the
vertical dimension of the interface, but this will likely
reduce the discoverability of available data types and
increase the time for making selections. When screen real
estate is limited, however, this streamlined version is
preferable.
More Associations

Currently, associations used in Feldspar are those that are
easily detectable. In the future, we would like to support
many more kinds of associations, some of which would
require tapping more into the operating system to obtain.
For example, we could associate two files together if we
detect some data is copied from one file and pasted into the
other. We could also associate a webpage with a file that we
have just downloaded from that page.
Another idea is to allow users to define additional sources
of data associations. For example, to identify people related
to a conference event, Feldspar could be given the list of
authors or attendees. We also want Feldspar to support
gathering data from more sources, like from the Palm
Desktop calendar and contact list.
Using Feldspar to Return to Previous Working Context

Associating together files that shared the same copied-andpasted text, and associating webpages with downloaded
files, as mentioned in the previous section, are just some of
the many associations that could help bring users back to
their previous working context. Imagine a user using
Feldspar to reload all the files that were edited together, and
to re-find the webpage that a file was downloaded from.
Extending Feldspar to Support Subgraph Matching for
General Graphs

Feldspar can be viewed as a graph pattern matching tool. It
allows the user to specify and construct a subgraph pattern
(as a chain of associations), and tries to find all the
matching subgraphs within the large graph of items.
This implies the Feldspar interface might also be suitable
for building queries, in the form of subgraphs, for other
type of problems. For example, Feldspar can be easily
modified to allow the construction of queries for loops,
which could represent interesting patterns in certain
domains (money-laundering schemes contain loops, for
instance).

RELATED WORK

Many research and commercial systems have been created
to support various forms of search and retrieval. Popular
desktop search programs such as Google Desktop,
Microsoft Windows Desktop Search, and Spotlight for
Apple’s OS X allow the user find information items by
keywords. Many systems support time-based retrieval, such
as TimeScape [13] and the Lifestreams system [6]. Ringel,
et al. [15] proposed a timeline-based visualization of search
results of personal content, highlighting major events to
help the user retrieve information more easily. Nardi and
Barreau [12] suggested the need for better location-based
document management systems, based on their observation
that people often placed together similar documents. Jones,
et al. [7] proposed a project-centric approach for organizing
and retrieving electronic documents. Lamming and
Newman [9] suggested an activity-based approach to
support retrieval by continuously gathering users’ activity
data and then using the data as contextual cues to assist
retrieval. Rhode’s wearable Remembrance Agent [14]
works similarly: it examines the user’s physical context to
present information relevant to the context. Dourish, et al.
[5] proposed an attributed-based method, similar to tagging,
to help people categorize documents. Some more recent
systems
include
the
commercial
tool
Xobni
(www.xobni.com) and the research system Jourknow [8].
All of the above systems only support one level of
association, not the multiple levels that people often
remember.
Although faceted search [19] also works incrementally, it is
fundamentally different from Feldspar’s multi-level
associative retrieval. Faceted search allows the user to find
an item by incrementally specifying its characteristics
internal to the item itself. Multi-level associative retrieval,
on the other hand, often requires both internal and external
characteristics. For example, in the query “find the file that
was received from Bob, authored by Sue, and modified
yesterday”, modified yesterday is an internal characteristic
of the file, while Bob is an external one. These two retrieval
strategies require different algorithms.
CONCLUSIONS

We have presented Feldspar, the first system that supports
multi-level associative retrieval of desktop information.
Specifically, Feldspar provides a novel interface that allows
people to easily construct, edit and visualize a chain of
associations as retrieval query. It could be a useful addition
to search and browsing, extending the ways people find and
manage their personal information. We discussed many
design and implementation ideas that we have tried, or are
currently investigating, and we hoped this will stimulate
further discussions and help inspire more design ideas.
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