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Itinerary 
• Stop 1: Minimizing regret and combining advice. 

– Randomized Wtd Majority / Multiplicative Weights alg 
– Connections to minimax-optimality in zero-sum games 

• Stop 2: Bandits and Pricing 
– Online learning from limited feedback (bandit algs) 
– Use for online pricing/auction problems 

• Stop 3: Internal regret & Correlated equil 
– Internal regret minimization 
– Connections to correlated equilib. in general-sum games 

• Stop 4: Guiding dynamics to higher-quality 
equilibria 
– Helpful “nudging” of simple dynamics in potential games 

 



 
 Stop 1: Minimizing regret 

and combining expert 
advice 



Consider the following setting… 
 Each morning, you need to pick 

one of N possible routes to drive 
to work. 

 But traffic is different each day. 
 Not clear a priori which will be best. 
 When you get there you find out how 

long your route took.  (And maybe 
others too or maybe not.) 

Robots 
R Us 

32 min 

 Is there a strategy for picking routes so that in the 
long run, whatever the sequence of traffic patterns 
has been, you’ve done nearly as well as the best fixed 
route in hindsight? (In expectation, over internal 
randomness in the algorithm) 

 Yes. 



“No-regret” algorithms for repeated decisions 
A bit more generally: 
 Algorithm has N options.  World chooses cost vector.  

Can view as matrix like this (maybe infinite # cols) 
 
 
 

 At each time step, algorithm picks row, life picks column. 
 Alg pays cost for action chosen. 
 Alg gets column as feedback (or just its own cost in 

the “bandit” model). 
 Need to assume some bound on max cost.  Let’s say all 

costs between 0 and 1. 
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“No-regret” algorithms for repeated decisions 
  
 
 

 
 
 

 At each time step, algorithm picks row, life picks column. 
 Alg pays cost for action chosen. 
 Alg gets column as feedback (or just its own cost in 

the “bandit” model). 
 Need to assume some bound on max cost.  Let’s say all 

costs between 0 and 1. 

Define average regret in T time steps as: 
     (avg per-day cost of alg) – (avg per-day cost of best  
     fixed row in hindsight).  
We want this to go to 0 or better as T gets large. 
          
               [called a “no-regret” algorithm] 



Some intuition & properties of no-regret algs. 
 Let’s look at a small example: 
 
 
 Note: Not trying to compete with best 

adaptive strategy – just best fixed 
path in hindsight. 

 No-regret algorithms can do much 
better than playing minimax optimal, 
and never much worse. 

 Existence of no-regret algs yields 
immediate proof of minimax thm. 
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Some intuition & properties of no-regret algs. 
 Let’s look at a small example: 
 
 

 
 View of world/life/fate: unknown sequence LRLLRLRR... 
 Goal: do well (in expectation) no matter what the 

sequence is. 
 Algorithms must be randomized or else it’s hopeless. 
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History and development (abridged) 
 [Hannan’57, Blackwell’56]:  Alg. with regret O((N/T)1/2). 

 Re-phrasing, need only T = O(N/ε2) steps to get time-
average regret down to ε.  (will call this quantity Tε) 

 Optimal dependence on T (or ε).  Game-theorists viewed 
#rows N as constant, not so important as T, so pretty 
much done. 

Why optimal in T? 
 

 
• Say world flips fair coin each day. 
• Any alg, in T days, has expected cost T/2. 
• But E[min(# heads,#tails)] = T/2 – O(T1/2). 
• So, per-day gap is O(1/T1/2). 
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 [Hannan’57, Blackwell’56]:  Alg. with regret O((N/T)1/2). 
 Re-phrasing, need only T = O(N/ε2) steps to get time-

average regret down to ε.  (will call this quantity Tε) 
 Optimal dependence on T (or ε).  Game-theorists viewed 

#rows N as constant, not so important as T, so pretty 
much done. 

 Learning-theory 80s-90s: “combining expert advice”.  
Imagine large class C of N prediction rules. 
 Perform (nearly) as well as best f2C. 
 [LittlestoneWarmuth’89]: Weighted-majority algorithm 

 E[cost] ·  OPT(1+ε) + (log N)/ε. 
 Regret O((log N)/T)1/2.  Tε = O((log N)/ε2). 

 Optimal as fn of N too, plus lots of work on exact 
constants, 2nd order terms, etc. [CFHHSW93]… 

 Extensions to bandit model (adds extra factor of N). 

History and development (abridged) 



To think about this, let’s look at 
the problem of “combining expert 

advice”. 



Using “expert” advice 

• We solicit n “experts” for their advice. (Will the 
market go up or down?) 

• We then want to use their advice somehow to 
make our prediction.  E.g., 

Say we want to predict the stock market. 

Basic question: Is there a strategy that allows us to do 
nearly as well as best of these in hindsight? 

[“expert” = someone with an opinion.  Not necessarily 
someone who knows anything.] 



Simpler question 
• We have n “experts”. 
• One of these is perfect (never makes a mistake).  

We just don’t know which one. 
• Can we find a strategy that makes no more than 

lg(n) mistakes? 

Answer: sure.  Just take majority vote over all 
experts that have been correct so far. 

Each mistake cuts # available by factor of 2. 

Note: this means ok for n to be very large. 

“halving algorithm” 



What if no expert is perfect? 
One idea: just run above protocol until all 

experts are crossed off, then repeat. 
 

Makes at most log(n) mistakes per mistake of 
the best expert (plus initial log(n)). 

 
Seems wasteful. Constantly forgetting what we've 

“learned”.  Can we do better? 



Weighted Majority Algorithm 
Intuition: Making a mistake doesn't completely 

disqualify an expert. So, instead of crossing 
off, just lower its weight. 

 

Weighted Majority Alg: 
–  Start with all experts having weight 1. 
–  Predict based on weighted majority vote. 
–  Penalize mistakes by cutting weight in half. 



Analysis: do nearly as well as best 
expert in hindsight 

•  M = # mistakes we've made so far. 
•  m = # mistakes best expert has made so far. 
•  W = total weight (starts at n). 
 

•  After each mistake, W drops by at least 25%. 
    So, after M mistakes, W is at most n(3/4)M. 
•  Weight of best expert is (1/2)m. So, 

So, if m is small, then M is pretty small too. 

constant  
ratio 



Randomized Weighted Majority 
2.4(m + lg n) not so good if the best expert makes a 

mistake 20% of the time. Can we do better? Yes. 
• Instead of taking majority vote, use weights as 

probabilities. (e.g., if 70% on up, 30% on down, then pick 
70:30)  Idea: smooth out the worst case. 

• Also, generalize ½ to 1- ε.  

unlike most 
worst-case 

bounds, numbers 
are pretty good. 

M = expected 
#mistakes 



Analysis 
• Say at time t we have fraction Ft of weight on 

experts that made mistake. 
• So, we have probability Ft of making a mistake, and 

we remove an εFt fraction of the total weight. 
– Wfinal = n(1-ε F1)(1 - ε F2)... 
– ln(Wfinal) = ln(n) + ∑t [ln(1 - ε Ft)] ·  ln(n) - ε ∑t Ft 

      (using ln(1-x) < -x) 
                       = ln(n) - ε M.             (∑ Ft = E[# mistakes]) 
• If best expert makes m mistakes, then ln(Wfinal) > ln((1-ε)m). 
• Now solve: ln(n) - ε M > m ln(1-ε). 



Summarizing 
• E[# mistakes] ·  (1+ε)m + ε-1log(n). 

 
• If set ε=(log(n)/m)1/2 to balance the two terms out 

(or use guess-and-double), get bound of 
 E[mistakes] ·  m + 2(m¢log n)1/2 

 

• Since m ·  T, this is at most m + 2(Tlog n)1/2. 
 

• So, avg regret  =  2(Tlog n)1/2/T  !   0. 



What can we use this for? 
• Can use to combine multiple algorithms to 

do nearly as well as best in hindsight. 
 

• But what about cases like choosing paths 
to work, where “experts” are different 
actions, not different predictions? 



Extensions 
• What if experts are actions? (paths in a 

network, rows in a matrix game,…) 
• At each time t, each has a loss (cost) in {0,1}. 
• Can still run the algorithm 

– Rather than viewing as “pick a prediction with 
prob proportional to its weight” , 

– View as “pick an expert with probability 
proportional to its weight” 

– Choose expert i with probability pi = wi/∑i wi.  
• Same analysis applies. 



Extensions 
• What if experts are actions? (paths in a 

network, rows in a matrix game,…) 
• What if losses (costs) in [0,1]?  
• If expert i has cost ci, do: wi Ã  wi(1-ciε). 
• Our expected cost = ∑i ciwi/W. 
• Amount of weight removed = ε ∑i wici. 
• So, fraction removed = ε ¢ (our cost). 
• Rest of proof continues as before… 



World – life - fate 

To recap: here’s how it looks 
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Regret/time step ·  2(Tlog n)1/2/T !  0. 

So, now we can drive to work!  
(assuming full feedback) 



Connections to Game Theory 



2-Player Zero-Sum games 
• Two players R and C.  Zero-sum means that what’s 

good for one is bad for the other. 
 

• Game defined by matrix with a row for each of R’s 
options and a column for each of C’s options.  
Matrix tells who wins how much. 

• an entry (x,y) means: x = payoff to row player, y = payoff to 
column player.  “Zero sum” means that y = -x. 

• E.g., penalty shot: 

(0,0)  (1,-1) 
 

(1,-1)  (0,0) 

 Left 
 

Right 

 Left   Right 

shooter 

goalie 

No goal 

GOAALLL!!! 



Minimax-optimal strategies 
• Minimax optimal strategy is a (randomized) 

strategy that has the best guarantee on its 
expected gain, over choices of the opponent. 
[maximizes the minimum] 

• I.e., the thing to play if your opponent knows 
you well. 

(0,0)  (1,-1) 
 

(1,-1)  (0,0) 

 Left 
 

Right 

 Left   Right 

shooter 

goalie 

No goal 

GOAALLL!!! 



Minimax Theorem (von Neumann 1928) 
• Every 2-player zero-sum game has a unique 

value V. 
• Minimax optimal strategy for R guarantees 

R’s expected gain at least V. 
• Minimax optimal strategy for C guarantees 

C’s expected loss at most V. 

Counterintuitive: Means it doesn’t hurt to publish 
your strategy if both players are optimal.  (Borel had 
proved for symmetric 5x5 but thought was false for 
larger games) 



Proof of minimax thm using RWM 
• Suppose for contradiction it was false. 
• This means some game G has VC > VR: 

– If Column player commits first, there exists 
a row that gets the Row player at least VC. 

– But if Row player has to commit first, the 
Column player can make him get only VR. 

• Scale matrix so payoffs to row are         
in [-1,0].  Say VR = VC - δ. 

VC 

VR 



Proof contd 
• Now, consider playing randomized weighted-

majority alg as Row, against Col who plays 
optimally against Row’s distrib. 

• In T steps, 
– Alg gets ¸  [best row in hindsight] – 2(Tlog n)1/2    
– BRiH ¸  T¢VC  [Best against opponent’s empirical 

distribution] 
– Alg ·  T¢VR   [Each time, opponent knows your 

randomized strategy] 
– Gap is δT. Contradicts assumption once δT > 

2(Tlog n)1/2 , or T > 4log(n)/δ2. 



Proof contd 
• Now, consider playing randomized weighted-

majority alg as Row, against Col who plays 
optimally against Row’s distrib. 
 

• Note that RWM gives a fast way to compute 
apx minimax-optimal strategies, if we can 
simulate Col (best-response) quickly. 



 
 Stop 2: Bandits and 

Pricing 



[ACFS02]: applying RWM to bandits 
 What if only get your own cost/benefit as feedback? 

 
 Use of RWM as subroutine to get algorithm with 

cumulative regret O( (TN log N)1/2 ).   
[average regret O( ((N log N)/T)1/2 ).] 

 
 Will do a somewhat weaker version of their analysis 

(same algorithm but not as tight a bound). 
 

 Let’s talk about it in the context of online pricing… 



Online pricing 
• Say you are selling lemonade (or a cool new software tool, or 

bottles of water at the world expo). 
• Protocol #1: for t=1,2,…T 

– Seller sets price pt 

– Buyer arrives with valuation vt 

– If vt ¸  pt, buyer purchases and pays pt, else doesn’t. 
– Repeat. 
– Suppose vt revealed to algorithm.  

• Protocol #2: same as protocol #1 but 
without vt revealed. 

• What can we do now? 
• Assume all valuations ·  h. 

$2 

• Goal: revenue nearly as high as best 
fixed price in hindsight. 

Can compete with 
best price in hindsight 
by setting one expert 

per price level and 
using RWM! 



Multi-armed bandit problem 
Exponential Weights for Exploration and Exploitation (exp3) 

 
 

RWM 
 
 

n = 
#experts 

  

Exp3 

Distrib pt 

Expert i ~ qt 

Gain gi
t Gain vector ĝt 

qt 

qt = (1-° )pt + °  unif 

ĝt = (0,…,0, gi
t/qi

t,0,…,0) 

OPT 

OPT 

1. RWM believes gain is: pt ¢ ĝt  =  pi
t(gi

t/qi
t)  ´  gt

RWM 

3. Actual gain is: gi
t  = gt

RWM (qi
t/pi

t) ¸  gt
RWM(1-° ) 

2. ∑t gt
RWM ¸         /(1+²) - O(² -1 nh/°  log n) OPT  

4. E[      ] ¸  OPT.  OPT                           Because E[ĝj
t] = (1- qj

t)0 + qj
t(gj

t/qj
t) = gj

t , 
so E[maxj[∑t ĝj

t]] ¸  maxj [ E[∑t ĝj
t] ]  = OPT. 

·  nh/°  

[Auer,Cesa-Bianchi,Freund,Schapire] 



Multi-armed bandit problem 
Exponential Weights for Exploration and Exploitation (exp3) 

 
 

RWM 
 
 

n = 
#experts 

 

  

Exp3 

Distrib pt 

Expert i ~ qt 

Gain gi
t Gain vector ĝt 

qt 

qt = (1-° )pt + °  unif 

ĝt = (0,…,0, gi
t/qi

t,0,…,0) 

OPT 

OPT 

Conclusion (°  = ² ):   
  E[Exp3] ¸  OPT/(1+²)2 - O(²-2 nh log(n))  

[Auer,Cesa-Bianchi,Freund,Schapire] 

·  nh/°  

Balancing would give O(OPT2/3 (nh log n)1/3) in bound because of ²-2.  
But can reduce to ²-1 and O((OPT nh log n)1/2) more care in analysis.  
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 Stop 3: Internal regret 

and Correlated equilibria 



First, a comment on 2-player zero-
sum games 

• If both players minimize regret (e.g., run RWM), 
then their time-average distributions will approach 
minimax optional. 

• Why? 
1. If Row’s time-average is far from minimax, 

then Col has strategy that in hindsight 
substantially beats value of game. 

2. So, by the RWM guarantee, Col will 
substantially beat value of game. 

3. So Row will do substantially worse than value. 
4. Contradicts RWM guarantee for Row. 



What happens in general-sum games? 
• What about general sum? 
• If all players minimize regret, will time-average 

distributions necessarily be apx Nash? 
• No. 
• But, empirical joint distribution will be an apx 

coarse-correlated equilibrium.  And this is true no 
matter how many players m we have. 

• So what’s this “coarse-correlated equilibrium”? 



What happens in general-sum games? 
• Nash: (p1, p2, …, pm) such that no player has any 

incentive to deviate even knowing all pi. 
• Coarse correlated equilibrium: distribution P over 

joint actions (a1, a2, …, am)  

such that given the options of 
“opt in” or “opt out”, it is 
rational for everyone to opt in. 

Think of as a car-
routing service 

• In particular, if everyone else opts in, then opting 
in is at least as good for you as any other action. 

• Correlated equilibrium: still want to opt in even 
after seeing your recommended action. 



More general forms of regret 
1. “best expert” or “external” regret: 

– Given n strategies.  Compete with best of them in 
hindsight. 

2. “sleeping expert” or “regret with time-intervals”: 
– Given n strategies, k properties of days.  Let Si be set 

of days satisfying property i (might overlap). Want to 
simultaneously achieve low regret over each Si. 

3. “internal” or “swap” regret:  like (2), except that 
Si = set of days in which we chose strategy i. 



Internal/swap-regret 
• E.g., each day we pick one stock to buy 

shares in. 
– Don’t want to have regret of the form “every 

time I bought IBM, I should have bought Apple 
instead”. 

• Formally, regret is wrt optimal function 
f:{1,…,n}! {1,…,n} such that every time you 
played action j, it plays f(j). 



Connection 
• In general-sum games, if all players have low 

swap-regret, then empirical distribution of 
play is apx correlated equilibrium. 
 

• In particular, swap regret = expected 
incentive to deviate from chosen action 
under empirical distribution of past play. 
 

• Note: in thinking about incentive to deviate, 
player is only told its own action, not those 
being proposed to the others. 



Internal/swap-regret, contd 
Algorithms for achieving low regret of this 

form: 
– Foster & Vohra, Hart & Mas-Colell, Fudenberg 

& Levine. 
– Will present method of [B-Mansour05] showing 

how to convert any “best expert” algorithm into 
one achieving low swap regret. 



Can convert any “best expert” algorithm A into one 
achieving low swap regret.  Idea: 

– Instantiate one copy Aj responsible for expected 
regret over times we play j. 

  

Alg 
Play p = pQ 

Cost vector c 
q2

 

A1 

A2 

An 

. 

. 

. 

Q 

– Allows us to view pj as prob we play 
action j, or as prob we play alg Aj. 

p2c 

– Give Aj feedback of pjc. 
– Aj guarantees ∑t (pj

tct)¢qj
t ·  mini ∑t pj

tci
t + [regret term] 

– Write as:       ∑t pj
t(qj

t¢ct) ·  mini ∑t pj
tci

t + [regret term] 



Can convert any “best expert” algorithm A into one 
achieving low swap regret.  Idea: 

– Instantiate one copy Aj responsible for expected 
regret over times we play j. 

  

Alg 
Play p = pQ 

Cost vector c 
q2

 

A1 

A2 

An 

. 

. 

. 

Q 

– Sum over j, get: 
 

p2c 

∑t ptQtct ·  ∑j mini ∑t pj
tci

t + n[regret term] 

– Write as:       ∑t pj
t(qj

t¢ct) ·  mini ∑t pj
tci

t + [regret term] 

Our total cost For each j, can move our prob to its own i=f(j) 



Branch point 

Algorithms for pricing multiple 
goods under combinatorial 

valuations 

Guiding dynamics to better 
equilibria 



Algorithms for pricing multiple goods 
under combinatorial valuations 

 
(Constant-factor approx for simple valuations, 

log(mn) approx for general valuations) 

[Balcan-B07, Balcan-B-Mansour08] 



Pricing multiple goods under combinatorial 
valuations 

• Say instead of a lemonade stand, you are a supermarket 
selling multiple goods (oranges, detergent, expo tickets,…). 

• Must assign individual prices to items.   
• Want to maximize revenue.  No distributional assumptions. 
• If customers have additive valuations, then can treat as n 

different single-item problems. 
 

What about more general cases? 
 

 

• Let’s start with single-minded valuations: Each customer i 
has a shopping list Li and will only shop if the total cost of 
items in Li is at most some amount vi. 

• Let’s look at even more special case: all Li are of size 2. 

Even here, purely algorithmic offline question not 
so easy.  Let’s say you know all the hLi, vii  pairs. 

Requirement of simplicity 



Graph vertex pricing 
• Given a multigraph G with values ve on the edges e. 
• Goal: assign prices pj ¸  0 on vertices to maximize: 

 NP-hard. 
 

 Question 1: can you get a factor 2 approx if G is bipartite? 
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e = (i,j) 
pi + pj  ·     ve  

∑     pi + pj 



Graph vertex pricing 
• Given a multigraph G with values ve on the edges e. 
• Goal: assign prices pj ¸  0 on vertices to maximize: 

 NP-hard. 
 

 Question 1: can you get a factor 2 approx if G is bipartite? 
   Sure: set prices on one side to 0, optimize other. 

 Question 2: can you get a factor 4 algorithm in general? 
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e = (i,j) 
pi + pj  ·     ve  

∑     pi + pj 



Graph vertex pricing 
• Given a multigraph G with values ve on the edges e. 
• Goal: assign prices pj ¸  0 on vertices to maximize: 
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 NP-hard. 
 

 Question 1: can you get a factor 2 approx if G is bipartite? 
   Sure: set prices on one side to 0, optimize other. 

 Question 2: can you get a factor 4 algorithm in general? 
 Sure: flip a coin for each node to put in L or R. 

 Question 3: can you beat this? (Nice open question) 

e = (i,j) 
pi + pj  ·     ve  

∑     pi + pj 



How about customers arriving online? 
• Given a multigraph G with values ve on the edges e. 
• Goal: assign prices pj ¸  0 on vertices to maximize: 

10 

40 
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20 
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 Use fact that the algorithm converts problem into n/2 
separate pricing problems. 

 So, just run n/2 separate experts/bandits algorithms! 
Do nearly as well as if had run prev alg knowing the customers 

 

 Also applies to offline, incentive-compatible setting. 

e = (i,j) 
pi + pj  ·     ve  

∑     pi + pj 



What about general-sized shopping lists? 
What about general, arbitrarily complicated valuations vi(S) 

for players i over bundles S?  (Still must assign prices to items) 
Turns out here you can get O(log mn) factor apx by a very 

simple algorithm.  (m = #customers, n= #items) 

What about more general valuations? 

• Assume for all i, maxS vi(S) 2  [1,h] and  ∑i maxS vi(S) ¸  h. 
• Alg: choose random price p 2  {h, h/2, h/4, …, h/(2nm)} and 

price all items at p. 

Thm: revenue within O(log mn) factor of max possible social 
welfare ∑i maxS vi(S). 

 
How to analyze? 



What about more general valuations? 

• Assume for all i, maxS vi(S) 2  [1,h] and  ∑i maxS vi(S) ¸  h. 
• Alg: choose random price p 2  {h, h/2, h/4, …, h/(2nm)} and 

price all items at p. 

• Focus on a single customer i. Analyze demand curve. 

Claim 1: # is monotone non-
increasing with p. 

# items 

price 

n0 

p0=0 p1 p2 pL-1 pL 

n1 

nL - 

- 

# items purchased vs price 



What about more general valuations? 
• Assume for all i, maxS vi(S) 2  [1,h] and  ∑i maxS vi(S) ¸  h. 
• Alg: choose random price p 2  {h, h/2, h/4, …, h/(2nm)} and 

price all items at p. 

• Focus on a single customer i. Analyze demand curve. 
 
# items 

price 

n0 

p0=0 p1 p2 pL-1 pL 

n1 

nL - 

- 

Claim 2:  maxS vi(S) = integral 
of curve. 

# items purchased vs price 



What about more general valuations? 
• Assume for all i, maxS vi(S) 2  [1,h] and  ∑i maxS vi(S) ¸  h. 
• Alg: choose random price p 2  {h, h/2, h/4, …, h/(2nm)} and 

price all items at p. 

• Focus on a single customer i. Analyze demand curve. 
 
# items 

price 

n0 

p0=0 p1 p2 pL-1 pL 

n1 

nL - 

- 

Claim 2:  maxS vi(S) = integral 
of curve. 

# items purchased vs price 



What about more general valuations? 
• Assume for all i, maxS vi(S) 2  [1,h] and  ∑i maxS vi(S) ¸  h. 
• Alg: choose random price p 2  {h, h/2, h/4, …, h/(2nm)} and 

price all items at p. 

• Focus on a single customer i. Analyze demand curve. 
 
# items n0 

price p0=0 p1 p2 pL-1 pL 

n1 

nL - 

- 

Claim 3: random p 2  {…} gets  
O(log(nm))-factor approx in 
expectation.  

# items purchased vs price 

price h/4 h/2 h h/(2nm) 

Sum of areas of 
rectangles at least half 
of area under curve to 

right of h/(2nm) 



What about more general valuations? 
• Assume for all i, maxS vi(S) 2  [1,h] and  ∑i maxS vi(S) ¸  h. 
• Alg: choose random price p 2  {h, h/2, h/4, …, h/(2nm)} and 

price all items at p. 

• Focus on a single customer i. Analyze demand curve. 
• So, random p gets O(log(nm))-factor approx in 

expectation for set of all m customers. 
 Claim 3: random p 2  {…} gets  

O(log(nm))-factor approx in 
expectation.  

• Algorithm clearly 
incentive-compatible 
and works online too. 

Sum of areas of 
rectangles at least half 
of area under curve to 

right of h/(2nm) 



Algorithms for pricing multiple goods 
under combinatorial valuations 

Summary: 
• 4 approx for single-minded sets of size 2. 
• Also O(k) apx for single-minded sets of size k. 
• General O(log mn) approx by picking random 

single price. 



 
 Stop 4: Guiding dynamics 

to higher-quality equilibria 



 
 Stop 4: Guiding dynamics 

to higher-quality equilibria 



Guiding Dynamics 
• So far, we have discussed convergence to some equilibrium. 

- This is usually the best you can hope for with natural 
dynamics, esp in time poly in the size of the game.  

• What about games with a big gap between their best 
and worst equilibria?  (E.g., large PoA, small PoS) 

Can we “nudge” these towards good states? 
[Balcan-B-Mansour’09][Balcan-B-Mansour’10] 



Good equilibria, Bad equilibria 
Many games have both good and bad equilibria.   
A nice formal example is fair cost-sharing.  n players in 

weighted directed graph G. Player i wants to get from si 
to ti, and they share cost of edges they use with others. 

G 



Good equilibria, Bad equilibria 
Many games have both good and bad equilibria.   
A nice formal example is fair cost-sharing.  n players in 

weighted directed graph G. Player i wants to get from si 
to ti, and they share cost of edges they use with others. 

s 

t 

1 n 

Good equilibrium: all use edge of cost 1. 
(cost 1/n per player) 

Bad equilibrium: all use edge of cost n. 
(cost 1 per player) 

Cost(bad equilib) = n¢Cost(good equilib) 



Good equilibria, Bad equilibria 
Many games have both good and bad equilibria.   
A nice formal example is fair cost-sharing.  n players in 

weighted directed graph G. Player i wants to get from si 
to ti, and they share cost of edges they use with others. 

 

… 1 1 1 1 
s1 sn 

t 

0 0 0 

k ¿  n 

cars 

Shared 
transit 

Note that here, 
bad equilb is what 
you’d expect from 
natural dynamics 
(players entering 
one at time, etc) 



Inefficiency of equilibria, PoA and PoS 

Price of Stability (PoS): ratio of best Nash equilibrium to OPT.   

Price of Anarchy (PoA): ratio of worst Nash equilibrium to OPT.   

Significant effort spent on understanding these in CS. 

[Koutsoupias-Papadimitriou’99]  

[Anshelevich et. al, 2004]  

E.g., for fair cost-sharing, PoS is log(n), whereas PoA is n.    



Cost-Sharing PoS 
For cost-sharing, PoS = O(log n): 
• Given state S, let ne = # players on edge e. Cost(S) = 

 

• Define potential ©(S) =  
 

• So,  
• ©(S) has the amazing property that if a player moves, 

then ©(S) changes by exactly the change in that player’s 
cost.  

• Now consider best-response dynamics starting           
from OPT.  © can only decrease.  So, cost ·  H(n)¢OPT. 

So, if could tell people to play OPT, and everyone went 
along, then BR dynamics would lead to good state. 



Congestion games more generally 
Game defined by n players and m resources. 

 
• Cost of a resource j is a function fj(nj) of the number nj of 

players using it. 

• Each player i chooses a set of resources (e.g., a path) from 
collection Si of allowable sets of resources (e.g., paths from si 
to ti).  
 
 

• Cost incurred by player i is the sum, over all resources being 
used, of the cost of the resource. 

• Generic potential function:  
 
 • Turns out any exact potential game can be written in this 
form. [Monderer&Shapley’96] 



Cost-Sharing PoS 
For cost-sharing, PoS = O(log n): 
• Given state S, let ne = # players on edge e. Cost(S) = 

 

• Define potential ©(S) =  
 

• So,  
• ©(S) has the amazing property that if a player moves, 

then ©(S) changes by exactly the change in that player’s 
cost.  

• Now consider best-response dynamics starting           
from OPT.  © can only decrease.  So, cost ·  H(n)¢OPT. 

So, if could tell people to play OPT, and everyone went 
along, then BR dynamics would lead to good state. 



“Public service advertising model”: 
0.  n players begin in some arbitrary configuration. 
1. Authority launches public-service advertising campaign, 

proposing joint action s*. 

… 1 1 1 1 
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Nudging from bad to good 



Nudging from bad to good 
“Public service advertising model”: 

0.  n players begin in some arbitrary configuration. 
1. Authority launches public-service advertising campaign, 

proposing joint action s*.  Each player i pays attention and 
follows with probability α.  Call these the receptive players 

… 1 1 1 1 
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1. Authority launches public-service advertising campaign, 
proposing joint action s*. 



Nudging from bad to good 
“Public service advertising model”: 

1. Authority launches public-service advertising campaign, 
proposing joint action s*.  Each player i pays attention and 
follows with probability α.  Call these the receptive players 

2. Remaining (non-receptive) players fall to some arbitrary 
equilibrium for themselves, given play of receptive players. 

3. Campaign wears off.  Entire set of players follows best-
response dynamics from then on. 

0.  n players begin in some arbitrary configuration. 
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Nudging from bad to good 
“Public service advertising model”: 

1. Authority launches public-service advertising campaign, 
proposing joint action s*.  Each player i pays attention and 
follows with probability α.  Call these the receptive players 

2. Remaining (non-receptive) players fall to some arbitrary 
equilibrium for themselves, given play of receptive players. 

3. Campaign wears off.  Entire set of players follows best-
response dynamics from then on. 

0.  n players begin in some arbitrary configuration. 

Note #1: if α=1, then it’s obvious.  Key issue: what if α < 1? 



Nudging from bad to good 
“Public service advertising model”: 

1. Authority launches public-service advertising campaign, 
proposing joint action s*.  Each player i pays attention and 
follows with probability α.  Call these the receptive players 

2. Remaining (non-receptive) players fall to some arbitrary 
equilibrium for themselves, given play of receptive players. 

3. Campaign wears off.  Entire set of players follows best-
response dynamics from then on. 

0.  n players begin in some arbitrary configuration. 

Note #2: Can replace 2 with poly(n) steps of best-response 
for non-receptive players. 



Fair Cost Sharing 

If only an α probability of players following the advice, 
then we get expected cost within O(log(n)/α) of OPT. 

(PoS = log(n), PoA = n) 

- In any NE for non-receptive players, any such player i 
can’t improve by switching to his path Pi

OPT in OPT. 

- Advertiser proposes OPT (any apx also works) 

- Calculate total cost of these guaranteed options. 

 Rearrange sum... 
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#receptives on 
edge e (any extras 

only helps) 



Fair Cost Sharing 

If only an α probability of players following the advice, 
then we get expected cost within O(log(n)/α) of OPT. 

(PoS = log(n), PoA = n) 

- Calculate total cost of these guaranteed options. 

 Rearrange sum... 

- Finally, use: X ~ Bi(n,p) 

- Take expectation, add back in cost of receptives: get 
O(OPT/α). (End of phase 2) 
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Fair Cost Sharing 

If only an α probability of players following the advice, 
then we get expected cost within O(log(n)/α) of OPT. 

(PoS = log(n), PoA = n) 

- Finally, use: X ~ Bi(n,p) 

- Take expectation, add back in cost of receptives: get 
O(OPT/α). (End of phase 2) 

- Finally, in last phase, potential argument shows behavior 
cannot get worse by more than an additional log(n) factor. 

(End of phase 3) 

… 1 1 1 1 
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Cost Sharing, Extension 
+ linear delays: 

- Problem: can’t argue as if remaining NR players 
didn’t exist since they add to delays 

-  Define shadow game: pure linear latency fns.  Offset defined 
by equilib at end of phase 2. 

# users on e at end of phase 2 

- Behavior at end of phase 2 is equilib for this game too. 

- Show 

- This has good PoA. 



How about a more adaptive model? 
• Instead of “receptives” and “non-receptives”, what if 

everyone is deciding for themselves whether or not to 
follow some proposed behavior?  



More “learning-based” model 

Someone analyzing game comes up with a good idea 
(joint action of low cost) and proposes it. 

Begin in some arbitrary configuration. 

     With probability pi do proposed action. 
     With probability 1-pi do best-response to current state. 

   Model A: 

   Model B: 

   Players go in a random order: 

      pi‘s stay fixed, at some poly time T*, everyone 
commits one way or the other. 

       Players use arbitrary learning rule to slowly vary 
their pi’s.  (only limit is learning rate). 

What will happen to the overall state of the system? 

[Learn then Decide] 

[Smoothly Adaptive] 



More “learning-based” model 

Someone analyzing game comes up with a good idea 
(joint action of low cost) and proposes it. 

Begin in some arbitrary configuration. 

     With probability pi do proposed action. 
     With probability 1-pi do best-response to current state. 

   Model A: 

   Model B: 

   Players go in a random order: 

      pi‘s stay fixed, at some poly time T*, everyone 
commits one way or the other. 

       Players use arbitrary learning rule to slowly vary 
their pi’s.  (only limit is learning rate). 

Can show good performance for fair cost-sharing in this 
model as well.  

[Learn then Decide] 

[Smoothly Adaptive] 



Stepping back… 
 Regret-minimizing algorithms give good performance against 

arbitrary sequence, convergence to some (coarse) correlated 
equilibrium. 
 

 But if others are reactive to you, then maybe had you 
behaved differently, sequence would have been better – e.g., 
case of good equilibria and bad equilibria. 
 

 Interesting to consider natural dynamics that perhaps can do 
better by knowing more about structure of the game being 
played. 
 

 In the context of pricing, learning algs can sometimes let you 
perform nearly as well as if you had known your distribution 
of customers in advance. 
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