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(Un)Fairness through Machine Learning
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Defining Unfairness

Formal Principle of Distributive Justice:
“Equals should be treated equally, and unequals unequally,

in proportion to relevant similarities and differences.”
[Aristotle, ..., Feinberg’1973]y

Working Definition of (Outcome) Unfairness:
Inequities in the allocation of harm/benefit to people

based on their irrelevant characteristics.
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Recidivism Risk Prediction
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Fair ML: Mathematical Notions of Fairness

I Fairness as equality of
I False Positive Rates: P[Y = 0|Ŷ = 1,S ]
I Positive Predictive Value: P[Y = 1|Ŷ = 1,S ]
I Accuracy: P[Y 6= Ŷ |S ]
I Demographic parity: P[Y = 1|S ]
I ...

across all s.
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Fair-ML: Tensions and Tradeoffs

I Fairness impossibility results
[Kleinberg et al.’16; Chouldechova’16]

I The appropriate formulation of fairness given the
context?
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Normative Underpinnings of Fairness Notions

I When should each notion of fairness be emphasized?

I What are the moral assumptions underlying each notion?

I Should we require multiple fairness criteria at the same time?

Equality of Opportunity

F A unifying framework for existing group-level notions

F A democratic approach toward a context-aware notion
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Part I

An Overview of the Prior Formulations of Fairness

7



Unfairness

Disparate or unequal harm/benefit to different groups.
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Myth: Data and ML tools are Neutral!

I Translating high-level objectives into data is not clear-cut.

I Data at best reflect the current state of the world.

I Training algorithms pick up the patterns in data.

I Predictive models make errors.

I Deployment in real-world may have unintended consequences.
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Supervised Learning Setting

I Training data set D = {(xi , yi )}ni=1 where

I xi ∈ X is the feature vector for individual i

I yi ∈ Y, the true label for him/her

I The learning algorithm fits a model h : X → Y with low error:

h = arg min
h′∈H
L(h′,D)

I ŷi = h(xi ) prediction for i

I si specifies the sensitive feature/ group membership.
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Mathematical Notions of Fairness

I Group notions
I Statistical parity
I Equality of accuracy
I Equality of false positive/false negative rates
I Equality of positive/negative predictive value

I Individual notions
I Treat similar individuals similarly.
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Statistical Parity

I Equal selection rate across different groups:

P[ŷ = 1|s1] = P[ŷ = 1|s2]

Equal Employment Opportunity Commission: “A selection rate for

any race, sex, or ethnic group which is less than four-fifths (or 80%) of

the rate for the group with the highest rate will generally be regarded by

the Federal enforcement agencies as evidence of [discrimination].”
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Pros and Cons

+ Simple and intuitive
+ Legal necessity
+ Applicable to data as well as predictions

− Not compatible with perfect predictor.
− Ignores possible correlation between Y and S .
− Allows laziness: accept qualified individuals in one group,
randomizing for the rest.
− Forces the ideal long-term goal on today’s decisions.
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Equality of Accuracy

I Equality of the prediction accuracy (`) across groups:

E[`(ŷ , y)|s1] = E[`(ŷ , y)|s2]

I Example: Gender shades (Buolamwini et al.’18)
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Pros and Cons

+ Intuitive—after all the ultimate goal of a predictive model is to
make accurate predictions.
+ Useful especially when QoS depends on accuracy.
+ Compatible with the perfect predictor.

− High accuracy is difficult to attain for the minority.
− Forces low-accuracy predictions on the majority.
− Allows for trading off different types of error.
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Equality of FPR/FNR

I Equality of the False Positive Rate (FPR) across groups:

P[ŷ = 1|y = 0, s1] = P[ŷ = 1|y = 0, s2]

I Equality of the False Negative Rate (FNR) across groups:

P[ŷ = 0|y = 1, s1] = P[ŷ = 0|y = 1, s2]

I Equality of Odds (both FNR and FPR)
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Pros and Cons

+ Compatible with the perfect predictor.
+ Penalizes laziness.

− Relies heavily on the target variable.
− Infra-marginality (Corbett-Davies et al.’18):
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Figure 4: Estimated distributions of violent recidivism risk for white and black defendants in the
COMPAS dataset (Larson et al., 2016). Because the shapes of the risk distributions di↵er, threshold
decisions necessarily mean that metrics like false positive rate also di↵er, illustrating the inherent
problems with those metrics as measures of fairness.

The e↵ect of classification parity on group well-being. When risk distributions di↵er, enforcing
classification parity can often decrease utility for all groups. Under relatively mild assumptions, Corbett-
Davies et al. (2017) show that the optimal way to achieve classification parity is by setting di↵erent decision
thresholds for di↵erent groups. Specifically, they show that among all decision rules that satisfy parity of
false positive rates, utility (as defined in Section 2.3) is maximized by implementing group-specific decision
thresholds. They similarly show that such multiple-threshold rules maximize utility among all algorithms
satisfying demographic parity, though the optimal thresholds for satisfying demographic parity will in general
di↵er from those necessary to optimally satisfy parity of false positive rates. Most importantly, the thresholds
required to optimally satisfy these classification parity constraints will typically di↵er from the optimal
thresholds for any community. Thus, requiring classification parity (or even approximate parity) can hurt
majority and minority groups alike.

Consider, for example, the risk distributions from Broward County depicted in Figure 4, where we
suppose that the vertical line at 25% is the utility-maximizing detention threshold (i.e., we suppose that
cdet/bcrime = 0.25, meaning that society is willing to detain four individuals to prevent one additional violent
crime). Then the utility-maximizing way to equalize false positive rates is by setting a 17% threshold for black
defendants and a 31% threshold for white defendants. Likewise, the optimal way to achieve demographic
parity is by setting a 16% threshold for black defendants and a 31% threshold for white defendants. In
either case, whites face an overly strict detention threshold. Moreover, if the costs of releasing a high-risk
defendant mostly fall on members of that defendant’s community (e.g., when violent crime in a community
is mostly committed by members of that community), then black communities experience harms due to an
overly lenient detention threshold. In this example, members of both groups could be made better o↵ by
relaxing the requirement that the decisions satisfy classification parity. Importantly, this scenario is not a
corner case designed to highlight the limitations of classification parity, nor is it a result of our assumption
that the optimal threshold is 25%. When risk distributions di↵er, classification parity is typically costly to
all groups, regardless of how society balances the relative costs of crime and detention.

Additional misconceptions about false positive rates. We conclude our discussion of classifi-
cation parity by highlighting two popular misconceptions specific to equalizing false positive rates. First, one
might believe that a di↵erence in group-level false positive rates indicates an informational disparity. In our
pretrial example, this view suggests that the higher observed false positive rate for black defendants relative
to whites results from using less predictive features for blacks. Accordingly, some have argued that requiring
parity of false positive rates creates an incentive for algorithm designers to collect better information on the
higher error-rate group—black defendants in this case (Hardt et al., 2016).

While this argument is intuitively appealing, it is again important to consider the shape of risk distri-
butions. As discussed above, risk distributions di↵er whenever base rates di↵er, regardless of the features
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Equality of PPV/NPV

I Equality of the Positive Predictive Value (PPV)

P[y = 1|ŷ = 1, s1] = P[y = 1|ŷ = 1, s2]

I Equality of the Negative Predictive Value (PPV)

P[y = 0|ŷ = 0, s1] = P[y = 0|ŷ = 0, s2]
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Calibration

I A risk score R : X → [0, 1] is calibrated iff

P[Y = 1|R(x) = r ] = r .

COMPAS Risk Scales:
Demonstrating

Accuracy Equity and Predictive Parity

Performance
of the COMPAS Risk Scales

in Broward County

Northpointe Inc.
Research Department

William Dieterich, Ph.D.
Christina Mendoza, M.S.

Tim Brennan, Ph.D.

July 8, 2016
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Pros and Cons

+ Ensures that risk measure means the same thing for all groups.
+ Compatible with the Bayes optimal rule.

− Relies heavily on the predicted label.
− Calibrated scores need not be accurate or non-discriminatory.
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Figure 7: Discriminating using calibrated, coarsened scores. The left panel shows the risk distri-
butions for two groups, and the group-specific thresholds used to define the three risk categories.
The right panel shows that these categories are calibrated. However, by detaining only defendants
in the “high risk” category (those above the dotted thresholds in the left panel), the decision maker
has successfully discriminated against the red group, who face a lower threshold than defendants
from the blue group; in this case, there are red defendants who are detained while equally-risky blue
defendants are released.

In practice, it is common for risk assessments to be reported on a discrete scale (e.g., “low”, “medium”,
or “high”) rather than as real-valued probability estimates. Although this strategy may aid interpretation
by human decision makers, it further complicates the role of calibration in assessing fairness. One sensible
way to create discrete risk categories is to bin the underlying continuous probability estimates. Applying
a threshold at any point on the discrete scale is then equivalent to thresholding the true risk, ensuring
that no taste-based discrimination is present. However, when risk distributions di↵er and the number of
categories is small, this strategy will typically not produce scores that are calibrated on the discrete scale—a
phenomenon akin to the problem of infra-marginality.17 In the extreme case—where risk scores are coarsened
into just two categories, “low” and “high”—calibration on the discrete scale is equivalent to requiring a form
of classification parity (specifically, both parity of positive predictive values and parity of negative predictive
values), and is problematic for the same reasons. For example, Figure 7 shows how calibrated, discrete
scores can mask taste-based discrimination, where di↵erent thresholds are used to bin individuals into risk
categories. One must accordingly be careful when assessing the calibration of discretized risk scores.

4 Open challenges for designing equitable algorithms

We have thus far focused on the shortcomings of mathematical definitions of fairness, but it is equally
important to identify a path forward, both for researchers and for policymakers. Unfortunately, there is no
simple procedure or metric to ensure algorithmic decisions are fair. We can, however, enumerate some of the
key principles and challenges for designing equitable algorithms. We specifically focus here on four broad
issues: (1) measurement error; (2) sample bias; (3) model form, including model interpretability; and (4)
externalities and equilibrium e↵ects.

Measurement error. In our above discussion, we have assumed that algorithmic decisions are based
on an individual’s true risk r(x) = Pr(Y = 1 | X = x), a condition that implicitly requires that we have
accurate measures of both y and x. We call measurement errors in these quantities label bias and feature

17Note, however, that the miscalibration produced by this strategy will never exceed one unit on the discrete scale;
members of every group in a given risk category will always be riskier on average than members of any group in
a lower risk category. Thus, COMPAS’s 2-point gender miscalibration shown in Figure 1 is still problematic even
though we should not in general expect perfect calibration when risk is converted into deciles.
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Confusion Matrix

For each group s, form:

ŷ = 0 ŷ = 1

y = 0 a (true negative) b (false positive)

y = 1 c (false negative) d (true positive)

I Statistical parity = Equality of
(

b+d
a+b+c+d

)
I Equality of accuracy = Equality of

(
a+d

a+b+c+d

)
I Equality of FPR/FNR = Equality of b

a+b/ c
c+d

I Equality of PPV/NPV = Equality of d
b+d / a

a+c

across all s.

22



The COMPAS Debate

I The likelihood of a non-recidivating black defendant being
assessed as high-risk is nearly twice that of white defendants.
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Propublica’s Argument

FPR is higher for black defendants!

Figure: From (Chouldechova’17)
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NorthPoint’s Argument

But the scores are well-calibrated (or PPV similar across all
groups)!

Figure: From (Chouldechova’17)
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Questions

I Could Northpoint have satisfied both calibration and equality
of odds?

I If not, which one is the right one in this context?
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Confusion Matrix

For each group s, form:

ŷ = 0 ŷ = 1

y = 0 TNs (true negative) FPs (false positive)

y = 1 FNs (false negative) TPs (true positive)

I Equality of FPR and FNR = Equality of FPs
FPs+TNs

& FNs
FNs+TPs

I Equality of PPV/NPV = Equality of TPs
TPs+FPs

/ TNs
TNs+FNs

across all s.
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Impossibility Result

It is easy to verify that

FPRs =
rs

1− rs

1− PPVs

PPVs
(1− FNRs)

where rs is the prevalence of recidivism (i.e., the prob. of y = 1) in
group s.

If PPV is equal across two groups but rs is different, FPR and
FNR cannot be equal for them.
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Questions

I Could Northpoint have satisfied both notions of fairness?
No!!!

I If not, which one is the right one in this context?
One approach: the EOP interpretaion.
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Part II

The Normative Underpinnings of Fairness Notions
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Equality Of Opportunity (EOP)

I Equality of opportunity 6= equality of outcomes
I Distinction types of inequality

1. due to arbitrary circumstances
2. due to effort

I Substantive EOP
I aims to remove type 1;
I considers type 2 morally acceptable.
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Economic Models of EOP

I An individual’s position/utility u (e.g., wage) is affected by
I circumstance c (e.g., gender),
I effort e −→ desert d (e.g., years of education).

I Policy φ induces a utility distribution u ∼ Fφ(d , c)
(e.g., wage as u)

Test score (e)

C
D

F 
of

 te
st

 s
co

re
 (u

)

c = school 1

c = school 2
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Rawlsian EOP

Definition (Lefranc et al.’09)

A policy φ satisfies Rawlsian EOP if for all circumstances c, c ′ and
all desert levels d ,

Fφ(.|c , d) = Fφ(.|c ′, d).

c d

b

c

d

b
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Rawlsian EOP

Definition (Lefranc et al.’09)

A policy φ satisfies Rawlsian EOP if for all circumstances c, c ′ and
all desert levels d ,

Fφ(.|c , d) = Fφ(.|c ′, d).

Example: according to Rawlsian EOP, Alice = Bob.

Ben Alice Bob Ann

7 yrs 5 yrs 5 yrs 3 yrs
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Luck Egalitarian EOP

Definition (Roemer’02)

A policy φ satisfies Luck Egalitarian EOP if for all desert quantiles
π ∈ [0, 1] and any two circumstances c , c ′:

Fφ(.|c , π) = Fφ(.|c ′, π).

c d

b

c

d

b
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Our Conceptual Mapping

Policy 𝝓 Predictive model h 

Effort e Desert d

Circumstance c Sensitive features s

Utility u benefit/harm b

Economic Models of EOP Fair Machine Learning
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Existing Group Fairness Notions as EOP

Notion of fairness Equality of Desert Benefit/Harm

Demographic Parity P[Ŷ |S ] 1 ŷ

Equality of Accuracy P[(Ŷ − Y )2|S ] 0 (ŷ − y)2

Equality of FPR/FNR P[Ŷ |Y ,S ] y ŷ

Equality of PPV/NPV P[Y |Ŷ ,S ] ŷ y
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The Framework

I EOP unifies existing group-level notions of fairness
I makes the moral assumptions in existing notions explicit:

I What factors are morally irrelevant?
I What factors determine an individual’s desert?
I How can they be summarized into a scalar?
I What is a suitable notion of benefit/burden for subjects?

I Toward democratic deliberation & human-in-the-loop
design of fairness notions.
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Back to Machine Bias

I Which better captures benefit/burden? y or ŷ?
I Which defendants are equally deserving of b?

I Those with similar true outcomes (similar y)?
I Those who are equally risky (similar ŷ)?

40



A Human-in-the-loop Framework to Construct a Notion

I Assuming Desert and Burden are linear functions of
X (Race, Gender, Age, Charge, Prior), Y , Ŷ :
I Desert = θDesert.〈X,Y 〉
I Burden = θBurden.〈X,Y , Ŷ 〉

F Fairness as Equality of ...

P[θ̂Burden.〈X,Y , Ŷ 〉|θ̂Desert.〈X,Y 〉, S ]

Race Gender Age Charge Prior Y Ŷ

θ̂Desert 0.11 −0.19 0.13 −0.46 −0.25 −0.41 N/A

θ̂Burden 0.06 −0.07 0.09 −0.09 −0.08 −0.18 −0.43
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Limitations of the EOP Family of Fairness Notions

I Simplified causal pathways

I Summarizing d and b into scalar

I Focus on a single benefit/burden

c4

d3

b1

d2d1c2

c3

c1

b2

I Black-and-white view of desert vs. circumstance.
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