
Parallel Computer Architecture and 

Programming

CMU 15-418/15-618, Fall 2026

Lecture 19:

Virtual Memory



CMU 15-418/618, 
Fall 2026

Today: All About Virtual 

Memory
▪ The virtual memory subsystem:

- Fundamentals

- How hardware supports virtual memory

- Techniques to alleviate address translation 

latency

- Translation coherence
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The Address Translation Wall

Image from: Zhao et al, “Contiguitas: The Pursuit of Physical Memory Contiguity in Datacenters.” In Proceedings of ISCA‘23.  3
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Virtual memory in the real world

Image from: Zhao et al, “Contiguitas: The Pursuit of Physical Memory Contiguity in Datacenters.” In Proceedings of ISCA‘23.  4
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Example

▪ int array[10]

▪ Where does a value live in memory?

▪ How does the processor find it?

HardwareApplication ?
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Physical addressing

▪ Found in “simple” systems like embedded 

microcontrollers

▪ Limited programmability

Main Memory

PA 16Core

Physical Address

(PA)

16

0
1

M-1
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Virtual Addressing

▪ Found in all modern systems! Servers, laptops, 

phones, tablets

▪ One of the great ideas in computer science

Main Memory

PA 16Core

Physical Address

(PA)

16

0
1

M-1

MMU

Virtual Address

(VA)

1300

▪ Efficient memory usage → DRAM caches part of 

the VA space

▪ Programmability → Each process gets a linear 

address space

▪ Security Isolation → Separate processes, kernel-

userspace
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Page Tables Main Memory

Virtual Memory Abstraction

HardwareOperating SystemApplication

Virtual Address (VA) Physical Address (PA)
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Page Tables Main Memory

Virtual Memory Abstraction

HardwareOperating SystemApplication
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Virtual Memory Abstraction

Application

Page Tables Main Memory

PA 4

PA 4VA 1
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Virtual Memory Abstraction

Application

Page Tables Main Memory

PA 4

PA 4VA 1

Storage

VA 8

PA 1

If Present bit is cleared →Page Fault!

• Split the physical address space into pages

• Use page tables to map virtual-to-physical mappings at page granularity

• Page fault: Page is not in memory → OS handled fetching the page and updated the entry

Page fault: In this case we are discussing a major page fault.

A minor page fault the page is in memory but not yet mapped

to the address space of the process. Both handled by the OS. 11
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Virtual Memory Abstraction

Application

Page Tables Main Memory

PA 4

PA 4VA 1

Storage

VA 8

PA 1

• Split the physical address space into pages

• Use page tables to map virtual-to-physical mappings at page granularity

• Page fault: Page is not in memory → OS handled fetching the page and updated the entry

Page fault: In this case we are discussing a major page fault.

A minor page fault the page is in memory but not yet mapped

to the address space of the process. Both handled by the OS. 12
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Virtual Memory Abstraction

Application

Page Tables Main Memory

PA 4

PA 4VA 1

Storage

PA 1VA 8

PA 1

• Split the physical address space into pages

• Use page tables to map virtual-to-physical mappings at page granularity

• Page fault: Page is not in memory → OS handled fetching the page and updated the entry

Physical Page NumberBits

Page Table Entry

13



CMU 15-418/618, 
Fall 2026

Virtual Memory Abstraction

Application

Page Tables Main Memory

PA 4

PA 4VA 1

Storage

PA 1VA 8

PA 1

• Split the physical address space into pages

• Use page tables to map virtual-to-physical mappings at page granularity

• Page fault: Page is not in memory → OS handled fetching the page and updated the entry

Physical Page NumberBits

Page Table Entry
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Virtual Memory in Hardware

▪ How hardware supports virtual memory?

▪ What we will cover next:

- TLB

- Page walks

- Interaction with caches

15
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Virtual Memory Abstraction

Application

Main Memory

PA 4

PA 4VA 1

PA 1VA 8

PA 1

Page Tables
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How to Find Translations?

Application

Main Memory

PA 4

PA 1

Page Tables

Core
L3 

Cache

L1 

Cache

L2 

Cache

Issue LD VA 1

PA 4VA 1

PA 1VA 8

• Fetching each translation on a load would be expensive!

• How about locality? Translations cover pages but we operate on cache lines

• E.g., 4KB translations → Enough for 64 cache lines of 64 bytes

17
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Translation Lookaside Buffer

Application

Main Memory

PA 4

PA 1

Page Tables

Core
L3 

Cache

L1 

Cache

L2 

Cache

TLB

Issue LD VA 1

TLB Miss!

PA 4VA 1

PA 1VA 8

• Fetching each translation on a load would be expensive!

• How about locality? Translations cover pages but we operate on cache lines

• E.g., 4KB translations → Enough for 64 cache lines of 64 bytes

• TLB → Caches recent translations
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How to Fill the TLB? Page Walk

Application

Main Memory

PA 4

PA 1

Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

TLB

PA 4VA 1

PA 1VA 8

→ “Page Walk” = Fetch entry from page tableTLB Miss

PA4VA1

Issue LD VA 1

• Fetching each translation on a load would be expensive!

• How about locality? Translations cover pages but we operate on cache lines

• E.g., 4KB translations → Enough for 64 cache lines of 64 bytes

• TLB → Caches recent translations

• Page walk: On a TLB miss fetch the entry from the page table
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TLB Hit

Application

Main Memory

PA 4

PA 1

Page Tables

Core
L3 

Cache

L1 

Cache

L2 

Cache

TLB

PA4VA1

PA 4VA 1

PA 1VA 8

Issue LD VA 1

• Fetching each translation on a load would be expensive!

• How about locality? Translations cover pages but we operate on cache lines

• E.g., 4KB translations → Enough for 64 cache lines of 64 bytes

• TLB → Caches recent translations

• Page walk: On a TLB miss fetch the entry from the page table

The TLB can provide substantial coverage!

Both spatial and temporal locality at 
page granularity

20
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TLB Interaction with Caches

Application

Main Memory

PA 4

PA 1

Page Tables

Core
L3 

Cache

L1 

Cache

L2 

Cache

TLB

PA4VA1

PA 4VA 1

PA 1VA 8

Issue LD VA 1

Use Virtual or Physical addresses?

If cache uses physical addresses → Need to translate before cache lookup!

Alternative: use virtual address tag → Complications due to aliasing, need to track/flush conflicts

Physical Address 
Space

Virtual Address 
Space
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TLB Interaction with Caches

47 … … 12 11 … 0

Virtual Page Number (VPN) Page OffsetAddress A

Virtual Address

Valid Dirty Tag Physical Page Number (PPN)

VPN A PPN X=TLB Hit

Physical Address Tag Cache 

Index

Block 

Offset

Byte 

Offset

Physical Page Number (PPN) Page Offset
Physical 

Address

Valid Tag

=

Data

Cache Hit Data

TLB

L1 Cache

22
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TLB Interaction with Caches

47 … … 12 11 … 0

Virtual Page Number (VPN) Page OffsetAddress A

Virtual Address

Valid Dirty Tag Physical Page Number (PPN)

VPN A PPN X=TLB Hit

Physical Address Tag Cache 

Index

Block 

Offset

Byte 

Offset

Physical Page Number (PPN) Page Offset
Physical 

Address

Valid Tag

=

Data

Cache Hit Data

TLB

L1 Cache

If cache index only from page offset

• Virtually indexed physically tagged (VIPT) 

• No need to wait for translation

• Limit on cache size!

Alternatives:

Physically index physically tagged (PIPT)

• Cannot access cache before TLB! 

Virtually index virtually tagged (VIVT)

• Synonyms!
23
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TLB Hit

Application

Main Memory

PA 4

PA 1

Page Tables

Core
L3 

Cache

L1 

Cache

L2 

Cache

TLB

PA4VA1

PA 4VA 1

PA 1VA 8

Issue LD VA 1

• Fetching each translation on a load would be expensive!

• How about locality? Translations cover pages but we operate on cache lines

• E.g., 4KB translations → Enough for 64 cache lines of 64 bytes

• TLB → Caches recent translations

• Page walk: On a TLB miss fetch the entry from the page table

24
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Page Tables and Translation Latency

▪ Page table structure of modern processors

▪ How to reduce the address translation latency?

- Multi-level TLBs

- Page Walk Caches (PWC)

- Caching translation in data caches

- Larger Translations

25



CMU 15-418/618, 
Fall 2026

Multi-level Radix Page Tables

Application

Main Memory

PA 4

PA 1

Page Tables

Core
L3 

Cache

L1 

Cache

L2 

Cache

TLB

PA4VA1

PA 4VA 1

PA 1VA 8

Issue LD VA 1
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Multi-level Radix Page Tables

Main Memory

PA 4

PA 1

x86-64 Radix Page Tables

27
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Main Memory

PA 4

PA 1

pmd
pte

PMD
PTE

CR3

47 … 39 38 … 30 29 … 21 20 … 12 11 … 0

9-bits 9-bits 9-bits 9-bits Page Offset

+
+

+
+

Address A

Virtual Address

TLB Entry

pgd
pud

PUD
PGD

PA4VA1

x86-64 Radix Page Tables

Multi-level Radix Page Tables

PGD: Page Global Directory

PGD: Page Upper Directory

PGD: Page Middle Directory

PTE: Page Table Entry

• Each page table is 4KB and each entry is 8 bytes → 512 entries per page
• We need 9 bits for index
• Base page size 4KB → Page offset 12 bits

28
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Main Memory

PA 4

PA 1

pmd
pte

PMD
PTE

CR3

47 … 39 38 … 30 29 … 21 20 … 12 11 … 0

9-bits 9-bits 9-bits 9-bits Page Offset

+
+

+
+

Address A

Virtual Address

TLB Entry

pgd
pud

PUD
PGD

PA4VA1

x86-64 Radix Page Tables

Multi-level Radix Page Tables

Why? sparsely populated address space 
(VA space >> PA space)

4KB2MB1GB512GB

PGD: Page Global Directory

PGD: Page Upper Directory

PGD: Page Middle Directory

PTE: Page Table Entry

• Each page table is 4KB and each entry is 8 bytes → 512 entries per page
• We need 9 bits for index
• Base page size 4KB → Page offset 12 bits

29
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Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

TLB

→ “Page Walk” = Fetch entry from radix page tableTLB Miss

Issue LD VA 1

PMD
PTE

PUDPGD

pud pmd pte
pgdpgd

Multi-level Radix Page Tables

• Radix page tables: Tree hierarchy of page tables

• Benefit: Easy to support sparsely populated address space (VA space >> PA space)

• Drawback: Page walk becomes a pointer chasing process

30
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Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

TLB

TLB Miss

Issue LD VA 1

PMD
PTE

PUDPGD

pgd

pgd

pud pmd ptepud

→ “Page Walk” = Fetch entry from radix page table

Multi-level Radix Page Tables

• Radix page tables: Tree hierarchy of page tables

• Benefit: Easy to support sparsely populated address space (VA space >> PA space)

• Drawback: Page walk becomes a pointer chasing process!
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Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

TLB

TLB Miss

Issue LD VA 1

PMD
PTE

PUDPGD

pud

pgd
pte

pud pmdpmd

→ “Page Walk” = Fetch entry from radix page table

Multi-level Radix Page Tables

• Radix page tables: Tree hierarchy of page tables

• Benefit: Easy to support sparsely populated address space (VA space >> PA space)

• Drawback: Page walk becomes a pointer chasing process!

32
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Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

TLB

TLB Miss

Issue LD VA 1

PMD
PTE

PUDPGD

pmd

pmd

pgd pud
ptepte

Multi-level Radix Page Tables

→ “Page Walk” = Fetch entry from radix page table

• Radix page tables: Tree hierarchy of page tables

• Benefit: Easy to support sparsely populated address space (VA space >> PA space)

• Drawback: Page walk becomes a pointer chasing process!

33
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Reducing Translation Overhead

▪ How to reduce the address translation latency?

▪ Techniques we will cover next:

- Multi-level TLBs

- Page Walk Caches (PWC)

- Caching translation in data caches

- Larger Translations

34
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Multilevel TLBs

Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

L1 TLB

PMD
PTE

PUDPGD

L2 TLB

pgd
pte

pud pmd

Intel i7 TLB structures

How to avoid the cost of page walks?

• Separate Instruction and Data TLBs

• Larger TLBs → L2 TLB (mixed I+D)

Benefit: Leverage locality in TLBs
Drawback: Extra hardware

Note: Very helpful for workloads
with access locality

35
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Page Walk Cache

Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

L1 TLB

PMD
PTE

PUDPGD

L2 TLB

PWC

pgd
pte

pud pmd

How to avoid the cost of page walks?

• Separate Instruction and Data TLBs

• Larger TLBs → L2 TLB (mixed I+D)

• Memory Management Unit Cache (MMU) → Locality at higher levels!

MMU

4KB2MB1GB512GB

Benefit: Shorten page walk

Very helpful upper levels of
the tree cover a large space and
exhibit good locality

36
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MMU

Translations in Data Caches

Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

L1 TLB

PMD
PTE

PUDPGD

L2 TLB

pgd pgd pud

pmd ptepud

PWC

pgd
pte

pud pmd

How to avoid the cost of page walks?

• Separate Instruction and Data TLBs

• Larger TLBs → L2 TLB (mixed I+D)

• Memory Management Unit Cache (MMU) → Locality at higher levels!

• Cache translations in data caches → Avoid expensive DRAM accesses

Benefit: Leverage cache locality for translations 

Very helpful when translations
exhibit reuse captured by the larger
caches→ avoids DRAM access.
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MMU

Larger Translations (Huge Pages)

Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

L1 TLB

PMD
PTE

PUDPGD

L2 TLB

pgd pgd pud

pmd ptepud

PWC

pgd
pte

pud pmd

How to avoid the cost of page walks?

• Separate Instruction and Data TLBs

• Larger TLBs → L2 TLB (mixed I+D)

• Memory Management Unit Cache (MMU) → Locality at higher levels!

• Cache translations in data caches → Avoid expensive DRAM accesses

• Huge pages → Map a larger PA to a VA range

Benefit: Fewer TLB entries & higher hit rate

Very helpful as TLB pressure is reduced
Same TLB space but lager “coverage” per entry
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Main Memory

PA 4

PA 1

pmd
pte

PMD
PTE

CR3

47 … 39 38 … 30 29 … 21 20 … 12 11 … 0

9-bits 9-bits 9-bits 9-bits Page Offset

+
+

+
+

Address A

Virtual Address

TLB Entry

pgd
pud

PUD
PGD

PA4VA1

x86-64 Radix Page Tables

Huge Pages with Radix Page Tables

4KB2MB1GB512GB
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Translation Coherence

▪ OS or HW responsible for:

- Loading the TLB with entries?

- Removing entries from the TLB?

- Create/update page tables?

▪ How to maintain coherence across TLBs?

40
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Hardware Responsibilities

Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

TLB

PMD
PTE

PUDPGD

pud pmd pte
pgd

Operating 

System

Hardware is responsible for:

• Perform page walks and locate translations → Raise exception on error (e.g., Page fault)

• Load TLB and replace TLB entries due to conflicts

• But no cache coherence between TLBs and Caches

• What are the implications? What if permissions of page change?

41
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OS Responsibilities

Application

Main Memory

PA 4

PA 1

Radix Page Tables

Core
L3

Cache

L1

Cache

L2

Cache

TLB

PMD
PTE

PUDPGD

pud pmd pte
pgd

Operating 

System

OS is responsible for:

• Creating page tables entries → Mapping of memory to the address space

• Update page tables entries → When? Permissions, page movement, updates, paging…

• Maintain translation coherence across TLBs!

42
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How Propagate PT Changes?

Core 0

Core 1

Main Memory

PA 4

PA 1

Radix Page Tables

PMD
PTE

PUDPGD

pud pmd pte
pgd

Core 2

Core N

No Caches or TLBs

• Updates to the page tables in shared memory could be read by other threads

• But this would be a very slow system! Why?

Change permissions to read-only

43
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How Propagate PT Changes?

Core 0

Core 1

Main Memory

PA 4

PA 1

Radix Page Tables

PMD
PTE

PUDPGD

pud pmd pte
pgd

Core 2

Core N

Change permissions to read-only

TLB 0

TLB 1

TLB 2

TLB N

L1 $ L2 $

L3 $

L1 $ L2 $

L1 $ L2 $

L1 $ L2 $

• TLB Shootdown:

- OS intervenes and flushes relevant entries from the TLBs!

44
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TLB Shootdown Steps

1. OS on initiating core locks the page table entry (PTE)

2. OS generates list of cores that may be using this PTE

3. Initiating core sends Inter-Processor Interrupt (IPI) to other cores

- Requesting that they invalidate their corresponding TLB entry

4. Initiating core invalidates local TLB entry; waits for acks

5. Other cores receive interrupts; execute interrupt handler

- Invalidate TLBs

- Send an ack back to the initiating core

6. Once initiating core receives all acks → unlocks PTE

45



CMU 15-418/618, 
Fall 2026

1. Lock Page Table Entry

Core 0

Core 1

Main Memory

PA 4

PA 1

Radix Page Tables

PMD
PTE

PUDPGD

pud pmd pte
pgd

Core 2

Core N

TLB 0

TLB 1

TLB 2

TLB N

L1 $ L2 $

L3 $

L1 $ L2 $

L1 $ L2 $

L1 $ L2 $

OS
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2. Generate list of cores

Core 0

Core 1

Main Memory

PA 4

PA 1

Radix Page Tables

PMD
PTE

PUDPGD

pud pmd pte
pgd

Core 2

Core N

TLB 0

TLB 1

TLB 2

TLB N

L1 $ L2 $

L3 $

L1 $ L2 $

L1 $ L2 $

L1 $ L2 $

OS { 1, 2, …N}
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3. Send IPIs to Other Cores

Core 0

Core 1

Main Memory

PA 4

PA 1

Radix Page Tables

PMD
PTE

PUDPGD

pud pmd pte
pgd

Core 2

Core N

TLB 0

TLB 1

TLB 2

TLB N

L1 $ L2 $

L3 $

L1 $ L2 $

L1 $ L2 $

L1 $ L2 $

OS

IPI

{ 1, 2, …N}

IPI: Inter-Processor Interrupts 48
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4. Invalidate local TLB

Core 0

Core 1

Main Memory

PA 4

PA 1

Radix Page Tables

PMD
PTE

PUDPGD

pud pmd pte
pgd

Core 2

Core N

TLB 0

TLB 1

TLB 2

TLB N

L1 $ L2 $

L3 $

L1 $ L2 $

L1 $ L2 $

L1 $ L2 $

OS

IPI

{ 1, 2, …N}
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5. Interrupt Handler Invalidate TLBs

Core 0

Core 1

Main Memory

PA 4

PA 1

Radix Page Tables

PMD
PTE

PUDPGD

pud pmd pte
pgd

Core 2

Core N

TLB 0

TLB 1

TLB 2

TLB N

L1 $ L2 $

L3 $

L1 $ L2 $

L1 $ L2 $

L1 $ L2 $

OS

IPI

{ 1, 2, …N}

OS

OS

OS
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6. Receive all acks and unlock PTE

Core 0

Core 1

Main Memory

PA 4

PA 1

Radix Page Tables

PMD
PTE

PUDPGD

pud pmd pte
pgd

Core 2

Core N

TLB 0

TLB 1

TLB 2

TLB N

L1 $ L2 $

L3 $

L1 $ L2 $

L1 $ L2 $

L1 $ L2 $

OS

Acks

{ 1, 2, …N}

OS

OS

OS

IPI
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Timeline of TLB Shootdown

Process A
Flush 

Pipeline
Save 

Context
Calculate 
Victim Set

Send 
IPIs

TLB 
Invalidat

e
Wait

Restore 
Context

Flush 
Pipeline

Process A

Process A: Thread B
Flush 

Pipeline
Save 

Context

TLB 
Invalidat

e

Restore 
Context

Flush 
Pipeline

Process A

Process A: Tread C
Flush 

Pipeline
Save 

Context

TLB 
Invalidat

e

Restore 
Context

Flush 
Pipeline

Process A

Time

C
o
re

s

Trigger PTE

Modification

Page Table

Update

IPI

IPI

Ack

Ack

Substantial performance impact on multithreaded applications
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Performance of TLB Shootdown

Image from: Baumann et al,“The Multikernel: a New OS Architecture for Scalable Multicore Systems.” In Proceedings of SOSP ‘09.  

• Expensive operation

- e.g., over 10,000 cycles on 8 or more cores

• Gets more expensive with increasing number of cores

53
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Quiz Time

▪ babelfish

54
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Further reading
https://dl.acm.org/doi/pdf/10.1145/36206.36181

ASPLOS II - 1987

55
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From Virtual Memory to Virtual Machines

Supports isolation and security

Sharing hardware among many unrelated users

Enabled by raw speed of processors, making the overhead more 

acceptable

Allows different ISAs and OS to be presented to user programs

- “System Virtual Machines”

- SVM software is called “virtual machine monitor” or “hypervisor”

- Individual virtual machines run under the monitor are called “guest VMs”

56
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VMM Requirements

Guest software should:

- Behave on as if running on native hardware

- Not be able to change allocation of real system 

resources

VMM should be able to “context switch” guests

Hardware must allow:

- System and use processor modes

- Privileged subset of instructions for allocating system 

resources
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Impact of VMs on Virtual Memory

Each guest OS maintains its own set of page tables

- VMM adds a level of memory between physical and virtual 

memory called “real memory”

- VMM maintains shadow page table that maps guest virtual 

addresses to physical addresses

- Requires VMM to detect guest’s changes to its own page 

table

- Occurs naturally if accessing the page table pointer is a 

privileged operation
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Impact of VMs on Virtual Memory
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Virtualization Extensions

Objectives:

- Avoid flushing TLB

- Use nested page tables instead of shadow 

page tables

- Allow devices to use DMA to move data

- Allow guest OS’s to handle device 

interrupts

- For security:  allow programs to manage 

encrypted portions of code and data
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