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Why Reinforcement Learning (RL) for 
Robotics?

• Robotics: Sequential Decision-Making
• RL is about optimizing a sequence of decisions
• Modeling the world can be hard or incomplete
– RL can use data gathered by the robot to 

compensate for an incomplete (or no) model of 
the world



Why Deep Learning for Robotics?

• Deep learning can be used to learn complex 
dynamics models or complex policies:
– Dynamics model: 
– Policy:

• Either of these functions can be represented 
using a neural network

• Allows greater flexibility / accuracy than hand-
defined policy classes / models

s0 ⇠ p(s0|s, a)
a ⇠ p(a|s)



Deep RL Examples

Silver, Huang, et al, 
2016

(AlphaGo)



From Pixels to Actions?

Pong Enduro Beamrider Q*bert

Pieter Abbeel -- UC Berkeley / OpenAI / 
Gradescope



Potential Issues with Deep RL

• Not sample efficient
• Hard to specify rewards correctly for complex tasks
• Not safe
• Not generalizable to new environments / new tasks
• May be harder to interpret

There is ongoing research in developing better methods to fix 
these problems!
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Robot Learning has been used for 
various low-level skills:

• Bipedal Locomotion
• Robot Acrobatics
• Flight / Aerial Robotics
• Drifting
• Throwing / Catching
• Grasping
• In-hand manipulation
• Sim2Real Transfer
• Reward functions



Bipedal Locomotion



Robot Acrobatics



Aerial Flight – Sim2Real



Drifting – deep model-based RL



Throwing – deep RL



Grasping – deep RL



In-hand manipulation – deep model-
based RL



In-hand manipulation – deep RL 
(sim2Real)



Manipulation – deep RL (Sim2Real)



Locomotion – deep model-based RL



Locomotion - deep model-based RL



Robot learning has also been used for 
various high-level reasoning tasks:

• Autonomous Driving
• Navigation 
• Multi-object Manipulation
• Tool Use
• Reasoning / Planning



Multi-Object Manipulation



Tool Use



Long Horizon RL
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Markov Decision Processes

o An MDP is defined by:
o A set of states s Î S
o A set of actions a Î A
o A transition function T(s, a, s’)

o Probability that a from s leads to s’, i.e., P(s’| s, a)
o Also called the dynamics model

o A reward function r(s, a, s’) 
o Sometimes just r(s) or r(s’)

o A start state
o or a distribution over start states

o Maybe a terminal state

o Other terms:
o Trajectory: Sequence of states and actions

[Demo – gridworld manual intro (L8D1)]

s0, a0, s1, a1, ..., sT , aT



Markov Decision Processes

o Objective of the agent is defined by:
o reward function r(s, a, s’) 
o ri = reward received at time i

o “Return” = sum of rewards

o Goal: Maximize the “expected return”

R = r0 + r1 + r2 + ...

=
1X

i=0

ri

maxE[R] = E[
1X

i=0

ri]



Policies

o For any MDPs, we can define a
policy p: S → A
o A policy p gives an action for each state
o Policy can also be stochastic; maps from states 

to a probability distribution over actions
o An optimal policy p* is one that maximizes        

expected return if followed

o The goal of RL is to find the optimal policy

⇡⇤ = argmax
⇡

E[R | ⇡] = E[
1X

i=0

ri | ⇡]



R. S. Sutton and A. G. Barto: Reinforcement Learning: An Introduction 10

Policy Iteration

 policy evaluation policy improvement
“greedification”

4.3. POLICY ITERATION 91

selected in the new greedy policy. Any apportioning scheme is allowed as long
as all submaximal actions are given zero probability.

The last row of Figure 4.2 shows an example of policy improvement for
stochastic policies. Here the original policy, ⇡, is the equiprobable random
policy, and the new policy, ⇡

0, is greedy with respect to v⇡. The value function
v⇡ is shown in the bottom-left diagram and the set of possible ⇡

0 is shown in
the bottom-right diagram. The states with multiple arrows in the ⇡

0 diagram
are those in which several actions achieve the maximum in (4.9); any appor-
tionment of probability among these actions is permitted. The value function
of any such policy, v⇡0(s), can be seen by inspection to be either �1, �2, or �3
at all states, s 2 S, whereas v⇡(s) is at most �14. Thus, v⇡0(s) � v⇡(s), for all
s 2 S, illustrating policy improvement. Although in this case the new policy
⇡

0 happens to be optimal, in general only an improvement is guaranteed.

4.3 Policy Iteration

Once a policy, ⇡, has been improved using v⇡ to yield a better policy, ⇡
0, we can

then compute v⇡0 and improve it again to yield an even better ⇡
00. We can thus

obtain a sequence of monotonically improving policies and value functions:

⇡0
E�! v⇡0

I�! ⇡1
E�! v⇡1

I�! ⇡2
E�! · · · I�! ⇡⇤

E�! v⇤,

where
E�! denotes a policy evaluation and

I�! denotes a policy improvement .
Each policy is guaranteed to be a strict improvement over the previous one
(unless it is already optimal). Because a finite MDP has only a finite number
of policies, this process must converge to an optimal policy and optimal value
function in a finite number of iterations.

This way of finding an optimal policy is called policy iteration. A complete
algorithm is given in Figure 4.3. Note that each policy evaluation, itself an
iterative computation, is started with the value function for the previous policy.
This typically results in a great increase in the speed of convergence of policy
evaluation (presumably because the value function changes little from one
policy to the next).

Policy iteration often converges in surprisingly few iterations. This is illus-
trated by the example in Figure 4.2. The bottom-left diagram shows the value
function for the equiprobable random policy, and the bottom-right diagram
shows a greedy policy for this value function. The policy improvement theo-
rem assures us that these policies are better than the original random policy.
In this case, however, these policies are not just better, but optimal, proceed-
ing to the terminal states in the minimum number of steps. In this example,
policy iteration would find the optimal policy after just one iteration.

Policy Iteration

Random 
initial 
policy



Policy Iteration

Policy Evaluation:
Estimate the long-term effect of a robot’s actions

Policy Improvement:
Choose the action with the best long-term effect

Repeat



n Sample m trajectories on robot

n Evaluate how good each trajectory was

n Update policy to make good actions more likely, bad actions 
less likely

Likelihood Ratio Gradient: Intuition



Model-based RL
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Cloth State Estimation

Neural Network

Depth Image (No color)

Estimated Corners

Estimated Edges



Deformable Object Manipulation for Cooking

• Flatten dough into 
particular shape

• Mix mixture until 
homogenous

• Scoop balls of 
particular size

• Fold tortilla, keeping 
food inside

• Pour water 
without spilling



Deformable Object Simulation - Dough



Deformable Object Simulation - Pouring



Simulation – Pass water quickly without spilling



Simulation – Rope Manipulation



Future Work: Cloth Manipulation



Future Work: Representation Learning



Future Directions

• Representation learning for manipulation
• Self-supervised rewards with imperfect perception
• Combining haptic and visual feedback

• Examples:
• Manipulating cloth
• Manipulating dough / other soft objects
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Questions?


