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Discussion Based Warm-ups

(a) Recall the definition of satisfiability and entailment.
• Satisfiability:
”A sentence is satisfiable if it is true in, or satisfied by, some model...” (pg. 250 in AIMA 3rd editon).
• Entailment:
α |= β if and only if the sentence (α ∧ ¬β) is unsatisfiable.
(b) What is the difference between satisfiability and entailment? Can you use one to prove the other?
Satisfiability determines if there exists a model that makes a sentence true. Entailment determines if one
sentence (query) is true in all possible satisfying models of another sentence (knowledge base).
We can prove β from α by checking that (α∧¬β) is unsatisfiable (via reductio ad absurdum i.e. reduction
to an absurd thing).
If your model is underconstrained, SATPLAN will choose assignments for unknown variables to find
a plan; however, these plans may not be entailed by what is known by the knowledge base.
Example:

In this problem, the agent is represented by the pink triangle.
Consider an agent at [1,1] at time 0. We denote this by (L01,1 ).
At time t, the agent can take one of the following actions:
(1) move forward by one square (denoted by [F orwardt ])
(2) shoot an arrow (denoted by [Shoott ]) and stay in the current position.
Suppose the agent’s goal is to be at [2,1] at time 1. We denote this by (L12,1 ).
Our initial knowledge base (KB) is L01,1 . To reach the goal, SATPLAN will find the plan [F orward0 ]
(so, the agent is in [1,1] at time 0 and moves to [2,1] at time 1 by moving forward one square).
However, we never specified that the agent cannot be in two places at once. As a result, SATPLAN’s
model includes the assignment L02,1 and also finds the plan [Shoot0 ] (so, the agent can be in [2,1] at time
0 and stay there at time 1 by shooting).
L02,1 is unknown as it is not in our knowledge base. Therefore, entailment cannot be used as proof
for satisfiability.
However, in propositional logic, we can set L02,1 to whatever value makes the goal true.
For this reason, SATPLAN is a good debugging tool for knowledge bases because it reveals places where
knowledge is missing. In this particular case, we can fix the knowledge base by asserting that the agent
is in exactly on location at each time step.
If your model is underconstrained, SATPLAN will choose assignments for unknown variables to find
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a plan; as seen in this example, one of those plans is not entailed by what is known by the knowledge
base.
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SATurdays are for everyone

1. Determine whether the sentences below are satisfiable or unsatisfiable (using any method you like).
(a) (¬(y ∨ ¬y) ∨ x) ∧ (x ∨ (z ⇐⇒ ¬z))
Satisfiable
Logical reduction:
(¬(y ∨ ¬y) ∨ x) ∧ (x ∨ (z ⇐⇒ ¬z))
((¬y ∧ y) ∨ x) ∧ (x ∨ (z ⇐⇒ ¬z))
(⊥ ∨ x) ∧ (x ∨ (z ⇐⇒ ¬z))
x ∧ (x ∨ (z ⇐⇒ ¬z))
x ∧ (x ∨ ((z ⇒ ¬z) ∧ (¬z ⇒ z)))
x ∧ (x ∨ ((¬z ∨ ¬z) ∧ (z ∨ z)))
x ∧ (x ∨ (¬z ∧ z))
x ∧ (x ∨ ⊥)
x∧x
x

original sentence
De Morgan’s Law
(¬y ∧ y) reduces to ⊥
(⊥ ∨ x) reduces to x
Biconditional Elimination
Implication Elimination
(¬z ∨ ¬z) reduces to ¬z, (z ∨ z) reduces to z
(¬z ∧ z) reduces to ⊥
(x ∨ ⊥) reduces to x
(x ∧ x) reduces to x

Assign x = >. Then, we can choose any arbitrary assignment for y and z, and the sentence will be
satisfied.
(b) ¬(x ∨ ¬(x ∧ (z ∨ >))) =⇒ ¬(y ∧ (¬y ∨ (> =⇒ ⊥)))
Satisfiable
Logical reduction:
¬(x ∨ ¬(x ∧ (z ∨ >))) =⇒ ¬(y ∧ (¬y ∨ (> =⇒ ⊥)))
(x ∨ ¬(x ∧ (z ∨ >))) ∨ ¬(y ∧ (¬y ∨ (> =⇒ ⊥)))
(x ∨ ¬(x ∧ (z ∨ >))) ∨ ¬(y ∧ (¬y ∨ (⊥ ∨ ⊥)))
(x ∨ ¬(x ∧ (z ∨ >))) ∨ ¬(y ∧ (¬y ∨ ⊥))
(x ∨ ¬(x ∧ (z ∨ >))) ∨ ¬(y ∧ ¬y)
(x ∨ ¬(x ∧ (z ∨ >))) ∨ ¬(⊥)
(x ∨ ¬(x ∧ (z ∨ >))) ∨ >
(x ∨ ¬(x ∧ >)) ∨ >
(x ∨ ¬x) ∨ >
>∨>
>

original sentence
Implication Elimination
Implication Elimination
(⊥ ∨ ⊥) reduces to ⊥
(¬y ∨ ⊥) reduces to ¬y
(y ∧ ¬y) reduces to ⊥
¬(⊥) reduces to >
z ∨ > reduces to >
x ∧ > reduces to x
x ∨ ¬x reduces to >
> ∨ > reduces to >

We can choose any arbitrary assignment for x, y and z and the sentence will be satisfied.
(c) (((> ⇐⇒ ¬(x ∨ ¬x)) ∨ z) ∨ z) ∧ ¬(z ∧ ((z ∧ ¬z) =⇒ x))
Unsatisfiable
Logical reduction:
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(((> ⇐⇒ ¬(x ∨ ¬x)) ∨ z) ∨ z) ∧ ¬(z ∧ ((z ∧ ¬z) ⇒ x))
(((> ⇐⇒ ¬(>)) ∨ z) ∨ z) ∧ ¬(z ∧ ((z ∧ ¬z) ⇒ x))
(((> ⇐⇒ ⊥) ∨ z) ∨ z) ∧ ¬(z ∧ ((z ∧ ¬z) ⇒ x))
(((> ⇒ ⊥)∧(⊥ ⇒ >))∨z)∨z)∧¬(z ∧((z ∧¬z) ⇒ x))
(((⊥∨⊥)∧(>∨>))∨z)∨z)∧¬(z ∧((z ∧¬z) ⇒ x))
((⊥ ∧ >) ∨ z) ∨ z) ∧ ¬(z ∧ ((z ∧ ¬z) ⇒ x))
(⊥ ∨ z) ∨ z) ∧ ¬(z ∧ ((z ∧ ¬z) ⇒ x))
z ∧ ¬(z ∧ ((z ∧ ¬z) ⇒ x))
z ∧ ¬(z ∧ (⊥ ⇒ x))
z ∧ ¬(z ∧ (> ∨ ¬x))
z ∧ ¬(z ∧ >)
z ∧ ¬z
⊥

original sentence
(x ∨ ¬x) reduces to >
¬(>) reduces to ⊥
Biconditional Elimination
Implication Elimination
(⊥ ∨ ⊥) reduces to ⊥, (> ∨ >) reduces to >
(⊥ ∧ >) reduces to ⊥
((⊥ ∨ z) ∨ z) reduces to z
(z ∧ ¬z) reduces to ⊥
Implication Elimination
(> ∨ ¬x) reduces to >
(z ∧ >) reduces to z
z ∧ ¬z reduces to ⊥

This sentence is logically equivalent to ⊥, and therefore cannot be satisfied.
2. Suppose A |= B. Which of the following statements must be true for all truth assignments to A and B?
(a) A ∧ B
(b) A ⇒ B

(c) B ⇒ A
(d) A ∨ B

(e) B

(b) A ⇒ B
3. How would we formulate the SAT problem as a CSP? What are the variables? Domains? Constraints?
SAT can be modeled as a CSP in which the variables are literals with domain {>, ⊥}, and the constraints
are the clauses themselves.
4. Suppose we have an algorithm which determines whether a sentence is satisfiable or not. Given two
sentences A and B, how could we determine whether A |= B?
If A |= B, all models which satisfy A also satisfy B.
5. Determine whether the sentence below is satisfiable or unsatisfiable using DPLL. Break ties by assigning
variables in alphabetical order, starting with false. If satisfiable, what model does the algorithm find?
(A ∨ B) ∧ (B ∨ C ∨ D) ∧ (¬A ∨ ¬B ∨ C) ∧ (¬A ∨ ¬C ∨ ¬D) ∧ A ∧ (C ∨ ¬D)
Assign
Assign
Assign
Assign

>
⊥
⊥
>

to
to
to
to

A (unit clause): (B ∨ C ∨ D) ∧ (¬B ∨ C) ∧ (¬C ∨ ¬D) ∧ (C ∨ ¬D)
B (value assignment): (C ∨ D) ∧ (¬C ∨ ¬D) ∧ (C ∨ ¬D)
C (value assignment): (D) ∧ (¬D)
D (unit clause - could also be ⊥): ¬D evaluates to false, so we have to backtrack.

Assign > to C (backtrack): (¬D)
Assign ⊥ to D (unit clause): This sentence is satisfiable; the model found is A : >, B : ⊥, C : >, D : ⊥.
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Wandering in Wumpus World

We bring together what we have learned in lecture as well as the ideas of search so far in order to construct
wumpus world agents that use propositional logic. The first step is to enable the agent to deduce, to the
extent possible, the state of the world given its percept history. This requires writing down a complete logical
model of the effects of actions. We also show how the agent can keep track of the world efficiently without
going into the percept history for each inference. Finally, we show how the agent can use logical inference to
construct plans that are guaranteed to achieve its goals.
Try it out: http://thiagodnf.github.io/wumpus-world-simulator/
Throughout this question, we will present several screenshots from the Wumpus World simulator linked
previously. In each of these, assume that you do have an arrow on hand (as an extra exercise, consider how
the answers might be different if you did not have an arrow). Also, note that the location of the explorer can
be ignored. We just tried to place him somewhere where he wouldn’t be blocking the text!
Refer to the code below to answer the questions:

Figure 1: Hybrid-Wumpus-Agent from AIMIA 3rd ed. It uses a propositional knowledge base to infer the
state of the world, and a combination of problem-solving search and domain-specific code to decide what
actions to take.
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(a) Consider the following Wumpus World state:

Figure 2: Entailment vs. Satisfiability?
Based on our previous discussion around entailment and satisfiability, identify locations where our knowledge base entails that there must be a Wumpus, Pit, or safe path. Additionally, identify locations where
Wumpuses, Pit, and safe paths are not entailed but could be satisfied.
We’ve marked places where a pit (PT), wumpus (WP), safe (SF) can be satisfied with S-values. Entailments are indicated with E-values.
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(b) Take a moment to familiarize yourself with the pseudocode below to understand how we might decide to
act in Wumpus World. You’ll notice that we have labeled the key decision-making portions of this code,
and that different decisions need to be made given the state of our knowledge base.
On the next page, match each of the following states to one of the labeled code chunks in the pseudocode, and explain your reasoning.

Figure 3: Hybrid-Wumpus-Agent from AIMIA 3rd ed. It uses a propositional knowledge base to infer the
state of the world, and a combination of problem-solving search and domain-specific code to decide what
actions to take.
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Code Chunk
C: There are two stenches within
reasonable distance; therefore,
based on satisfiability, it is possible for a Wumpus to exist in the
unvisited square diagonal from
our explorer. There are also no
guaranteed safe spaces. Since we
have an arrow that we can use
in case of Wumpus, we plan to
shoot our arrow.

B: We have found an unvisited
square free from breeze or stench.
We know, based on our knowledge base, that this unvisited
square must therefore also be
safe and we can visit it.

A: We have found gold, and we
can grab it, and then plan the
shortest, safest route out.

D: There is no guaranteed safe
square; therefore, we must take
a risk.

Table 1: Which code chunk is applicable for each of these states?
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Journey to Success(or-State Axioms)

(a) First, let’s review some definitions. What are successor-state axioms?

Successor-state axioms are axioms outlining what preconditions must be true in order to ensure that the
state at the next time step will be specified. By definition, it is an axiom that sets the truth value of
F t+1 (where F is some fluent, or changeable variable in an environment) in one of two ways:
• The action at time t causes F to be true at t + 1 (which refers to ActionCausesF t )
• F was already true at time t and the action at time t does not cause it to be false.
It has the following schema: F t+1 ⇐⇒ ActionCausesF t ∨ (F t ∧ ¬ActionCausesN otF t ).
We use successor-state axioms to ensure that each state we compute is the result of legal action.
(b) Consider the following Mini Pacman grid. In this simplified world, the only available actions are Left,
Right, and Stay. The only possible states are P acman(1,1) and P acman(2,1) . If Pacman tries to move
into a wall, he will stay in the same state.
Notice that Pacman’s state and actions are both fluent, so we can set up successor-state axioms to
define how Pacman moves in this world. Write the successor-state axiom corresponding to Figure 4.

Figure 4: Mini Pacman Grid

t
t
t
Successor-state axiom: P acmant+1
(2,1) ⇐⇒ Right ∨ (P acman(2,1) ∧ ¬Lef t )

F t+1 is P acmant+1
(2,1)
ActionCausesF t is Rightt
(F t ∧ ¬ActionCausesN otF t ) is (P acmant(2,1) ∧ ¬Lef tt )
Think about how you could prevent Pacman from being in multiple states or taking multiple actions at
the same time. You will get to explore this in P3!
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