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1 Asymptotic Complexity

Complexity can be thought of as a measure of how difficult something is to
compute. Typically, this would be measured in terms of the number of steps
it takes, but in general it might be used to refer to the consumption of any
sort of resource, like space or energy. In this course, we will be analyzing the
complexity of particular programs.

The adjective asymptotic describes the quality of complexity we normally
care about: how it behaves in the limit. We like to think about how the com-
plexity of a program scales with the size of its input (or occasionally the size
of other features) so that we have a loose sense of our code’s efficiency. Faster
growing complexities will always eventually outpace slower ones, and are thus
less efficient in the limit. Knowing how the complexity scales can also inform
us how many more resources to set aside to apply our code to larger problems.

1.1 Big O

In order to classify the different growth rates of complexity, we use a special
notation called big O, along with its relatives1. Each of these is used to pick
out sets of numerical functions that have growth rates within certain parame-
terized bounds. For example, we call the functions in O(n) linearly bounded, or
sometimes just linear.

Big O itself gives us a sort of upper bound on function growth rates, and
will be our main focus in this course. Sometimes people describe big O as
bounding the worst case cost - this is not really true. Big O is simply a way
to describe functions with growth rates under some bound, and can be used to
describe worst case, average case, best case, or any other sort of cost you care
to measure.

It is convenient and common when talking about big O to explicitly include
the formal parameter of functions, so we would write f(x) instead of f . With
this convention in mind, the definition of O(f(x)) is the set of functions that

1This is also called Bachmann-Landau notation.
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are upper-bounded by a scalar of f(x) on large enough inputs. Or more formally,
g(x) ∈ O(f(x)) 2 if:

• for some choice of n0 and c

• for every n ≥ n0

• |c ∗ f(n)| ≥ |g(n)|

It does not matter which n0 and c you choose, as long as any choice works.
Also, we may ignore the absolute values in the final condition if we are just
working with positive functions, which is usually the case.

We can also define big O for functions of multiple variables, like O(f(m,n)).
The way we extend our old definition is to have both m and n be at least n0, so
we consider how the function grows as all parameters get big.3

Here are some examples of big O classifications and non-classifications:

• n ∈ O(n) but n 6∈ O(1)

• 500n + 37
√
n− 2.5 ∈ O(n) and n ∈ O(500n + 37

√
n− 2.5)

• n ∈ O(n2) but n2 6∈ O(n)

• log2(n) ∈ O(
√
n) but

√
n 6∈ O(log2(n))

• 2n ∈ O(3n) but 3n 6∈ O(2n)

• 5 ∈ O(1) and 1 ∈ O(5)

• 1
n ∈ O(1) but 1 6∈ O( 1

n )

•

{
2n n ≤ 1000000

5 else
∈ O(1) even though 2n 6∈ O(1)

There are many common abuses of big O notation used by those that work
with it, so it is good to be aware of them. The common idea is that people write
O(f(n)) to stand in for some function in the set. Thus, you will see notation
like the following:

• f(n) = O(g(n)) meaning f(n) ∈ O(g(n))

• n2 + 5n + O(1) meaning n2 + 5n + f(n) for some f(n) ∈ O(1)

With such notation in mind, here are some properties of big O:

• O(f(n)) = O(c ∗ f(n)) for c 6= 0

2We read the symbol ∈ as “is a member of the set”, or more simply, “is in”.
3Be aware that sometimes people extend big O to multiple parameters differently than this

definition. However, this is probably the most common choice.
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• O(f(n)) + O(g(n)) = O(f(n) + g(n))
= max(O(f(n)), O(g(n))) = O(max(f(n), g(n)))

• O(f(n)) ∗O(g(n)) = O(f(n) ∗ g(n))

• bO(f(n)) may not be equal to O(bf(n))

• O(loga(n)) = O(logb(n)) for any valid bases a, b 4

• O(log(nk)) = O(log(n)) for any constant k

• O(na) ( O(nb) for b > a ≥ 0

• O(an) ( O(bn) for b > a ≥ 1

• O(na) ( O(bn) for b > 1

• O(log(n)) ( O(na) for a > 1

• O(
∑n

i=1
1
i ) = O(log(n))

• O(n!) = O(e−nnn+ 1
2 )

• O(
∑n

i=1 i
k) = O(nk+1)

There are other asymptotic notations related to big O, including the lower
bound version big Ω (f ∈ Ω(g) iff g ∈ O(f)) and the tight bound version big Θ
(f ∈ Θ(g) iff f ∈ O(g) and f ∈ Ω(g)). There are also even more, like little o,
but we will not go into those here.

As a final note about these asymptotics: The growth rates characterized
by big O are not the absolute metric of efficiency, just one that we commonly
consider. For example, there exist matrix multiplication algorithms that run in
O(n2.373) steps[1], which is a strictly better asymptotic bound than the Θ(n3)
steps taken by the naive algorithm. However, the “better” algorithm only be-
comes more efficient in terms of the absolute number of steps taken when run
on matrices so utterly gigantic that humans could not actually use them. This
sort of situation is possible because we can pick any c and n0 to show that a
function is asymptotically bounded with big O, even outrageously large c and
n0. These kinds of algorithms are are called galactic algorithms, and serve as
one way to show us that big O is not everything.

2 Work

Work is one of the most common resources to measure with big O. The work of
a sequential computation is how many steps it takes to perform, which in our

case we can consider to be the number of reductions
1

=⇒.

4We may therefore just write O(log(n)) without ambiguity.
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When considering the asymptotic complexity of the work an SML program
performs, it is not actually important to know the exact number of such re-
ductions, since scaling them by a constant would give the same answer. Thus,
we often will simply make the observation that some constant number of re-
ductions must occur if our code only performs operations like pattern matching
and arithmetic, and does not use potentially-expensive operations like function
calls; we do not need to explicitly calculate what that constant is.

There are many ways to bound the asymptotic work of a program. One
of the most common is finding a recurrence relation. This is a collection of
(in)equalities that recursively defines how much work is taken as a function of
the input. Finding a recurrence relation is an especially natural approach for
functional programs, since the work recursion will usually correspond directly
to the program’s recursion.

Consider the following program for calculating integer exponentiation, where
we will consider the input size to be the magnitude of the input integer k: 5

1 (*

2 * badpow : int * int -> int

3 * REQUIRES: k >= 0

4 * ENSURES: badpow (n, k) ==> n^k (where 0^0 is defined as

1)

5 *)

6 fun badpow (n:int , k:int) : int =

7 if k = 0

8 then 1

9 else if k mod 2 = 0

10 then badpow (n, k div 2) * badpow (n, k div 2)

11 else n * badpow (n, k div 2) * badpow (n, k div 2)

This code gives us the following recurrence for the amount of work Wbadpow(k):6

Wbadpow(0) =c0

Wbadpow(k) =c1 + 2 ∗Wbadpow(bk/2c) for odd k > 0

Wbadpow(k) =c2 + 2 ∗Wbadpow(bk/2c) for even k > 0

This recurrence comes from noticing:

• The operation of badpow on 0 just directly calculuates an answer with no
extra function calls, thus taking some constant amount of work c0.

• The operation of badpow otherwise does some constant amount of calcula-
tion (differing between c1 for odd k or c2 for even k) and then also makes
2 recursive calls with the exponent parameter divided by 2. (Because it is
integer division it also rounds down.)

5as opposed to the number of bits making up k, which would be logarithmic in k’s magni-
tude.

6Note that in this case the recurrence is independent of the other input n, so we can exclude
it. However, this may not always be the case for code with multiple inputs.
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Once we have this recurrence there are many ways to go about solving it.
For instance, one could guess what the answer is and prove it by induction, or
one could apply the master theorem[2], or use any other kind of method that
might come to mind. However, what we will teach you in this course is a nice
approach called the tree method.

The idea behind the tree method is to first think of the structure of the
recursive calls like a tree7. In our example, an input of k makes 2 recursive calls
with inputs of size bk/2c, each of which makes 2 recursive calls with inputs of
size bbk/2c/2c, all the way down until k = 0, in which case no recursive calls
are made.

Here is what the top of such a tree would look like:

k

bk/2c bk/2c

bbk/2c/2c bbk/2c/2c bbk/2c/2c bbk/2c/2c

Once we have this tree, we want to think about three quantities:

• the maximum depth of the tree

• the number of nodes in a row at a given depth

• the amount of work “at a given node”

depth To calculate the first of these, the depth, we need to know how many
times one can (integer) divide k by 2 until one gets 0. The answer happens to
be blog2(k)c + 1 (or 0 if k = 0, but we are interested in the behaviour of large
k). There are a variety of ways to verify this, like induction.

Of course, since we are only interested in upper bounds, we can also over-
approximate the depth and still get a valid answer8. This can make the deter-
mination of depth easier. Since k/2 ≥ bk/2c (for non-negative k), we can just
count how many times we need to divide by 2 to get to 1, and ignore the integer

7This can mean the tree is just a line, where there is only 1 recursive call at each level of
recursion.

8But be careful! If you overapproximate too much, the answer may not be as tight as it
could be, even if it does remain valid.
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rounding. That is more directly calculable by solving for d in k
2d

= 1. The
solution is d = log2(k), which gives an upper bound on the number of recursive
calls to get from input k to input 1. Then we need one more round of recursion
to get from an input of 1 to an input of 0, so the tree depth is no greater than
log2(k) + 1.

nodes in a row The number of nodes at a given row is fairly easy to calculate.
For a tree with fixed branching degree b, the number of nodes at row i (1-indexed
from the root) is bi−1. In our case, b = 2, since exactly 2 recursive calls are made
in each non-base case. For trees without fixed branching degree, the situation
is a little harder.

work per node Since each node corresponds to a level of recursion, this
means the amount of work “at a node” is the amount of work our recurrence
gives not counting recursive uses, since the work in the recursive use would be
“at” a node 1 layer deeper in the tree. This means each leaf has c0 work, and
otherwise each node has c1 or c2 work depending on if the input is odd or even.

Again, however, there is an opportunity to make our lives easier by overap-
proximation. Let the constant c3 be at least max(c0, c1, c2). This provides an
upper bound on the work done per node, and thus is a safe replacement to use
when calculating the big O upper bound. (One could even just call it O(1), but
lets not do that here.) This corresponds to using the recurrence below:

Wbadpow(0) ≤c3
Wbadpow(k) ≤c3 + 2 ∗Wbadpow(bk/2c) for k > 0

putting it together Now that we have (upper bounds on) these 3 quantities,
all that remains is to add up the work over the whole tree. The easiest way to
do this is by first finding the work accross each row, and then adding the row
totals vertically up the tree. For an input of size n, if d(n) bounds the recursion
tree depth, r(n, i) bounds the number of nodes at row i, and w(n, i) bounds the
work done per node at row i, then this sum is given by:

d(n)∑
i=1

w(n, i) ∗ r(n, i)

For our example, this works out to:

log2(k)+1∑
i=1

2i−1 ∗ c3 = c3 ∗ (2log2(k)+1 − 1) = c3 ∗ (2 ∗ k − 1) ∈ O(k)

Thus, the implementation of badpow takes work linear in the magnitude of
the input k. This (as its name suggests) is not the most efficient implementation.
Compare it to fastpow below, which can be found to take O(log(k)) time using
the tree method.
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1 (*

2 * fastpow : int * int -> int

3 * REQUIRES: k >= 0

4 * ENSURES: fastpow (n, k) ==> n^k (where 0^0 is defined as

1)

5 *)

6 fun fastpow (n:int , k:int) : int =

7 if k = 0

8 then 1

9 else

10 let

11 val subsoln = fastpow (n, k div 2)

12 val squared = subsoln * subsoln

13 in

14 if k mod 2 = 0

15 then squared

16 else n * squared

17 end

3 Span

Span is similar to work, but instead counts the number of steps of a parallel
computation. Otherwise, reasoning about span is quite similar to reasoning
about work.

Our reductions
1

=⇒ do not describe parallel computation, so we need new,

parallel operational semantics. To do this, we will define
1

=⇒p, the parallel

reduction step. It behaves exactly like the sequential reduction step
1

=⇒ every-
where9 except for tuples10. We can then reduce tuples in the following parallel
way, exemplified by the 2-tuple:

(e1,e2)
1

=⇒p(e
′
1,e
′
2) if

• e1
1

=⇒p e′1 and e2
1

=⇒p e′2

• e1
1

=⇒p e′1 and e2 = e′2 is a value

• e1 = e′1 is a value and e2
1

=⇒p e′2

Without considering exceptions,
1

=⇒ and
1

=⇒p induce extensionally equiva-
lent behaviour. If one evaluates, so does the other, and if one loops forever, so
does the other. Exceptions still can make them behave differently though. But
all this is not so important, because span only cares about the number of steps
to reduce to a value.

9So some operations still do occur sequentially, even for parallel reduction.
10Tuples include arguments to binary operators, since, e.g., a + b is just shorthand for the

application op+ (a,b).
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With our new parallel reduction rules, we can define the span of the execution

of e as k if e
k

=⇒p v for a value v. Like before with work, it is never critical
to actually calculate an exact span for asymptotic reasoning, only to recognize
when it is e.g. constant. Thus, we will not make much use of these new reduction
rules directly, even though they do underpin our reasoning.

The main effect of working with parallel reduction is that the cost of tuples
does not add the cost of each element, but takes the max cost. This is because
sequential work had to reduce each element one-by-one, whereas our new parallel
rules allow the reduction of all elements at once. Sometimes this may not effect
the asymptotics, since, e.g., O(f(n)+g(n)) = O(max(f(n), g(n))). But, if these
operations are iterated, like through a recurrence, an asymptotic difference can
appear.

Consider badpow from our work analysis above. The recurrences it gives for
span are the following:

Sbadpow(0) =c4

Sbadpow(k) =c5 + max(Sbadpow(bk/2c), Sbadpow(bk/2c)) for odd k > 0

Sbadpow(k) =c6 + max(Sbadpow(bk/2c), Sbadpow(bk/2c)) for even k > 0

This time around we can simplify the max and upper-bound our constants
to get:

Sbadpow(0) ≤c7
Sbadpow(k) ≤c7 + Sbadpow(bk/2c) for k > 0

For this recurrence, our tree is actually a line, and its depth is no greater
than log2(k) + 1 for the same reason as before. The asymptotic span is thus
characterized by the upper bound:

log2(k)+1∑
i=1

1 ∗ c7 = c7 ∗ (log2(k) + 1) ∈ O(log(k))

Thus, this implementation of badpow does have better span than work, and
parallelism would speed it up (asymptotically). Compare this to the naive
implementation below, which has linear work and linear span.

1 (*

2 * pow : int * int -> int

3 * REQUIRES: k >= 0

4 * ENSURES: pow (n, k) ==> n^k (where 0^0 is defined as 1)

5 *)

6 fun pow (n:int , k:int) : int =

7 (case k of

8 0 => 1

9 | _ => n * pow (n, k - 1)

10 )
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