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Pre-reading: Optimization Formulation

Find the best Ὤὼᴼώ by searching in the space of hypothesis 
functions Ὤɴ ꞊.

Loss:  Љώȟώ is the loss or cost of predicting ώ when the true value is ώ. 

Risk: Risk for a hypothesis function is the expected loss over the data 
distribution:

ὙὬ  ЉὣȟὬὢ

Minimizing Risk 

Specifically: find a prediction function Ὤzȡתᴼ+ that minimizes the 
expected loss for randomly drawn test data ὢȟὣ

Ὤᶻ  ÁÒÇÍÉÎ ЉὣȟὬὢ



Pre-reading: Empirical Risk Minimization
Risk

Empirical Risk

Empirical Risk Minimization



Pre-reading: Loss Functions

Ὤᶻ  ÁÒÇÍÉÎ ὒὣȟὬὢ

Loss function:

ὒȡ+ +ᴼᴙ 

Classification:

Á Two-class, 0,1 loss

Á Two-class, arbitrary loss

False positives and false negatives:



Poll (unused)
For a healthcare classification problem where:

 Y=0 represents a negative test for cancer (healthy)

 Y=1 represents a positive test for cancer (sick)

Which two-class loss value should be highest?

A. True negative

B. False negative

C. False positive

D. True positive



Poll (unused)
Does our decision tree algorithm 
(recursively finding the best attribute to 
split on a each node) find a hypothesis 
that minimizes empirical risk for zero-
one loss?

A. Yes, always

B. Yes, but only when splitting with 
error rate

C. Yes, but only when splitting with 
mutual information

D. No



Poll 1
Which is a correct depiction of linear regression error lines for ὼɴ ᴙ, 
ώ ύὼ ὦ

A B



Poll 2

Given —
ὦ
ύ
ύ

, what goes in the top entry for a linear regression 

vector with two features, ὀ
ȩ
ὼ
ὼ

?



Poll 3: Two questions
Fill in the blanks: Linear regession optimization

1) What type of optimization?

A. min

B. max

C. argmin

D. argmax

2) What are we optimizing over?

A.  x

B.  y

C.  —

D.  x, —

E.  x, y

F. x, y, —

_1) ____?_____

        _2)  ?__ 

ρ

ὔ
 ώ Ᵽὀ



Pre-reading: Risk in Regression

Squared error loss ЉώȟὬὼ ώ  Ὤὼ

Ὤᶻ  ÁÒÇÍÉÎ ЉὣȟὬὢ  

      



Contructing the Design Matrix



Linear Algebra Formulation
Constructing the design matrix

Goal: Replace summations with linear algebra

ὐύȟὦ
ρ

ὔ
ώ ὦ ύὼ

ρ

ὔ
ώ Ᵽὀ  

ρ

ὔ
◐ ὢⱣ  

ă From pre-reading



Reminder (Lec 2): Dataset notation

Dataset notation

꜠ ώ ȟὀ  

     ώ ȟὼ ȟὼ ȟὼ ȟὼ  

Linear algebra can represent all data

ὁɴ πȟρȟς  

ὢᶰᴙ    (design matrix)

Species
Sepal 

Length
Sepal 
Width

Petal 
Length

Petal 
Width

0 4.3 3.0 1.1 0.1

0 4.9 3.6 1.4 0.1

0 5.3 3.7 1.5 0.2

1 4.9 2.4 3.3 1.0

1 5.7 2.8 4.1 1.3

1 6.3 3.3 4.7 1.6

2 5.9 3.0 5.1 1.8



Linear Algebra Formulation
Constructing the design matrix

Species
Sepal 

Length
Sepal 
Width

Petal 
Length

Petal 
Width

0 4.3 3.0 1.1 0.1

0 4.9 3.6 1.4 0.1

0 5.3 3.7 1.5 0.2

1 4.9 2.4 3.3 1.0

1 5.7 2.8 4.1 1.3

1 6.3 3.3 4.7 1.6

2 5.9 3.0 5.1 1.8

ώ ὦ ύὼ



Sepal 
Length

Sepal 
Width

Petal 
Length

Petal 
Width

4.3 3.0 1.1 0.1

4.9 3.6 1.4 0.1

5.3 3.7 1.5 0.2

4.9 2.4 3.3 1.0

5.7 2.8 4.1 1.3

6.3 3.3 4.7 1.6

5.9 3.0 5.1 1.8

Species

0

0

0

1

1

1

2

Linear Algebra Formulation
Constructing the design matrix

ώ ὦ ύὼ



Species

0

0

0

1

1

1

2

Linear Algebra Formulation
Constructing the design matrix

(account 
for bias)

Sepal 
Length

Sepal 
Width

Petal 
Length

Petal 
Width

1 4.3 3.0 1.1 0.1

1 4.9 3.6 1.4 0.1

1 5.3 3.7 1.5 0.2

1 4.9 2.4 3.3 1.0

1 5.7 2.8 4.1 1.3

1 6.3 3.3 4.7 1.6

1 5.9 3.0 5.1 1.8

ώ ὦ ύὼ

ώ Ᵽὀ



Linear Regression
System of Equations



Poll 4
Now that we have ὁ ὢⱣ, we can solve 
this system of equations to get the best Ᵽ?

A. Yes

B. No

C. I have no idea



Linear Regression
Number of solutions? Objective function value, ὐ—?

Input x

O
u

tp
u

t 
y



Linear Regression
Linear algebra formulation



Closed-form Solution



Linear Regression
Expanding objective before computing gradient

ὐⱣ ὁ ὢⱣ  

         

         ὁὁ ςⱣὢὁ ⱣὢὢⱣ



Linear Regression
Expanding objective before computing gradient

ὐⱣ ὁ ὢⱣ  

         ὁ ὢⱣ ὁ ὢⱣ

         ὁ Ᵽὢ ὁ ὢⱣ

         ὁὁ Ᵽὢὁ ὁὢⱣ ⱣὢὢⱣ

         ὁὁ ςⱣὢὁ ⱣὢὢⱣ



Calculus Time-out
Partial derivatives



Calculus with Linear Algebra
Vector in, scalar out

Gradient

ώ Ὢὀ ώᶰᴙȟ ὀɴ ᴙ



Calculus with Linear Algebra
Functions with linear algebra
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Calculus with Linear Algebra
One way to think of it: bag of partial derivatives
ώ
 
ể
 
ώ

Æ

ὼ
ể
ὼ

 



Calculus with Linear Algebra
One way to think of it: bag of partial derivatives

ὣȟ Ễ ὣȟ
ể Ệ ể
ὣȟ Ễ ὣȟ

Æ

ὢȟ Ễ ὢȟ
ể Ệ ể
ὢ ȟ Ễ ὢ ȟ

 



Numerator Layout

ώ Ὢὼ ὼɴ ᴙ ὀɴ ᴙ ὢᶰᴙ

ώᶰᴙ
‬ώ

‬ὼ
ᶰ ᴙ

‬ώ

‬ὀ
 ɴᴙ

Output by input

‬ώ

‬ὢ
 ɴᴙ

Transpose of input

ὁɴ ᴙ

‬ὁ

‬ὼ
 ɴᴙ

Output by input

‬ὁ

‬ὀ
 ɴᴙ

Output by input

‬ὁ

‬ὢ
 ɴᴙȩ

?

ὣᶰᴙ

‬ὣ

‬ὼ
 ɴᴙ

Size of output

‬ὣ

‬ὀ
 ɴᴙȩ

?

‬ὣ

‬ὢ
 ɴᴙȩ

?



Denominator Layout

ώ Ὢὼ ὼɴ ᴙ ὀɴ ᴙ ὢᶰᴙ

ώᶰᴙ
‬ώ

‬ὼ
ᶰ ᴙ

‬ώ

‬ὀ
 ɴᴙ

Input by output

‬ώ

‬ὢ
 ɴᴙ

Size of input

ὁɴ ᴙ

‬ὁ

‬ὼ
 ɴᴙ

Input by output

‬ὁ

‬ὀ
 ɴᴙ

Input by output

‬ὁ

‬ὢ
 ɴᴙȩ

?

ὣᶰᴙ

‬ὣ

‬ὼ
 ɴᴙ

Transpose of output

‬ὣ

‬ὀ
 ɴᴙȩ

?

‬ὣ

‬ὢ
 ɴᴙȩ

?



Calculus with Linear Algebra
Jacobian: Vector in, vector out

Numerator-layout

◐ Ὢ● ◐ᶰᴙ ȟ ●ᶰᴙ ȟ 
◐

●
ᶰᴙ



Calculus with Linear Algebra
Numerator-layout vs denominator-layout

Vector in, vector out

ὁ Ὢὀ ὁɴ ᴙ ȟ ὀɴ ᴙ   (assume ὔ ὓ for illustrative purposes)

Numerator layout Denominator layout

Number of outputs  number of inputs Number of inputs  number of outputs

‬ὁ

‬ὀ
ᶰᴙ

‬ὁ

‬ὀ
ᶰᴙ

ώ
 
ể
 
ώ

Æ

ὼ
ể
ὼ



Calculus with Linear Algebra
Vector in, scalar out

Numerator-layout

ώ Ὢὀ ώᶰᴙȟ ὀɴ ᴙ ȟ 
ὀ
ᶰᴙ

ώ Æ

ὼ
ể
ὼ



Calculus with Linear Algebra
Numerator-layout vs denominator-layout

Vector in, scalar out

ώ Ὢὀ ώᶰᴙȟ ὀɴ ᴙ  

Numerator layout Denominator layout

Number of outputs  number of inputs Number of inputs  number of outputs

‬ώ

‬ὀ
ᶰᴙ

‬ώ

‬ὀ
ᶰᴙ

ώ Æ

ὼ
ể
ὼ



Calculus with Linear Algebra
Scalar in, vector out

Numerator-layout

ὁ Ὢὼ ὁɴ ᴙ ȟ ὼɴ ᴙȟ 
ὁ
ᶰᴙ

ώ
 
ể
 
ώ

Æὼ



Calculus with Linear Algebra
Gradient: Vector in, scalar out

Transpose of numerator-layout

ώ Ὢὀ ώᶰᴙȟ ὀɴ ᴙ ȟ 
ὀ
ᶰᴙ ȟ ɳ ὀὪᶰᴙ

ώ Æ

ὼ
ể
ὼ



Calculus with Linear Algebra
Matrix in, scalar out

Numerator layout: Transpose of matrix dimensions

Denominator layout: Keep same dimensions as matrix

ώ Ὢ╧  ώᶰᴙȟ ╧ᶰᴙ ȟ 
╧
ᶰᴙ  (denominator layout)

ώ Æ

ὢȟ Ễ ὢȟ
ể Ệ ể
ὢ ȟ Ễ ὢ ȟ



Exercise

Suppose we have a function that takes in a vector and squares each 
element individually, returning another vector, ὁ Ὢὀ.

Ὢ

ὼ
ὼ
ὼ

ᴼ

ὼ

ὼ

ὼ

   Example: Ὢ
χ
σ
υ
ᴼ
τω
ω
ςυ

What is ‬ὁȾ‬ὀ? (use numerator layout)

41



Derivatives of Functions with Respect to Vectors



Numerator Layout

ώ Ὢὼ ὼɴ ᴙ ὀɴ ᴙ ὢᶰᴙ
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Denominator Layout

ώ Ὢὼ ὼɴ ᴙ ὀɴ ᴙ ὢᶰᴙ

ώᶰᴙ
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Linear Regression
Closed-form Solution



Linear Regression
Methods for optimizing the objective

Á Closed-form solution

ύ

ὦ

ὐύȟὦ



Linear Regression
Expanding objective before computing gradient

ὐⱣ ὁ ὢⱣ  

         ὁ ὢⱣ ὁ ὢⱣ

         ὁ Ᵽὢ ὁ ὢⱣ

         ὁὁ Ᵽὢὁ ὁὢⱣ ⱣὢὢⱣ

         ὁὁ ςⱣὢὁ ⱣὢὢⱣ



Linear Regression

Gradient of objective with respect to parameters

 ὐⱣ ◐ ὢⱣ

 ◐◐ ςⱣὢ◐ ⱣὢὢⱣ

ὐɳⱣ  

            

◑◊

◑
◊ 

    

     -- or --

◑◊

◑
 ◊  

◑ ◑

◑
ὃ ὃ ◑ 

    -- or --

◑ ◑

◑
◑ ὃ ὃ   



Linear Regression

Gradient of objective with respect to parameters

 ὐⱣ ◐ ὢⱣ

 ◐◐ ςⱣὢ◐ ⱣὢὢⱣ
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◑
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Linear Regression

Gradient of objective with respect to parameters

 ὐⱣ ◐ ὢⱣ
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Linear Regression

Gradient of objective with respect to parameters

 ὐⱣ ◐ ὢⱣ

 ◐◐ ςⱣὢ◐ ⱣὢὢⱣ

ὐɳⱣ π ςὢ◐ Ᵽὢὢ   

            π ςὢ◐ ὢὢⱣ

            ὢ◐ ὢὢⱣ

◑◊

◑
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Linear Regression
Closed-form solution

 ɳ ὐⱣ ὢ◐ ὢὢⱣ



Linear Regression
Number of solutions

A note on matrix rank:



Optimization
Grid Search, Gradient Descent, Stochastic Gradient Descent



Linear Regression
Optimizing the objective

x

y

ὐύȟὦ
ρ

ς
ώ ύὼ ὦ ώ ύὼ ὦ

w

b



Poll 5
For fixed data and fixed slope, w, what 
shape do we get by plotting MSE objective 
vs intercept, b?

A. Line

B. Plane

C. Half-plane

D. Convex parabola (U-shape)

E. Concave parabola (up-side-down U)

F. None of the above

ὼ

ώ

ὐύȟὦ
ρ

ς
ώ ύὼ ὦ ώ ύὼ ὦ



Linear Regression
Optimizing the objective

x

y
ὐύȟὦ

ρ

ς
ώ ύὼ ὦ ώ ύὼ ὦ



Linear Regression
Optimizing the objective

x

y
ὐύȟὦ

ρ

ς
ώ ύὼ ὦ ώ ύὼ ὦ


