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Deep Reinforcement Learning
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Deep Q-Networks sample = r +y max, Qg (s’,a’)
Qg(s,a): Neural network
Deep Mind, 2015

Used a deep learning network to represent Q:
" [nput is last 4 images (84x84 pixel values) plus score

49 Atari games, incl. Breakout, Space Invaders, Seaquest, Enduro
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sample = r 4y max, Qg (s’,a’)

Deep Q-Networks

Before we approximated Q values with a linear combination of features:

Qw(s, a) = X w; fi(s, a)

Now, we'll use a neural net instead. Two options for network input/output:




Deep Q-Networks Y = sample =7 +y max Qo(s’,a’)

A —
Given state s: Y = Qe (s, a)

1) Choose (any) action a

2) Enviroment gives you reward r and sends you to state s’ SO\MP \6
3) Use network to compute Qg (s, a) and sample AT
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v = sample =1 +y max Qg(s’,a’)
a

Deep Q-Networks

Given state s: ? = Qo(s,a)
1) Choose (any) action a
2) Enviroment gives you reward r and sends you to state s’ SO\MF \6
3) Use network to compute Qg (s, a) and sample VR
4) Update network parameters, 8, with an SGD step S

0 « 0 + a(sample — Qq(s,a)) VgQ(s, a) %
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Learning a Value Function with
Function Approximation



Learning V™

= Given a fixed policy

= Want to train a network Vq’f (s) w/ parameters ¢
= inputs: state info, e.g., stack of images
= output: value estimate

= Data: follow 1T, observe one or more
trajectoriesSy, Aq,7¢, Sy, Ay, 1y, ...

» Each trajectory yields several training examples
Slides: CMU MLD, Geoff Gordon



Learning V: example

= Environment:
= state x € [—3,3], startatx = 0
" actions L: x = x — N(1,0%) and R: x = x + N(1,05?)

= rewards: —1 per action, terminate when x & |—3,3]

1
]/—1,0'—2

Slides: CMU MLD, Geoff Gordon
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Some sample trajectories

Each trajectory
yields several
training examples

step t
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Some sample trajectories

Each trajectory
yields several
training examples

step t
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(x, V(x))
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Learned V™

V(x)
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» Train as supervised regression (minimize MSE)
= Blue dots: training points (1k trajectories, ~12k samples)

= Orange line: fitted V™ (2-layer ReLU net, width 64)

= Note: extremely noisy!
Slides: CMU MLD, Geoff Gordon



How to Learn V™ given rt?

e Problem: Large state space(e.g., high-resolution Example function approximators:
images): V (s) cannot be represented as a

il e Linear function approximation:
Va(s) = @' x(s), where x(s) is a fea-
e Solution: ture vector representation of state s.
o Use a function approximator (e.g., a e One-hidden layer neural network:
neural network) torepresent V() as Vs (s) = wlo(Wx(s)+b), where W, b, w
Vo (s), where ¢ are the parameters. are the parameters of the neural net-

work, x(s) is a feature vector repre-
sentation of state s, and o is a non-
linear activation function (e.g., ReLU).

o Estimate VV™(s) via Monte Carlo: sam-
ple trajectories from 7 and average
the returns.

o Update ¢ viagradient descent to min-
imize MSE between V,,(s) and the Monte
Carlo estimates of V7 (s).
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How to Learn V™ given rt?

Algorithm 1 On-Policy Prediction with Function Approximation

procedure MONTECARLOPREDICTIONFA(T, 1, )
Initialize value parameters ¢ randomly

1:

2

3 while not converged do

4: Sample a trajectory 7 = [(s9, ao, 7o), - - ., (ST, ar, )] USING T
5: g Yio Vo (Valst) — Re)’

6 where R, = Z;Zt Yty

7 G — ¢ —n8

8 return V,

Okay, this idea of using a neural net as a value function
approximator is great, but how do we learn a policy now?
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Policy Gradient Algorithms



Comparison of Policy Gradient Methods

1) All of the algorithms compute a gradient of the form:

T
g — Z étVQ log Wg(at|8t)

t=1

where G, is an estimate of the expected discounted future reward from
time step ¢

2) Some use a V,,, and some do not

Algorithm Gy Estimate Vi?
REINFORCE R, X
REINFORCE with Baseline | (R; — Vig(s;)) v
Actor-Critic Q: =7 + YW (St41) v
Advantage Actor-Critic Ay = ri + VVp(ss41) — Vip(sy) v




Policy Gradient Methods (generally)

Assume a stochastic policy mg(a | s) parameterized by 0, that
returns the probability of taking action a in state s.

Assume we have an objective function J(0) that we want to
maximize (usually maximizing reward under the policy 7g).

Definition: A policy gradient method learns the parameters 6
of the policy mg by performing gradient ascent:

0« 0+nVeJ(0)

where 7 is the learning rate.
Definition: VyJ(0) is called the policy gradient.

(We might also use/learn a value function Vi (s) parameterized
by ¢, that approximates the expected discounted future re-
ward of being in state s.)

18



Policy

2 fc layers +
RelU

2 conv layers +
pooling, ReLU

\J/

stack of past images

= Policy is a model too: represents P(a | s, 1)

» note: stochastic! (lets an optimizer make small changes)
= Several common ways to set up:

=s [P(ay | s,m),P(ay | s,m),...,P(ax | s,m)]"

Slides: CMU MLD, Geoff Gordon

vector output P
(softmax layer)

e
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Policy Gradient Theorem

Standard Objective The goalinRListo find
apolicy g (a|s) that maximizes the expected
cumulative discounted reward:

T
J(O) — ]ETNTFQ |:Z fyt{r‘t
t=0

where 7 = [(so, a0, 70), - - ., (ST, a7, r7)]is
a trajectory or episode, R(7) is the total re-
ward of the trajectory, v € [0, 1] is the dis-
count factor, and the expectation is taken
over trajectories or episodes obtained by
deploying the policy mg on the environment.

= Errrg [R(7)]

Theorem 1

VoJ(0) = E;ry[R(T)Velogpe(T)]

Theorem 2

T
VBJ — TN71'9 Z
t=0

Where Rt Zt’ —t fY
return from time step ¢.

+Vologme(at|st)

~try isthe discounted

20



Policy Gradient Theorem

Theorem1(Proof) Letpg(7) = HLO 7o (at|s¢)p(sei1|se, ar) bethe
probability of a trajectory 7 under the policy mg and s is the initial
state. Then we can derive the policy gradient as follows:

VBJ(B) = Vg ng [R(T)]
= Vo Z[R( )pe (7)] expand the expectation

= Z T)Veope (T push in the gradient

Vope(T)
pe(T)

= [R(’r)pg(’r) multiply by 1.0

= D _|R(T)pa(7)Velogpe(r))]  Vlog(f(x)) = (Vf(x))/f(x)

Erne [R(T)Veologpe(T)] expectation of gradient

21



Policy Gradient Theorem

Theorem 2 (Proof) Letpg(7) = Hz’:o mo(at|st)p(sei1|st, ar)

VoJ(0) =E, ,[R(T)Vglogpe(T)] from Theorem 1

T T

=Ernp |R(T)Ve Y (logmo(as|s:) + log p(set1]st, at))] expand pg (7)
t=0

T
=E n, | R(T) Z Vo log Wg(at|3t)] transition probs. do not depend on @
t=0

T
=E r, Z R;Vglog 7T9(Clt|3t)]

| =0

where R, = Zfzt ~'~tr, is the discounted return from time step t.

(Last line: because the past reward part has expectation zero when multiplied by
the gradient of the current action.)
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Policy Gradient Theorem

Theorem 3:

We can obtain an unbiased estimate of the policy gradient by sampling a trajectory
7 from the policy mg and computing:

(This is a Monte

T
Z +Vo log g (at|st) Carlo Estimate of
—0 the gradient!)

where R, = Zg:t ~t' =ty is the discounted return from time step ¢.

That is, the expectation of g is equal to the policy gradient:

Ernrelg] = VJ(0)

23



Policy gradient intuition

T
= Policy gradient: g = Z RV log e (at|st)
t=0

= Score vectors Vg log mg(a;|s¢) : parameter direction that

would increase (log-)probability of taking action al™ in state s{™

= Scale by Ry upweight score vector when reward is large, flip
score vector if reward is negative

= On average: a direction that changes policy by taking actions
more often if they were associated with high (total future)
rewards

= step along this direction: change policy multiplicatively in favor of
high-reward actions

= To minimize costs, step along negative gradient: take actions
less often if associated with high costs

Slides: CMU MLD, Geoff Gordon
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Algorithm 1: REINFORCE

If we plug the estimate

from the policy gradient ™ procedure REINFORCE(7, ¥)
theorem into the policy 2 Initialize policy parameters 6 randomly
8radieff]c’%meicgo<i, F\{\If_e get 3. whilenot converged do
one of the oldes - _
algorithms: REINFORCE 4 Sample:,g trajectory 7 = [(so, a0, 70), - - -, (s, ar, rr)] from mg
[Williams, 1992] 5: g < 21;_:1 11V g log ’/Te(ﬂt|3t)
6 where R; = Zf:t ~E Tty
Repeat: 7 0« 0+ng
e gathersome 8 return g

trajectories under
current policym 6

e compute gradient
estimate g by policy
gradient theorem

* update 8 by SGD

25



REINFORCE Example

Environment:
e statex € [—3,3|,startatz =0
e actions
o L:x=z—-N(1,0%)
o R: z=x+N(1,0%

e rewards: —1 per action,
terminate when z ¢ [—3, 3]

s =

o V=1, 0=

i o
—3 0 +3
Policy
P B 1
Ww,b( |33) 1 + e—(wz+b)
1
ﬂ-w:b(L | 33) — 1 + €w$—|—b
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REINFORCE Example

Action
logits 0-
_1-
VolnP(L|x = 2) = [%] .
w E?—3'
0 =[p] 5 .l
O _5_
-6
—7

+3

1 — In P(R|x)

| — InP(L|x)
-3 —2 ~1 0
X
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REINFORCE Example

]
@

ol

Policy Gradient: ~ 0 b
Vo lnmy (R | ) = —Ve ln(l 4 e—(w:r—l-b)) Policy: 1
Twb(R | 2) = s
T 1+ e_l(wa:-l-b) e~ ") (~Vp(—wz — b)) mus(L | @) = 11++‘jw+b
BT
- 1+elww+b (91:) o
= Twp(L | 7) (alg) VoInmyy(L | 2) = —Veoln(1+e“**?)
= € (Vo +)

- 1 T
o 1+ e_(waH'b) 1

= Tws(R | 2) (_ff) .

28



REINFORCE Example

Calculate gradient
estimate

Slides: CMU MLD, Geoff Gordon

x,a) Q
B 0,R) -7
3 0 +3 (3R -6
] (1.6,L) -5
16 (2,R) -4
14 (1.3,R) -3
(2.4,L) _o
121 2.1,R) _q
101
+~2
o 8
(/2]
6_
4_
2_
_3 2 1 0 1 2 3
Xt

=Startat w = b = 0 (so i is uniform random at all Xx)
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REINFORCE Example

Gradient update for a trajectory:

We have one sampled trajectory of (z, a, r) tuples:
T=1[(0,R,-1), ((.3,R,—-1), (1.6,L,—1), (.2, R,—1), (1.3, R, —1)]

the returns-to-go R; are:
-5, —4, -3, -2, —1.

Ifw=0>b=0,thenm,,(R|z)=myy(L|x)=0.5,s0

T
g = ZRtVQ 10gﬂ'9(at | JBt),
t=0

~sos) (?) _ 405 (013) _ 305 (__116) — 2(0.5) (Oi2> —~1(0.5) (113>
- ().

We update the policy parameters @ using the policy gradient g:

Vologmys(L | ) = T p(R | x)

0.95
9<—0—|—0¢g—9+a(_4.5>.

+3

Vologmus(R | z) = mwp(L | x) (T) ,

)



Failure modes of REINFORCE

= Exploration
= We get a nonzero gradient only if cost/reward is nonzero

= |f feedback is sparse and we start with a random policy, might
wander forever without learning anything

» [magine: learning to cross a tightrope
= Cancellation (low SNR)

» Total return Q can scale with horizon, and can vary a lot due to
randomness in policy, environment

= Qverall gradient can be much smaller (terms w/ opposite signs)
» Getting stuck

» When policy gets close to border of simplex, score vectors for
unlikely actions get large, probability of seeing them gets small

= |n the limit, -0 (have to sample a really long time to average!)

Failure modes multiply: might
have to explore a long time to
find feedback, then do it over to
average out variance from

cancellation, then over again to
compensate for being stuck

Upshot: if we try to scale, can
only use tiny learning rate

31



Algorithm 1: REINFORCE

If we plug the estimate

from the policy gradient ™ procedure REINFORCE(7, ¥)
theorem into the policy 2 Initialize policy parameters 6 randomly
8radieff]c’%meicgo<i, F\{\If_e get 3. whilenot converged do
one of the oldes - _
algorithms: REINFORCE 4 Sample:,g trajectory 7 = [(so, a0, 70), - - -, (s, ar, rr)] from mg
[Williams, 1992] 5: g < 21;_:1 11V g log ’/Te(ﬂt|3t)
6 where R; = Zf:t ~E Tty
Repeat: 7 0« 0+ng
e gathersome 8 return g

trajectories under
current policym 6

e compute gradient
estimate g by policy
gradient theorem

* update 8 by SGD
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Algorithm 2: REINFORCE with Baseline

The policy gradient
estimator g is

unbiased, but it can
have high variance.

1.
2
3
To reduce variance, we 4
introduce a baseline 5:
function b(s) by ’
replacing R; with (R; -
b(s+)) 7
b(s) can be any 8
function of the states, |
and g will still be an
unbiased estimator of 10:

procedure REINFORCEWITHBASELINE(7)g, 14, )

Initialize policy parameters @ and baseline parameters ¢ randomly

while not converged do
Sample a trajectory 7 = [(so, a0, 70), - - -, (ST, a7, r7)] from mg
8 ¢ 31 (Re = Vop(51)) Vo log ma (ars:)
where R, = S0, 4! ~try
g6 — 211 Vo(Va(ss) — Re)?
0 < 0 + nogo
¢ — & — 1480
return g, Vy

V(@)

The value function
V™ (s) isa common
choice for b(s)

33



Actor-critic g=Y"_.0.u,

= Reduce variance: replace R, by conditional expectation
" E(R; | st,ar) = Q™ (s¢, ar)

— T
" JexactQ = thlon(st, a;)uy — usually not
implementable

= Or use learned approximation

"9JAC = Z?=1Qg(5t; ag)uy
= unsafe: introduces bias to gradient estimate due to Qg
= put still can be highly successtul
» Bias means we may make policy worse instead of better
= if bias is enough to alter gradient more than 90°

= happens if we already have a good policy, or if we have a
very small gradient signal (e.g., sparse costs/rewards)

Slides: CMU MLD, Geoff Gordon

REINFORCE
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Algorithm 3: Actor-Critic

In practice we treat
ng (Stl at) —
e + vV (St+1)

Then we learn Vi (s)

Here are we learning
Ve (s) injust the same
way we learned it
earlier

1:
2
3
4:
5
6
7:

8:
9:

10:

procedure ACTORCRITIC(7g, 1 V)

Initialize policy parameters 6 and value parameters ¢ randomly
while not converged do
Collect a trajectory 7 = [(sg, ag,70), - - -, (8T, ar, rr)] from g

go < ZjT:l Qtve log me (as | s¢)
where QQ; = r; + ’}’qu(St—l—l) ,
80 Y11 Ve (Vals) = Qe)
0 < 0 + nsgy
D — P —1y8y

return mg, Vy

the policy is the actor
the value function is the critic
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Algorithm 4: Advantage Actor-Critic (A2C)

In AAC we take the
baseline and the
critic together

even less variance
than actor-critic, but
bias remains

A" (s,a) =Q"(s,a)
— V™ (s) is called the
advantage of a in s
large A™ (s, a) means
it’s advantageous to
take a in s (vs.
following )

1:
2
3
4
5
6:
7
8
9
0

procedure A2C(ng, 14, )
Initialize policy parameters 6 and value parameters ¢ randomly
while not converged do
Collect a trajectory 7 = [(sg, ag,70), - - -, (ST, ar, rr)] from 7y
gy < Zle AV g log e ay | s¢)
where A; = 1y +vVp(se41) — Vp(st)
8o Y1 Ve (e + Wapl(s141) — Vi (50))°
0 < 0 + nego
G < b — 198
return g, V4

36



Algorithm 5: A2C with n-Step Returns

The advantage actor-
critic algorithm uses a
one-step return to
estimate the advantage
function, which can lead
to high bias in the policy
gradient estimate.

To reduce bias, we can
use an n-step return to
estimate the advantage
function

Closely connected to
temporal difference

learning, specifically
TD(lambda)

1: procedure A2C-NSTEP(7)g, 1, 7Y, 1)

N v R W N

I

10:

112

Initialize policy parameters 6 and value parameters ¢ randomly
while not converged do
Collect a trajectory 7 = [(sg, ag,70), - - -, (ST, ar, rr)] from 7y

gy Zthl AER)VQ logmg(as | s¢)

where Agn) — Rgn) — Vi (s¢t)

where R{™ = 5070 Y5 1ok + 7" Vip(St4n)
T ~(n 2

86— Yioy Vo (R = Vo(s1))

0 < 6 + nygy

D <— O —1p8e

return mg, Vy
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Comparison of Policy Gradient Methods

1) All of the algorithms compute a gradient of the form:

T
g — Z étVQ log Wg(at|8t)

t=1

where G, is an estimate of the expected discounted future reward from
time step ¢

2) Some use a V,,, and some do not

Algorithm Gy Estimate Vi?
REINFORCE R, X
REINFORCE with Baseline | (R; — Vig(s;)) v
Actor-Critic Q: =7 + YW (St41) v
Advantage Actor-Critic Ay = ri + VVp(ss41) — Vip(sy) v
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