Karlsruhe (April 2001, 26-27)

MULTIMODALITY

1. SOME DETAILS CONCERNING THE EXPERIMENT

Some of the following details concerning the experiment on multimodality and discussed in Karlsruhe are not given in the multimodality document circulated and approved last month.

1.1 EFFICIENCY EVALUATION: which version suites better the interaction?

RATIONAL DECISION STRATEGY:

· The client collects the relevant information in a brief time span

· The client choose a "good" option
A system is efficient when it helps the user to reach a goal. In our case the client’s goal is to collect information and make a decision. We assume our system is efficient when the clients collect the relevant information and choose a “good” option concerning resorts and hotels. An option is a specific combination of features of resort and hotel. An option is "good" if it meets at least the minimum needs of the client.

It’s not easy to establish which is the relevant information and what is a good option. Decisions on these two points should be taken with the help of experts in the field (in our case, tourist experts). To this end, we are submitting questionnaires and interviews to tourist agents. On the basis of their reports resorts and hotels features are selected. This will enable us to evaluate the client's strategies for information collection, and the rationality of his/her choice. 

1.2  USABILITY EVALUATION: which version is friendlier and easier to use?

· Time, number of words, and turns needed to complete the task

· Number and type of errors

We will compare the two system versions in terms of the time, the number of words and turns needed to complete the task and the sub-tasks. The comparison will include an evaluation of the produced errors. Errors could be system errors, such as crashes or time delays, and user errors, such as clicking on a wrong button. Furthermore we will ask users for their feelings on the interaction through a post-interaction questionnaire.

1.3 EXPERIMENTAL HYPOTESIS: EFFICIENCY AND USABILITY

As to efficiency our hypothesis is that MM interaction is more similar to face-to-face interaction than SO interaction, hence it is expected to be more efficient than SO interaction.

As to usability, MM is expected to decrease the spoken language complexity, hence the number of disfluences and errors, and the task completion time. Moreover, the greater complexity of the MM system is expected not to prevent users from enjoying it, and from evaluating it as friendlier and more useful than SO. 

1.4  USERS: CLIENTS

Two kind of users are involved: "agents" are tourist office agents from the Trentino APT and "clients" are people who are asked to play the role of APT clients. 

Clients are German, English or French speakers. Clients should be matched according to their sex. Each client should have developed at least a minimum level of expertise with the web and should have a medium level of computer skills, that is, they should be computer literate but should not be computer scientists. It is preferable that they had never used videoconferencing applications and a tablet plus electronic pen as device. To assess the level of computer literacy and web expertise we will ask potential participants to fill in a short questionnaire; the aim is to grant us a sufficient homogeneity among participants regarding this feature.

It is not clear to me how much crucial is that the clients never have used videoconferencing applications, etc. It seems to me that the only relevant point is that they are not so computer ignorant as to be scared by the situation and consequently perform poorly. On the other hand, I do not expect the task to be so computer-difficult to really select subjects. It seems to me that all we need to do is ascertain that extremes (absolutely computer-ignorant people, and people from research laboratories) be excluded, so that all the subjects can be seen as performing equally on the simple tasks required.

Each partner (UKA, CMU, UJF) will select 16 participants who will act as clients during the experimental sessions. All participants will be first given the enrollment form and the questionnaire according to the schedule, and then contacted for an appointment for the experimental session (the time required for each session, including training, interaction and post-interaction questionnaire is estimated to be one hour).

Table 1. Group composition.
	
	A
	F
	G
	sex

	MM condition
	4
	4
	4
	F

	
	4
	4
	4
	M

	SO condition
	4
	4
	4
	F

	
	4
	4
	4
	M

	    Sum
	16
	16
	16
	


A = American English speakers; F= French speakers; G = German speakers

(This table is contained in the multimodality document circulated last month).

The group of clients is divided into two main groups. We will adopt a between-subject design. Therefore, one of the two main groups will interact multimodally (MM condition); the other one will be allowed to use speech only (SO condition). Each main group will include 24 users, divided into three sub-groups on the ground of their mother-tongue (American English, French and German speakers). The same number of males and females composes each sub-group. 

Therefore each site should select 16 clients, 8 males and 8 females, the half of them will take part into a MM session, the other half in a SO session.

1.5  USERS: AGENTS

Agents will be probably 3 real APT agents and 3 people trained to act as APT agents. Each of them will be selected and trained by ITC-irst. 

Each agent should take part in 8 interactions and will be interact in both modalities, with the same number of males and females (if possible) and will be confronted with all 3 languages. This will allow us to ask agents a direct evaluation of their preference for a given interaction modality. 

1.6  DEPENDENT VARIABLES:

· Task completion time

· Number of turns per interaction

· Number of words per turn

· Average number of turns per information area (travel, resorts, hotel)

· Number of disfluences and self corrections

· Number of errors

· Self-reports

DEPENDENT VARIABLES ONLY FOR MM CONDITION: 

· number of turns with gestures

· number end class of collected gestures (free-hand strokes, pointing of an area, loading of an image, running a browser)

2. OPEN ISSUES (please send comment on the following)

2.1  Experimental setting:

Clients’ selection

Number of participants for each site: 16 (8 males and 8 females, if possible)

If  we will decide to add a third experimental condition, the total number of participants for each site will be 24.

Indeed this seems to be more than an option. This was one of the last decision taken in Karlsruhe. Thus, we will execute three experimental conditions.

Reference people: CMU: Celine  Morel; UKA: John Mc Donough; CLIPS: Georges Fafiotte

Are you all going to pay your participants?

Questionnaires
I will send you a revised version of the questionnaire, together with instructions concerning participants rejection (on the base of his/her answers). The questionnaire could be made available in two versions: a paper version and an e-mail version. I think that it would be better if all participants receive the same version, and take it that the paper version is better. What do you think about it?

Enrollment forms
While questionnaires could be filled in on-line, enrollment forms should be in hard-copy and signed. Each site will send the signed forms to Irst, who will keep them in a special archive in Trento. In the meanwhile you could send me the main data via e-mail (I could send you a standard table to be filled in with the main data included in the forms).

What do you mean by ‘main data’?

Participants will be assigned, by randomly choosing, their identification codes. In the (unlikely but possible) case someone picks a code which was previously picked by someone else, the person who collect the forms could just call/write him/her and ask to change it (we will have phone number and e-mail address of each participant).

Appointments
As soon as I receive the participants’ list and Showcase1 will be fully tested (probably by the end of June), I will send you a schedule proposal for the experimental sessions. The reference people from each site can then start to make appointments with the participants.

Instructions

A person (reference people for clients selection?) will assist the participants during the experimental session. Clients will receive written information and instructions about the scenario, the task, system functionalities and interaction modalities. In particular they will be informed about the fact that the "translator" could not recognize personal information or too complex sentences and that they will receive a written feed-back of the recognized message. In addition they will receive a description card with the features and the needs of a ‘typical’ family. They will be asked to enact (????) the situation given in the family description cards. Probably they will be asked to write down some notes about the information collected. Clients will be "free" to choose words, sentences and strategies to reach their goal (choosing a resort and a hotel); they will use the feedback of the recognized message. Written instructions will be sent to each partner as soon as all details of the user interface and the task will be available.

Agents will be instructed by Irst. They will receive written information and instructions (which are slightly different from that given to clients) about the scenario, the task, some system functionalities and the interaction modalities. They will be instructed about how they’d better answer (kinds of answers are allowed). This would probably force us to involve only well trained people acting as APT agents, instead of real APT agents (we could find it difficult to train 3 real APT agents because of organizational problems).

I do not think this really requires only fictious agents. It seems that well trained real agent could do the job. Why not??

Also, I should recall you all that we decided to avoid filming the sessions (too much time required for analyzing video-recording).

Training task

Before the main task, clients could get in touch with the system through a brief and standard training task. Please find attached the training task card. Obviously, in this, as in the main experimental task, Showcase1 is required to support dialogues about asking and giving road directions (on a Trento map). 

If the task is too demanding, the clients will not perform it; in this case the "assistant" will show them the system functionalities and they will perform a "free" training. I think that a training task is better than a "free" training. What do you think about it? Is the training task too demanding?

As such the task does not seem too difficult. However, it is about goals that are not part of scenario a (not clear to me whether they are part of scenario b). This is true, at least, for the names (Trento, the hotels, cinemas, etc.). Thus, I’d invite the people in CMU to check out whether the training task can be covered by Showcase 1 simply by adding missing infos (hotels, etc.)

In any event, I think that the training task is crucial and that we should not give up the possibility of providing subjects with an established, common base knowledge of the system. Thus, I’d suggest that we make some preliminary test (with further subjects, say some of us) to test the feasibility of the training task. In the end:

· Check out that the task can be supported by Showcase 1(with, possibly, minor extension not going beyond the lexicon)

· Make preliminary tests to probe the level of difficulty of the training task.

2.2 Experimental Task

Please find attached a new version of the main task.

You are asked to think (and refer) about the capability of the HLT modules to support the needed level of interaction by the end of June. In particular it is important that at least some classes of road directions and location information will be supported (giving road directions and location information is expected to encourage the usage of gestures in the multimodal condition, and differences between speech-only condition and multimodal condition are expected to be detected only if a certain number of gestures are performed). 

Perhaps a way to make sure that HLT modules will support the needed level of interaction is to have a "brief" data collection with the experimental task in each site. But this solution is very expensive, in terms of time and efforts. What do you think about it? Any other suggestions?

Please remember that the task could be modified (in some but not all of its features) to meet the HLT capabilities, but that we have to find an agreement by (more ore less) mid May. After this term the task will not be further modified.

Obviously, this is a crucial point. As I understand it, at the end of Karlsruhe meeting all the partners declared that the task should be feasible in the proposed form. However, I take it that we should insist and doubly check:

With the IF people (does IF support the relevant concepts and relations?)

With the HLT people (can the module cope with the required language? What about the lexicon?)

One possibility would be to have the various tasks we are discussing here (the training and the experimental ones) as part of the test scenarios for Showcase1.

2.3 Dependent variables

Reference people: CMU: Celine; UKA: John; CLIPS: Georges (am I right? is there any other person involved?)

A document will follow (probably next week) with a detailed proposal concerning what has to be recorded from each site and how the collected information and the errors have to be classified, together with a proposal for self-reports. Suggestions given by experts in task-based evaluation will be appreciated.

Recall to check that the system support saving all the information that will be necessary in the analysis phase. This might require interacting with both Aethra and each HLT-developing site. 

Also, recall to schedule appropriate e-mail and/or telephone session to agree on data format, etc., well before the experiment start (the decision might affect software issues: saving data in one format, etc.)

2.4 User interface:

Windows: size and location on the monitor

Our proposal is that windows, and in particular the whiteboard window, will have a standard size and position on the monitor, because some features of the interface could influence the interaction in some way. Loredana, do you think it will be possible to "fix" the size of the whiteboard window with the aim to avoid a manual adjustment?

This seems to be already decided. The only point is when this will be made available.

Alignment and volume of original and translated speech

Our proposal is that the user does not hear the original speech but only the translated speech. We discussed the proposal in Karlsruhe but we didn't find an agreement. On the one hand, an evaluation of the system should be more natural as possible and the "natural" system will allow the users to hear the original speech. On the other hand, experimental requirements in terms of control ask us to cut the original audio or, if it isn't cut, to make sure that all participants understand the same portion of the original speech (and this is not so easy). We have to find a good compromise between the two needs ("natural" interaction and experimental control).

A solution could be to run a third condition, as to compare differences between the following three conditions:

1. Speech only condition;

2. Multimodal condition with the original audio and gesture immediately received by the partner;

3. Multimodal condition without the original audio and with gesture buffered and aligned to the translated speech, according to timestamps.

Introducing a third condition will have the following consequences:

· very high number of interaction (24 for each site: total number 72);

· architecture should be able to shift between the two gesture treatment solutions;

· we will have to make sure the group of clients is homogenous in terms of Italian language literacy (this is less important for agents).

Please send comments on this issue: a decision should be taken within the next week.

It seems to me that we decided to go for the ‘three conditions’ design. However, they are aligned in that all three have orginal audio:

4. Speech only condition with original audio (SO);

5. Multimodal condition with the original audio and gestures immediately received by the partner (MM1);

6. Multimodal condition without original audio and with gesture buffered and aligned to the translated speech, according to timestamps (MM2).

I think that the original-audio condition require some further thoughts. Here are some considerations that might be relevant.

First of all, ‘original-speech’ do not affect gestures directly, but might affect multimodality, that is understanding of gesture-language connections.

Secondly, knowledge of the language of the other party surely affects the effectiveness of the system as a translation system. 

In SO condition, if A knows B’s language, the presence of translation is irrelevant. Thus, if we were to measure the effectiveness of translation, we’d better avoid having original speech. For those who think that we must simulate the real=final system: this need not be so, or better, we must make clear what features of the final system we want to measure (no one ever measures everything of anything). If you are interested in translation, you want to know how good the system is in enabling subjects to accomplish their goals. Thus you will select the worst case, namely the one in which no one knowns the other’s language. However, given that it might be actually difficult to control for language knowledge, the worst case is best simulated by the ‘no original speech’ condition. In other words, if they do not know the other’s language, what is the original speech good for? To this it is replied that ‘original speech’ is required for attentional reasons: subjects might get bored and lose interest (or whatever) while waiting for something to happen. Please, notice that this a) based on ‘harmchair’ considerations, and b) completely foreign to the point of measuring the effectiveness of translation. For the first point, has anyone ever ascertained that people really get bored in speech-to-speech translation system with no ‘orginal speech’? For the second, isn’t there any better way than having ‘orginal speech’ to keep their attention alive in the experimental sessions? 

On the other hand, as noticed, the ‘orginal speech’ should not affect the use and/or understanding of gestures, especially if the task is so designed to make resort to gestures really relevant to convey the necessary information (e.g., directions on a map). However, it might affect understanding of language-gesture connections, hence multimodality. 

In condition MM1: suppose A knows B’s language. He hears B and sees her gestures at the same time (more or less). Then A will be capable of optimally understanding the language, the gestures and their relationships. Hence, MM1 will score very high for A. Suppose C doesn’t understand B’s language, so that C has to reconstruct the gesture-language association later when the translated speech arrives. He will do so on the basis of the quality of translation, the numerb of gestures, etc. Clearly, C is in a radically different position than A, and this is enough to introduce much uncontrolled variation, with a great bias introduced by A.

In condition MM2. A hears and understands B speech as it comes. Later, A receives the translated speech along with the reconstructed gestures. It is not clear that A is in better position that C, in this case. Probably not, if the translated speech is of good quality. However, if there are multiple gestures, and the translation requires changing the position of some of the linguistic phrases accompanying gestures, still A would be in a better position.

The conclusion of this longish discussion is: we need to know what we are going to measure and why. Saying that we measure the ‘real’ system is saying nothing. Actually, the three experimental conditions are to ascertain whether (which of) the following hypothesis are true (or false): 

· that multimodality (in any of the realized forms) is irrelevant (SO is superior). 

· That gestures are relevant, but people, at least in the experimental conditions) can well reconstruct the right association with language, even without any particular support in this direction (MM1 is superior).

· Gestures are relevant, and some support to help reconstruct language-gesture association is of some help (MM2 is superior).

Finally, notice that ‘language-knowledge-like’ effect can arise also whan one officially doesn’t know the other’s language, but the two language are close enough (Italian-French) to permit ‘language/word spotting’ strategies, etc.

If we agree on all of this, it seems that we need to control for language knowledge, and that the easiest way to do so is by avoiding ‘original speech’. The attentional problems, which are real, might be controlled otherwise, and even be irrelevant as far as the experiments go. I urge comments on this point.

Experimental asymmetries between clients and agents 

Some gestures, i.e. map loading and web pages selection, will be performed only by agents (clients will be not allowed to perform them). Details with allowed gestures for clients and agents will be given in the written instructions.  In addition agents know more about the scenario than the clients. Therefore they will assume a dominant role by driving the interaction. 

2.5 Whiteboard functionalities: which are to be added?

Aethra is asked to verify if scroll and zoom could be added to the whiteboard functionalities.

2.6  Gestures

Aethra is testing the support for gesture buffering and gesture re-playing according to a given time-line (isn't it?). 

Moreover, easy shift between the buffering/no-buffering conditions is to be explored soon.

What about IF for gestures? Is there any agreement about this issue? Could someone make a proposal? 

Not clear. What do you mean?

2.7  Tablets

Someone from Irst should give information about the tablets we bought. Loredana should let us know her opinion concerning the optimal size of the tablet. 
2.8 More issues

Data analysis

Reference people: CMU: Celine; UKA: John; CLIPS: Georges (am I right? is there any other person involved? Susi Burger?)

End of July?

Planning experiments with "conceptual anchoring"

At present experiments with "conceptual anchoring" are not in schedule.

3. SCHEDULE

· End of May: enrolment forms and questionnaires collected (versions for each language have to be made available); 

· End of June: tests of frozen HLT system with the experimental task; preliminary tests for multimodality; taking appointments for experimental sessions 

· Beginning of July: start experimental sessions for SO condition and MM condition

· Agreement on task, dependent measures and data analysis: mid May?

· Deliverable production: September?

APPENDIX 1: MAIN TASK (description card)

NEW VERSION 

Your family is composed by 4 people: you, your husband/wife and 2 children (3 and 6 years old).

During your holidays in Val di Fiemme (a valley in which you can find several resorts) you wish to practice ski and cross-country ski or ice-skating. Your children haven’t yet attended any ski course.

You wish to book in a three-stars-hotel for 6 nights, with half board accommodation. Your available budget amounts at about L. 100.000 (Italian lire) per person/night.

You will reach Trento by airplane plus train, and Val di Fiemme by bus; you have already collected information about air and train links to Trento, but not about train and bus links to Val di Fiemme.

You are opening a videoconferencing session with an APT agent to ask more information and plan in detail their holidays (you will have to choose one resort and the hotel).

APPENDIX B: TRAINING TASK

CONFERENCE IN POVO (TRENTO)

Your train will arrive in Trento during the afternoon before the conference. The following morning you will have to reach the conference center before 9.00 (address: Via Sommarive, 18). You booked a room at the “X” Hotel in Trento.

You are opening a videoconferencing session with the APT agent to collect information regarding how to reach:

· the “X” Hotel from railway station;

· typical food restaurants from the hotel;

· a cinema near the hotel;

· the conference center the following morning.

