Julio 21

Hi Chrisitan,

yes thanks a lot!

Ok, i'll try what you suggest, I've been working with Irene on the segmentation of the Elicitation Corpus, and thus haven't had much time to further look into the problems I'm having with the segmenter+xfer engine, but I should have enough time to make some progress over the weekend.

Next week is fiestas patrias in Peru, like independence day in the US but for a whole week, and thus there will be no classes and the place where I usually work from will also be closed. So I'm probably going to take the week off as my vacation, but I'll try to send you email with an update before Monday.

As for the Quechua segmenter, you're right, it probably would overgenerate to add number 2, so let's leave it as is for now, and after Irene sends me the next iteration of the segmented functional corpus, I'll be able to add several hundreds of new stems into the lexicon.

Thanks a lot.

ari

On 7/21/05, Christian Monson <cmonson@cs.cmu.edu> wrote:

> 

> I am attaching an init file that worked for Mapudungun.  There are 

> several different types of commands in the .init file most of which 

> have been commented out.  While you probably know all of these 

> commands already I'll just go over them here to make sure:

> 

> domorph   : just does morphology analysis

> parse     : does morphology analysis and then parses the input

> trans     : does morphology analysis, parses the input, and then

>              translates the input

> transfile : translates the sentences, one per line, in an input file

> smtfull   : same as transfile but produces a more comprehensive output

>              than transfile does that includes all partial 

> translations

> 

> What Erik has suggested to me in the past has been to try each of 

> these commands one at a time in turn and try to figure out at what 

> step the translation is not working.

> 

> As for your other question: Currently, yes, you must have both the 

> stem and the suffix in the lexicon for the Quechua morphology analyzer 

> to find an analysis.  This can be changed.  I can make the Quechua 

> morphology analyzer do whatever you would like it to do.  Is the 

> following a correct description of what you would like the Quechua morphology analyzer to do:

> 

> 1) Try to find a complete analysis of each word that uses 1 stem and 

> any compatible sequence of suffixes (i.e. if the stem is a noun then 

> use noun suffixes and suffixes that are unspecified for the part of 

> speech they attach to)

> 2) If no complete analysis can be found, try to find an analysis that 

> uses at least 1 character for the stem and the rest of the word 

> consists of compatible suffixes.

> 

> I would be afraid that this method of analysis would severely over analyze.

> Also if the stem isn't in the morphology stem lexicon it probably 

> isn't in the transfer lexicon and it won't be able to be translated.  

> But if you think a Quechua morphology analyzer that just segments 

> according to suffix info would be best I can do that.

> 

> Good Luck,

> 

> Christian

> 

> P.S. I am going to be on vacation from Tuesday, July 26 through 

> Friday, August 5th.  I might check my email every once in a while 

> those days but I wouldn't count on that too much, and I won't be able 

> to provide detailed support those days either.

> 

Julio 20 2005

Hi Christian, for some reason my other email is super slow and I can't really reply from there.

So here is the funny thing, when I use the same init file to segment the sentences I'd like to translate and I specifically prepend "domprh" in front of each sentence, everything is working fine, even though I think we'll need to fine tune the segmenter, but maybe once I get to Pittbsurgh :-)

When I just do what I suggest and I add the line that asks the xfer engine to connect to the segmenter, then the translations, which otherwise come out correctly, come out in Quechua, it's really bizarre, since I know the grammar and the lexicon are doing the right thing, and the segmenter in isolation is aslo doing the right thing...

I guess I'll do some more testing tonight and tomorrow morning, see if I can't figure out what's going on, otherwise I'll send you an email :)

Also, could you send me the init file that you and Roberto used for Mapudungun, which did both the segmentation and the translation correctly?

The last question I have, for a word to be correctly segmented, do I need to have both the stem and the suffixes in the lexicons? It would be nice if it could just segment according to the suffix info, when the stem info is absent...

Anyway, I'll look into it some more and see what I can get.

thanks

ari

(from Chrsitian)
No, there is no other command.  All you need to have in the init file is

the: "morphserver cusco 5782" line.  Then when you tell the transfer engine to analyze a sentence it will automatically call out to the Quechua morphology analyzer and get all analyses it can find for each word in the sentence.  One thing you can look for: when you run the transfer engine look at the window in which the Quechua morphology analysis server is running.

The analysis server should print out a whole bunch of stuff describing how it is analyzing each word.  If nothing appears in the analysis server's window then something is wrong.

sent July 19
(attached my version of quechua-morph)!
Hi Christian,

Ok, so now it makes much more sense and it works, well kind of, at least it connects and it doesn’t crash. (
I changed all the server names to “cusco” now, which is what I needed to do from the start, duh!!!

What must have happened is that the first time I tried it I was online, and you had the segmenter running on avenue, and thus the slowliness, but it wasn’t running the subsequent times I tried. The morphology generator must have always been running on avenue and that’s why I wasn’t having problems there. Which reminds me a question I had, is there a reason why the segmenter exits after each query that it’s sent to it? Is there a way to have it stay running once it’s started, like the morphology generator does?


The problem I am having now is that I’m giving the Xfer engine an unsegmented input file and I’m telling it to connect to the segmenter with the same command used in the example init file you sent me (morphserver cusco 5782), and it connects just fine, however, it doesn’t seem to be doing any segmenting at all. 

I re-read the email you sent me about how the segmenter talks to the Xfer engine, rather than generating an output file with the segmented input, but I just don’t know how I can debug what’s going on… Is there something else I need to tell the input file or the init file (like “domorph”), other than giving it the unsegmented input file and then connecting to the segmenter?
Here is the input:

takini

takishani

noqaqa barcelonamanta kani

barcelonamanta kani

barcelonamanta kaniqa

(which should be segmented into: taki+ni, taki+sha+ni, noqa+qa Barcelona+manta, etc.)

Here is the init file:

normalizecase on

morphserver cusco 5782 ; Quechua segmenter, needs to be restarted every time

latin1              ;to processed accented characters correctly

genmorphserver cusco 3130  ; Spanish Generation 

loadrules /cygdrive/c/mt/quechua2spa/grammars/grammar1.trf

;loadrules /cygdrive/c/mt/quechua2spa/lexicons/lexicon2.trf

loadrules /cygdrive/c/mt/quechua2spa/lexicons/StemLexicon0.trf

loadrules /cygdrive/c/mt/quechua2spa/lexicons/SuffLexicon0.trf

findall on

includesource on

showtrace src           ; [off|top(node)|full(parse tree)|src(+alignments)]

transfile /cygdrive/c/mt/quechua2spa/corpora/example2.txt

And here is the output:

0:

sl: takini

tl: TAKINI 

tree: <(UNK,0:1 "TAKINI")> 

1:

sl: takishani

tl: TAKISHANI 

tree: <(UNK,1:1 "TAKISHANI")> 

2:

sl: noqaqa barcelonamanta kani

tl: NOQAQA BARCELONAMANTA KANI 

tree: <(UNK,2:1 "NOQAQA")> <(UNK,3:2 "BARCELONAMANTA")> <(UNK,4:3 "KANI")> 

3:

sl: barcelonamanta kani

tl: BARCELONAMANTA KANI 

tree: <(UNK,3:1 "BARCELONAMANTA")> <(UNK,4:2 "KANI")> 

4:

sl: barcelonamanta kaniqa

tl: BARCELONAMANTA KANIQA 

tree: <(UNK,3:1 "BARCELONAMANTA")> <(UNK,5:2 "KANIQA")>

Send To Eric
Attach my version of genmorphSpanish
Hi Erik,

I was being dumb and actually connecting to the morphology server running on avenue instead of the one I had started on my own local server (cusco), but now that I changed the init file to say the right thing (genmorphserver cusco 3130), and commented out the code that only allows CMU machines to connect to it (see my genmorphSpanish file attached), but every time I run an input file thru the Xfer engine, it then automatically quits (which I don’t think it was doing before), and so I need to restart it every time. Is there something I could do to the code to make the server keep running once started, regardless of how many connections it gets?
Thanks!
ari

7/15/05

Hi Christian,

I managed to have the perl script running again (see below), however, I'm not able to connect to it from the init file that you sent me, and I was able to do this before, so I have no idea why this is happening now :(
-------------------------------------------------------------------------
aria@cusco /cygdrive/c/mt/quechua2spa/segmentation

$ ../../transfer.exe -if init.txt 

Setting normalizecase to UPPER-CASE

Setting minimal debug to ON

Init morph server on avenue port 5782

connect: Connection refused

 Problem connecting to morphology server avenue port 5782

Setting do morphology by sentence to ON

Turning on Latin-1 mode

Init gen morph server on avenue.lti.cs.cmu.edu port 3130

Generational Morphology connected

aria@cusco /cygdrive/c/mt/quechua2spa/segmentation

$ ./quechua_morph.pl

Starting Quechua morphology server on port 5782

Starting up Quechua morphology analyzer

Starting up the java implemented Quechua Morphological Analyzer

In java analyzer: Reading the stem data file: ./QuechuaStemLex.txt

In Java analyzer: Reading the suffix data file: ./QuechuaSuffixLex.txt

Waiting for Quechua Words to analyze.

  Enter 1 word per line.

  To quit pass in the string "**EXIT**"

--------------------------------------------------------------------------

Could it be that because the Xfer enfine running under cygwin doesn't know how to interpret "avenue" in the init file?

morphserver avenue 5782
I tried expanding it to avenue.lti.cs.cmu.edu, like it's used for the Spanish morphology, but the same error occurs.

I'm not sure how the Spanish morphology knows how to interpret it under cygwin, but it seems to be working, so that's good enough for me right now.

I attach the quechua_morph.pl file I adapted to the local paths + the init file, so that maybe you or Erik can figure out why the connection is failing.

Maybe I forgot to do something real simple that I was doing before, but I can't think of what that might be, sorry!

I'm not going to be able to work over the weekend, but next week I'm determined to have the whole system running somehow :-)

Also, if I were to just use the java scripts to segment the quechua sentences, how do I run it from the command line? I tried doing just 

./QuechuaMorph.jar 

But I got all these errors, so I'm not sure what this means:

PK: not found

Õ2: not found

META-INF/PK: not found

PK: not found

Õ2Ö§é-ããMETA-INF/MANIFEST.MFManifest-Version:: not found

-Version:: not found

Ant-Version:: not found

./QuechuaMorph.jar: 8: Syntax error: "(" unexpected

6/23/05

Ari,

When I ran the small transfer engine init file it was *not* slow.  It ran just as fast as it could print to the screen.  So, slow is not good and I am not sure what the problem might be....

The Quechua morphology module does not output a file with the segmented input, which is in turn fed to the Xfer engine.  The Quechua morphology module perl wrapper talks directly to the Xfer engine via a socket.  The

code:

$server = IO::Socket::INET->new(LocalPort => $serverport,





Type => SOCK_STREAM,





Reuse => 1,





Listen => 12)

    or die "Couldn't be a tcp server on port $serverport: $!\n";

is opening up a socket on port number $serverport.  Then a little further on the code (which I don't completely understand as Erik wrote it):

# Wait for connections

while ($client = $server->accept()) {

    if ($kidpid = fork) {


close $client;


next;

    }

is waiting for the Xfer engine to talk to it on the socket on port number $serverport.

Similarly, the Quechua morphology perl wrapper does not write any files to communicate with the .jar java program that actually does the morphology analysis.  Here the perl wrapper uses a pipe to communicate with the java program.  The code:

$childpid = open2($childsOut, $childsIn, $javaexec, @args)

    or die "can't open pipe to $javaexec: $!";

is the magic perl command to open a pipe that communicates with the program $javaexec using $javaexec's standard in and standard out streams.  (I'm going into all this detail because it was pretty cool to get all this interprocess communication working.  I haven't used sockets and pipes since my undergraduate operating systems class (at which I got my lowest CS grade of all time--very depressing.))

But on to the practical issue of getting Quechua morphology working for you...  What I would suggest is to run either the QuechuaMorph.jar or the QuechuaSuffixParser.java program directly from the command line without going through the Xfer engine or the perl wrapper.  When you run QuechuaMorph.jar it should accept Quechua strings (or actually whole sentences with spaces and all) on the command line.  If running the java Quechua morphology analysis program directly is fast then I would back up one step by removing the socket code from (a copy of) the perl wrapper and trying to run the perl wrapper from the command line.  This will test if what is making things slow is communication over the pipe between the perl wrapper and the java morphology analysis code.  At that point we can evaluate what the problem might be.

I hope this helps and I'm sorry I can only help remotely,

Christian

-----Original Message-----

From: aria [mailto:aria@cs.cmu.edu]

Sent: Thursday, June 23, 2005 2:42 PM

To: 'Christian Monson'

Cc: 'aria'

Subject: RE: A Quechua Morphological analyzer

Actually, I had already done the right thing, except for taking out the netBeansProjectFolder/dist/ part, since I wasn't sure what that was. And interestingly enough, if I do what you suggest and what I had done, it still can't access, but if I run it from the same directory where all the files are and I set $morpdir = ".\"; then it does the trick :)

One thing I notices is that the analysis is really slow... is there something that can be done about that, or we just need to do these morphology part offline?

Actually, after the two first words, it got stuck on kasqa and it has been idle for more than a minute now :(

One thing that's still not very clear to me, does the Quechua morphology module output a file with the segmented input, which is in turn fed to the Xfer engine? I guess I still don't see how this all works together smoothly... but maybe when the module is finished doing the analysis it will become obvious :)

For now, it's still on kasqa, so I'm not sure what's going on. When you run the init file that you sent me, it run all the way thru?

Here is what I've got so far:

aria@cusco /cygdrive/c/mt/quechua2spa/segmentation

$ ../../transfer.exe -if init.txt

Setting normalizecase to UPPER-CASE

Setting minimal debug to ON

Init morph server on avenue port 5782

Morphology connected

Setting do morphology by sentence to ON

Turning on Latin-1 mode

Init gen morph server on avenue.lti.cs.cmu.edu port 3130 Generational Morphology connected Doing morphological analysis on nin

Y0: ((SPANSTART 0)

     (SPANEND 1)

     (LEX NI)

     (POS ADV))

Y1: ((SPANSTART 0)

     (SPANEND 1)

     (LEX NI)

     (POS VR))

Y2: ((SPANSTART 1)

     (SPANEND 2)

     (LEX N)

     (POS SUFF))

Doing morphological analysis on chayqa

Y0: ((SPANSTART 0)

     (SPANEND 1)

     (LEX CHAY)

     (POS ADJ))

Y1: ((SPANSTART 0)

     (SPANEND 1)

     (LEX CHAY)

     (POS PRON))

Y2: ((SPANSTART 1)

     (SPANEND 2)

     (LEX QA)

     (POS SUFF))

Doing morphological analysis on kasqa

Thanks, and I'll do my best to find a connection over the weekend, but I think it will be hard due to the festivities here.

ari

-----Original Message-----

From: Christian Monson [mailto:cmonson@cs.cmu.edu]

Sent: Thursday, June 23, 2005 12:07 PM

To: 'aria'

Subject: RE: A Quechua Morphological analyzer

Hi Ari,

I think the problem is in the quechua_morph.pl file.  There are several path

variables that together need to specify the path to the .jar file, the stem

lexicon, and the suffix lexicon.  First, $morphdir needs to point to a

directory that is common to the paths of all three of:

1) The .jar file

2) The stem lexicon

3) The suffix lexicon

And then the variables $jarfile, $stemDataFile, and $suffixDataFile need to

finish up the paths all the way to the .jar file, the stem lexicon, and the

suffix lexicon themselves.  So if the .jar file, the stem lexicon, and the

suffix lexicon are all in the /cygdrive/c/mt/quechua2spa/segmentation/

directory then you can set:

$morphdir = "/cygdrive/c/mt/quechua2spa/segmentation/";

$jarfile        = $morphdir . "QuechuaMorph.jar";

$stemDataFile   = $morphdir . "QuechuaStemLex.txt";

$suffixDataFile = $morphdir . "QuechuaSuffixLex.txt";

(In my setup here at CMU the .jar file was not in the same directory as the

stem lexicon and the suffix lexicon, but was in a subdirectory called

netBeansProjectFolder/dist/)

Fixing these variables should solve this problem I think.

Christian

-----Original Message-----

From: aria [mailto:aria@cs.cmu.edu] 

Sent: Thursday, June 23, 2005 10:36 AM

To: 'Christian Monson'

Cc: 'aria'

Subject: RE: A Quechua Morphological analyzer

Hi Christian,

After changing all the local variables as appropriate, I tried to run the

Quechua morphology, but it seems to be choking when it has to access the

jarfile:

$ ./quechua_morph.pl 

Starting Quechua morphology server on port 5782

Starting up Quechua morphology analyzer

Unable to access jarfile

/cygdrive/c/mt/quechua2spa/segmentation/QuechuaMorph.jar

# The file is indeed in /cygdrive/c/mt/quechua2spa/segmentation, so I

changed the actual path to this, since I was getting the same error before:

Unable to access jarfile

/cygdrive/c/mt/quechua2spa/segmentation/netBeansProjectFolder/dist/QuechuaMo

rph.jar

I checked the java version I'm running under cygwin, and I think I should be

ok:

$ java -version

java version "1.5.0_02"

Java(TM) 2 Runtime Environment, Standard Edition (build 1.5.0_02-b09)

Java HotSpot(TM) Client VM (build 1.5.0_02-b09, mixed mode, sharing)

Do you think this is due to a java version problem or something else?

Thanks and please let me know what you think!

I'll try to connect later this morning, but since there are the big

festivities in Cusco, after 1pm today, and probably until Monday, I won't be

able to check email.

ari

-----Original Message-----

From: ari [mailto:ariadneta@gmail.com] 

Sent: Wednesday, June 22, 2005 1:06 PM

To: aria

Subject: Fwd: A Quechua Morphological analyzer

---------- Forwarded message ----------

From: Christian Monson <cmonson@cs.cmu.edu>

Date: Jun 22, 2005 11:44 AM

Subject: A Quechua Morphological analyzer

To: ari <ariadneta@gmail.com>

Hi Ari,

Well, Roberto and I more or less got a Mapudungun morphology analyzer up and

running at the end of last week.  The demo sort of flopped in front of Alon

et al. but at least my work has put me in a position to smoothly create the

attached Quechua morphological analyzer.

I massaged the Quechua stem and suffix lexicons you sent me a bit.  In

particular the second field of the suffix lexicon actually needs to be the

part of speech of the word it attaches to and not the part of speech of the

suffix itself (I don't think I said that correctly in my earlier emails.)

As per the other morphology modules, the Quechua morphology module is a

server that the transfer engine communicates with.  The Quechua morphology

server is a perl wrapper around a java core that does the actual

morphological analysis.  So I am attaching 6 files:

1) The stem lexicon

2) The suffix lexicon

3) The perl server wrapper

4) The java source code that does the morphological analysis

5) A java .jar file that the perl server wrapper actually calls

6) A sample transfer engine init file with both the setup commands

    that start up the Quechua morphology server and some basic transfer

    engine commands that morphologically parse some Quechua words

To run the java .jar file I think you will need the latest version of java,

v1.5 or java 5 (I use some funky template stuff in the java code (sorry)).

You will need to change some parameters in the perl wrapper and in the init

file to tell them such things as where to find the .jar files and the stem

and suffix lexicons, and what port the perl wrapper is running on.  Then

start up the perl wrapper server and run the transfer engine with the sample

init file.

Please contact me with any problems you have in setting the Quechua

morphology up.  I'm sure you will have problems since the only place I have

tested things out is in my very protected local environment.

I hope this will all be helpful,

Christian

$ ./quechua_morph.pl 

Starting Quechua morphology server on port 5782

Starting up Quechua morphology analyzer

Unable to access jarfile /cygdrive/c/mt/quechua2spa/segmentation/QuechuaMorph.jar
$ java -version

java version "1.5.0_02"

Java(TM) 2 Runtime Environment, Standard Edition (build 1.5.0_02-b09)

Java HotSpot(TM) Client VM (build 1.5.0_02-b09, mixed mode, sharing)

· check if I  need to upgrade my java and then try again both with my command and Christian’s command.

$ which java

/cygdrive/c/WINDOWS/system32/java

Hi Christian,

Sorry I couldn’t get back to you sooner. I finally arrived to Cusco yesterday morning and I’m beginning to feel normal again.

Regarding the input format to your segmenter for Quechua, here is an example of what I think we’ll need:

sha,VSuff,(mood=ger)

ni,VSuff,((person=1) (number=sg) (tense=pres) (mood=ind))

manta,NSuff,(loc=+)

manta,NSuff,

lla,Suff,

pa,VSuff,(repetition=+)

pa,NSuff,(type=poss)

pa,NSuff,(type=poss)

There is a big chance of course that I realize later in the process that I need to specify more things, but as far as I can tell right now, this is the least we’ll need.

In Quechua, both V and N (and Adj) can take several suffixes. For now, let’s not specify positions for Quechua, would it be very hard to incorporate a position column afterwards if I realize we do need them? If so, maybe we can have a position column and I can leave it blank for now, either way, just let me know what’s easiest.

What do you mean by a suffix being transitive and imperative? I’m not quite sure what that represents…

For the f-structure column, if there is only one feature, should I write (…) or ((…))?

I’ll work on getting you a test set of Quechua words with what I think should be the correct segmentation, and with their corresponding lexicons for stems and suffixes in the form that we agree on, so that you can start testing the segmenter when you’re ready.

Let me know if I forgot to mention something or if there is anything else that you need from me in the mean time.

Thanks a lot and let me know how it goes.

ari

