Effects of Compression on Linguistically Relevant Speech Analysis Parameters
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This note is not intended to replace a careful scientific analysis of the effects of compression methods such as MP3 (MPEG1/2 Audio) and MD (MiniDisc) on the results of typical speech analysis algorithms. In this document we first describe some effects that can be expected from theoretical discussions of the bit rate reduction algorithms. Then we will discuss some phenomena that were identified from studying the different representations of some German words, in particular the word “dreist” [in IPA: draist
], in greater detail. The reason for this small investigation is to come to a decision whether compressed formats such as MP3 and ATRAC can be accepted for long-term archives. If compression methods were acceptable then no additional PCM recording of the audio information would be necessary (the MP3 stream is included in the MPEG media encoding anyhow) and MiniDisc could be an acceptable recording device. Both could imply a considerable reduction of the data to be stored and to be transferred.


1 hour MPEG1 recording means in average about 700 MB (includes audio and video information)


1 hour PCM with stereo, 16 bit and 48 kHz means about 350 MB (which is half of the video)


1 hour PCM with 16 bit and 16 kHz means about 60 MB (which is 1/6 - used as a baseline indication)

Using the standard sampling techniques for audio therefore is a very costly enterprise. The baseline data may serve as a rough indication how much information is encoded when high frequency sampling rates are used for speech recordings - information the human ear will not be able to perceive.

1 Basics

The normal digital recording technique is based on Pulse Code Modulation (PCM) where values from the analogue representation of the speech signal are taken at equidistant points in time and encoded linearly in 16 bits. It is known that speech signals especially for children and female speakers have relevant frequency components at around 7 to 8 kHz. Following the Nyquist theorem we have to have at least two points to be able to reconstruct a sinusoidal component, i.e. we need at least a sample rate of 16 kHz to be able to identify these components. This is the reason that a sample frequency of 16 kHz was the standard in speech processing work for many years. This was changed later to a sample frequency of 20 kHz to have more reliable estimates of the higher frequency components. 

Media industry came up with CDs that changed the habitudes completely. The new standard should also be useful for any sounds humans are interested in such as music. It is known that the human ear can identify frequency components up to about 20 kHz. This is the reason that a standard for CD’s was established at 44.1 kHz. Following Nyquist this is enough to also record musical performances with sufficient quality. Now these sample frequencies are also used for recordings of human voices, since it is the default setting for many types of equipment. 

Since bit rates are of great importance to economically store and transport audio and video signals some groups were working on compression methods. In this paper we will only refer to the work within the MPEG initiative and to the SONY based ATRAC method applied in their MiniDisc recorders. MPEG1/2 and 4 are definitions for the decoding of compressed media streams where audio and video information is included. The MPEG initiative accepted the MPEG1 Layer 3 audio compression method (MP3) for the MPEG1/2 transmission of media signals across Internet. Both MP3 and ATRAC use psychoacoustic modeling to reduce the bit rate. Psychoacoustic modeling means that the human perception system is guiding the methods for eliminating information. The assumption is that all information that will be ignored by the human ear anyhow can be dropped. Psychoacoustic modeling refers back to the work about absolute and relative perceptual masking, the related findings about Critical Bands (Fletcher) and the work on time masking.

In contrast to this work are those methods that perform bit rate reduction on the basis of speech production models and on general information theory principles. These will not be discussed here. However, it can be expected that performing reduction in accordance with human perception could create problems when calculating production typical characteristics such as subglottal pressure or the precise excitation function of the vocal cords from the compressed representations. 

We assume that linguists (and other people) at years later when they want to understand the basic principles of the sound system of a given language which is documented in an archive are not interested in calculating such details of the production system although voice quality has to with manipulating source parameters. We assume that linguists may be primarily interested to calculate amplitude curves, pitch contours, spectrograms, narrow-band spectra, spectral envelopes (by LPC or Cepstrum) and formant tracks. So in this note we will focus on these parameters. 

2. Psychoacoustics

This part will briefly introduce some major psychoacoustic phenomena used in psychoacoustically based reduction algorithms.

· dynamic scope of the ear is about 120 dB

· tones below 20 Hz and above 20 kHz can be ignored

· the perception of loudness is frequency dependent (figure 1)

· hair cells of the inner ear perform a spectral analysis of the signal

· hair cells react on the strongest signal in their frequency neighborhood 

· this leads to so-called critical bands
 (see figure 2) the bandwidth of which is given by the following formula: B = 24. (4.37 x F + 1) [Hz]    
(F is the center frequency)

· frequency resolution is higher for lower frequencies 

· 4/5 of the critical bands are located below 5 kHz (following from the formula)

· close frequency components are merged to one sensation (below 200 Hz)

· two tones with different frequency and equal sound pressure are not perceived as being equally loud 

· there is a frequency dependent perceptional threshold, tones below that threshold are not perceived 

· a strong tone within a Critical Band masks a weaker tone (weak tones can be ignored, see figure 2)

· complex tones have broad critical bands 

· critical bands are not symmetrical (broader towards higher frequencies, see figure 2)

· a tone has a pre-masking effect over time, i.e. another tone can be masked by a tome which is perceived slightly later (190 ms, figure 3)

· a tone has a post-masking effect, i.e. tones can be masked by the previous tone (if its frequency was lower, figure 3)
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3. MP3 Principles

Reduction

· all tones below absolute and relative masking thresholds are ignored

· Huffman encoding, high frequent values are coded with less bits

· different encoding algorithms are possible since MPEG only defines the decoder operation

Bell-Lab Subband Codec (one encoder example)
· formation of short and overlapping blocks of samples (~ 4ms length)

· transformation to bandpass signals along 32 Critical Bands

· per subband an FFT to calculate a number of spectral coefficients

· psychoacoustic model defines which frequency components in subbands are coded and how

· subbands below threshold are coded (following the principles they can be ignored completely)

· component quantization is dynamic dependent on bit rate 

(if there are enough bits left, then masked signals can be encoded)

· Huffman encoding of quantized values

MP3 Specifications

· supports 32 kHz, 44.1 kHz, 48 kHz sample frequnecies

· compression up to 1:12

· variable bitrate

· MP3 with 128 kbps not to be distinguished from PCM by human listeners

Expectations

It is difficult to describe the expectations, since the algorithm is dynamic. Masked components can be coded if there are enough bits available. Nevertheless, one should see masking effects especially in the high frequency range where spectral energy for example from fricatives is located.

4. ATRAC Comments

Also ATRAC is based on psychoacoustic modeling. It is designed by Sony specialists to support MiniDisc and also memory sticks. Analysis is performed in 3 large subbands with 512 spectral points. The new version ATRAC 3 is expected to have a compression factor of 2 compared to MP3 while maintaining the sound quality. ATRAC only supports 44.1 kHz as sample frequency. 

Comments from perception studies argue that for complex music one can perceive a clear difference to the original recording.

5. Some Results

As already said, this note will not replace a careful study of the consequences of MP3 and MD recordings. A recording was made with a number of selected German words containing the different sounds. Here we will present some indications that came from comparing the representations for the German word “dreist” [in IPA: draist]. Similar statements can be made for the other words included.

Procedure

A recording was made of speech of one speaker with a DAT recorder (48 kHz, 16 bit, stereo). The SPDIF output signal was copied to disk for further analysis. A normal cassette recording was created from the DAT signal with 22kHz, 16 bit.

Based on the SPDIF output of the DAT Recorder the signal was dubbed to MD format using the built-in sample rate converter. The result is ATRAC compressed speech. To visualize and operate on the compressed speech the MD analog output was taken and digitized again (44.1 kHz, 16 bit).

In the same way an MP3 compressed file (128 kbps stereo) was created from the DAT recording and transformed to PCM again. 

The representations of these files were compared.

Obvious Results

From a histogram of digital values it is apparent that MP3 and even more MD compression does not code small amplitude values. This could be seen as a suppression of noisy parts where only small amplitudes are present in the sound wave.
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Formant Extraction

[image: image9.png]| praatpcure A o/

Fie Edt Margns World Seect Pen Font Help
T 7 =
500
|
z
- L
o
i
5 Time .





[image: image10.png]Praat picture. E -[ol x|
Fie Edi Morgns Wold Select Pen Font Help
T 7 .

w

|

5 2

| %

5 o
13 gy

% Fraqueney (42,





[image: image11.png]Praat picture. E -[ol x|
Fie Edi Morgns Wold Select Pen Font Help
T 7 .

w

|

5 2

]

i

g o
13 gy

Fraqueney (4,

o





[image: image12.png]Praat picture. E ~=loix|
Fle Edt Margns World Skt Pen Fort Heln
T = =
|
N
E
i
I3 e
raquency )

o





[image: image13.png]Praat picture E =101 x|
Fle Edt Margns World Skt Pen Fort elp
T = =

L w
o
E
3 n,\’n

° I

I3 T

raquency )

|





Pitch Extraction
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Spectral Representations
The following figures show spectral representations of the same speech fragments of the word “dreist” [in IPA: draist]. Four fragments were defined centered on the “d”, the “a”, the “i” and the “s”.
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High-Resolution Spectra






6. Preliminary Conclusions

The indications that we got from the inspection of the representations of the word “dreist” are comparable with those for other words that were spoken by the same male speaker. From the short study we can conclude that

· the most important linguistic operations such as extracting pitch contours and formant tracks are not affected by MP3 and MD compression with respect to the essential results;

· the spectral envelops are preserved especially in the low frequency range;

· the spectra are modified in the high frequency range which becomes especially apparent for fricatives where spectral differences are difficult to be perceived for humans anyhow and where the formant concept does not really apply.

To make final statements the following tasks would have to be done:

· the effects on compression of transient signals (plosives) have to be analyzed carefully;

· some people argue that distortions may lead to a decreased quality of the representations of the speech signal, i.e. analysis with distorted speech (which is typical under field conditions) have to be carried out;

· we need more quantitative methods to measure the effects, but these quantitative methods have to operate at the level of linguistically interesting parameters such as formants; a pure statement about differences will not help.

These results will be communicated with some experts. If there are no new indications then MP3 and MD compressed speech could be accepted for integration into the archive, although linear encoded PCM is preferable. When saying that compressed speech could be accepted for the archive, we have to explain what exactly is meant. We could store the compressed format (MP3 or ATRAC) or could store a PCM version being generated from the compressed file. Only in the case when we store the compressed signal we have a gain. This, however, means that we have to be sure that people can do decompression even years later and that we may have to generate PCM coding on the fly for people who want to apply some of the existing algorithm to the speech representation.
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Figure 3 indicates the temporal masking effect. There is a pre-masking and a post-masking effect. Given a tone of a certain loudness level, all tones below the temporal masking threshold would not be perceived.
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Figure 1 is well-known and describes the sensitivity of the human ear to different frequencies dependent on the sound pressure. The lines denote equally perceived loudness.





Figure 2 includes two different masking contributions. The line at the bottom describes the absolute threshold for perceiving sounds. The curve on top describes the relative masking threshold. These two curves operate as follows: the most left and right tones (indicated as bars) cannot be perceived since they are below the absolute threshold. Given a strong tone at 1 kHz the upper curve shows that all surrounding curves will also not be perceived by the human ear since they are below the relative masking threshold.
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Extracted from PCM





Extracted from MP3





Extracted from MD





The three figures indicate that deriving formant tracks is not at all a problem. The formant trajectories extracted from the uncompressed representation is much smoother than for the two compressed ones. This is especially true for that part where the “s” is spoken. But the formant concept is not suitable for fricatives anyhow. 


The most robust formants however can be clearly seen in all three representations. These figures allow us to assume that MP3 and MD compression does not have disastrous effects on formant extraction.
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Extracted from PCM





Extracted from MP3





Extracted from MD





These three figures show the result of automatic pitch extraction (time domain based extractor). We can see small differences which can be expected for pitch extraction algorithms when the waveform is slightly modified. But in general it is clear that MP3 and MD compression do not lead to big errors as can be expected.
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“d” extracted from MD





“d” extracted from DAT





“d” extracted from MP3
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These four figures show the waveforms (taken from the PCM representations) from which the spectra were generated. The time differences between the fragments of the different representations (PCM, MP3, MD) were very small. Not so much care was taken to detect optimal boundaries between the phonemes.





a





These three figures show the spectral representations for the “d” up to 10 kHz. It can be seen that the spectral envelope is preserved (which is of course important). Comparing spectral envelopes calculated by LPC and Cepstrum algorithms supported this. With respect to spectral details we can identify differences especially beyond 6 kHz. This can be expected due to the broad critical bands in the high frequency regions. 
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“a” extracted from PCM





“a” extracted from MP3





“a” extracted from MD





These three figures show the spectral representations for the “a” up to 10 kHz. For this vowel the same statements hold as before. The pole configuration is almost identical such that the  perception must be very similar. Only spectral details differ.
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“i” extracted from PCM





“i” extracted from MD





“i” extracted from MP3
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“s” extracted from PCM





“s” extracted from MD





“s” extracted from MP3








For the vowel “i” within the diphthong it is known that there are strong resonances between 2 and 4 kHz. Here some filtering effects can be seen between the two resonance frequencies.





For fricatives the major spectral components are beyond 4 kHz. This is also the range where the critical bands are very broad. So we expect changes in the spectrum. From the spectral envelops it becomes very apparent that both compression methods result in comparable spectral modifications, although the encoding process differs between MP3 and ATRAC. Although the spectral differences between the uncompressed version and the compressed ones is obvious, no perceptual difference can be heard when listening to the fragments. This is coherent with the assumption that psychoacoustic compression is transparent for human perception.





high-res spectrum for “i” taken from PCM





high-res spectrum for “i” taken from MD





high-res spectrum for “i” taken from MP3





From the high-resolution spectrum it can be seen that the spectral details of the harmonics up to about 700 Hz are preserved very well. This is the range where the critical bands are comparatively narrow (about 150 Hz, i.e. covering the individual harmonics). For the resonances between 2 and 3 kHz the details of the harmonic structure are slightly distorted compared to the original signal which can be expected due to the broad critical bands.








� “ai” are realized as diphthong.


� Critical Bands are not fixed but are always formed around the actually perceived tones. 





