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1 Lecture Overview

Definition 24.1 (Metric Space). A metric space M = (X, dist) is a combination of a set X and a
distance metric dist, where for all x, y, z ∈ X, dist satisfies the following properties:

• dist(x, x) = 0

• dist(x, y) = dist(y, x)

• dist(x, z) + dist(z, y) ≥ dist(x, y) (Triangle Inequality)

Definition 24.2 (Metric TSP). Given a graph G = (V,E) with nonnegative edge weights, find a
minimum weight tour visiting each vertex exactly once that returns to the starting vertex. The
nodes exist in the set X within metric space M = (X, dist), and edge weights correspond to
distances between nodes determined according to dist.

Problem: Given a graph G, give an algorithm for metric TSP that gives us a 1 + e approximation
to the optimal tour on G with runtime that is a function of ε and the dimension of the metric space d.

Lecture Roadmap:
—Discuss existing results for this problem in general metric spaces and Euclidean space
—Study an existing algorithm that solves this problem for Euclidean space
—Briefly discuss improvements on this algorithm

2 Existing Results

General Metric Spaces
Christofides 1976 [4]:
Gives polynomial time 1.5-approximation for metric TSP (best-known).

Euclidean Space
Restricting to the Euclidean TSP problem (in (Rd, `p)), there are better approximations. Note that
these algorithms are presented using the `2 norm, but can be extended to the `p norm for some
values of p.

Arora 1996 [1], Mitchell 1996 [5]: ←We will focus on this algorithm

Give 1 + ε approximation algorithm that runs in 2(logn/ε)
O(d)

time.
For fixed ε, d, this is quasipolytime.

Arora 1997 [2]:

Gives 1 + ε approximation algorithm that runs in n(log n)(1/ε)
d

time.
For fixed ε, d, this is polytime.

Rao and Smith 1998 [6]:

Gives 1 + ε approximation algorithm that runs in O(n log n) +O
(
n · 2(1/ε)d

)
time.

This is FPT in parameters d, ε. Note that the previous two algorithms ([1],[5],[2]) are not FPT in
ε, d because the degree of the polynomial in n depends on the choice of d and ε.
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3 Useful Definitions and Lemmas

Definition 24.3 (Doubling Constant). Define metric space M = (X, dist). Express the diameter
of a set of points S as as diam(S) (defined as the distance between the two points in S that are
furthest apart). The doubling constant λ of M is defined as:

λ(M) = max
S⊆X

(min # sets of diameter diam(S)/2 that cover S)

Definition 24.4 (Doubling Dimension). The doubling dimension of metric space M is defined as
follows:

ddim(M) := log2 λ(M)

Intuitively, the doubling dimension of a metric space is a proxy for for its dimensionality. For
example, the metric space comprised of the unit d-dimensional hypercube (containing 2d points),
has doubling dimension θ(d).

Definition 24.5 (δ-Net). Define metric space M = (X, dist). N ⊆ X is a δ-net for M iff the
following properties hold:
i. δ-packing: ∀x, y ∈ N, dist(x, y) ≥ δ
ii. δ-covering: ∀x /∈ N, ∃y ∈ N s.t. dist(x, y) ≤ δ

In words, a δ-net of a metric space is a subset of the points in the metric space that (i) are pairwise
at least δ distance apart and (ii) are chosen such that any point not in the net is at most δ distance
away from a point in the net.

For intuition, such a δ-net can be constructed via the following greedy algorithm: Add an initial
point x0 ∈ X to the net. Then, find another point x1 that is outside the δ-radius ball centered
around x0, and add x1 to the net. Repeat this process (draw a δ-ball around the current point,
and then choose the next point not inside any existing δ-ball) until there are no points left that
can be added to the net. The resulting set of points x0, x1, . . . will be a δ-net.

Lemma 24.6. Define metric space M = (X, dist) and S ⊆ X, noting that (S, dist) must also be a
metric space. Let N be a δ−net of M , and set diam(S) = D. Then,

|N | ≤
(

2D

δ

)ddim(M)

Intuitively, we’re saying that if the points in N are enclosed in some diameter (the diameter of S)
and are also somewhat sparse, then there can be only so many points in N .

Proof. By Definition 24.3, because S ⊆ X, we need at most λ(M) sets of diameter D/2 to cover S.
Each of these D/2 diameter sets S′ ⊆ S ⊂ M , so by the same definition, we can cover each set S′

using λ(M) sets of diameter D/4. There are λ(M) sets S′, so it follows that we can alternatively
cover S with λ(M)2 sets of diameter D/4. We can extend this reasoning as follows, and cover S
with:
λ(M) sets of diameter D/2, or
λ(M)2 sets of diameter D/4,or
λ(M)3 sets of diameter D/8, or
...
λ(M)log2 2D/δ sets of diameter D/2log2 2D/δ = Dδ/(2D) = δ/2
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Sets of diameter δ/2 contain at most one point in the δ-net N , because all points in the δ-net are
distance ≥ δ apart (Definition 24.5). Therefore, there are at most as many points in N as there
are sets of diameter δ/2 in the cover of S. It follows from Definition 24.4 that

|N | ≤ λ(M)log2
2D
δ =

(
2D

δ

)log2 λ(M)

=

(
2D

δ

)ddim(M)

4 The Arora/Mitchell ‘96 Algorithm

At a high level, the Arora/Mitchell ‘96 Algorithm (AM96) takes an input graph G. Starting from
graph G, AM96 creates a “nicer” version of the graph G′, and then finds a tour T on G′ that is a
close approximation to the optimal tour of G′. The idea is that G′ is similar enough to G that the
tour T returned by AM96 is also a close approximation of the optimal tour of G.

AM96 executes this procedure with the following steps:

1. Make vertex locations nicer. Scale down graph G, and then produce G′, a modified
version of graph G with all its vertices rounded to a nearby integer coordinate.

2. Construct the quad-tree. Construct a “quad-tree” inside a d-dimensional hypercube that
is larger than graph G′ (with some room to spare).

3. Add the portals. Place “portals” on this quad-tree such that they form a net of the
quad-tree.

4. Randomly place G′. Position G′ randomly within the d-dimensional hypercube containing
the quad-tree and portals.

5. Find tour T on graph G′. Use this construction along with dynamic programming to find
a tour T of G′ that approximates the optimal tour on G′, which we call OPTG′ .

Step 1: Make vertex locations nicer

Step 1.1: Scale G by a constant factor
First, we want some notion of the size (in space) of graph G, so we scale G by a constant factor
such that it fits inside a “box” (d-dimensional hypercube) with sidelength L = nd/ε:

L

L

x

x

x
x

x

x

x

x

x

x

Figure 24.1: Scaled version of graph G. The x’s are vertices of G, connected by an optimal tour.
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Fact 24.7. For any two points in this box x, y ∈ Rd, the distance between x and y in any single
dimension is nd/ε, so

dist(x, y) ≤
√
d ∗ (nd/ε)2 = nd

√
d/ε ≤ nd2/ε

Step 1.2: Create rounded graph G′

Next, we create graph G′, a modified version of G, with the following two steps:
1. G′ ← G
2. For all x ∈ V (G′), move x at the nearest integer coordinate not occupied by another vertex.

Fact 24.8. For all x, y ∈ V (G′), it holds that 1 ≤ dist(x, y) ≤ nd2/ε.

Note: for the remainder of these notes, when I draw the L-sidelength box containing a graph, the
graph represented in it is G′, as G′ is the graph from which we build tour T .

Step 2: Construct the Quad-tree

Definition 24.9 (Quad-tree). A quad-tree is a tree data structure in which each internal node has
exactly four children.

In our case, we will use a quad-tree to divide up our L-sidelength box into smaller boxes, where first
level of the quad-tree will divide up the box into 4 equal boxes, the second level of the quad-tree
will divide each of these smaller boxes into 4 equal parts, and so on.
To make this concrete, consider a 2L-sidelength “box” (d-dimensional hypercube) (Figure 24.2).
We will ultimately place our L-sidelength box (containing G′) at some location within this 2L-
sidelength box (Step 4); for now, suppose we place it at the bottom left, as pictured. We then
divide up this 2L-sidelength box using a quad-tree. For notation purposes, I number the quad-tree
levels starting at 0 so that the divisions of our L-sidelength box start with the level-1.

2L

2L

Level 2
Level 3

Level 1
Level 0

x

x

x
x

x

x

x

x

x

x

Figure 24.2: A 2L-sidelength box (d-dimensional hypercube) divided up recursively by a quad-tree.
Within this box, we (for now) place our L-sidelength box, so that it is also divided up recursively
by the quad-tree.
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We want to construct the quad-tree so that each of the smallest squares formed by quad-tree
boundaries contains at most one vertex of G′. By Fact 24.10, to achieve this, the quad-tree must
be of depth logL.

Fact 24.10. To ensure that each of the smallest quad-tree squares contains at most one vertex of
G′, we must add logL quad-tree levels. This is because the vertices of G′ are pairwise distance ≥ 1
apart (Fact 24.8), so we need at most L squares in any dimension, meaning we must divide each
dimension in half logL times to reach the stopping condition.

Step 3: Add the portals

At a high level, we want to construct a tour T so that it has two properties: first, that we can
actually find it in a reasonable amount of run-time; and second, that it is provably close to OPTG′

(the optimal tour of G′) in cost. We will ensure the similarity of T and OPTG′ by building T from
G′. In doing so, we will enforce certain constraints on the tour T so that closely follows OPTG′

and can be found quickly. Specifically, these constraints will restrict how T can cross quad-tree
boundaries, and they will be imposed using “portals”.

Definition 24.11 (Level-i portal). A level-i portal is defined as the only passage through which
tour T can cross a level-i quad-tree boundary.

Figure 24.3 illustrates the meaning of this definition. In the figure, portals are represented by
filled-in squares that correspond to different levels of the quad-tree. Consider the scenario shown,
in which OPTG′ crosses a level-1 boundary to reach a vertex in an adjacent square. By Definition
24.11, our tour T must take the dotted path through a level-1 portal to reach the same point.

Level 2
Level 3

Level 1

L

L

x

x

x
x

x
x

x

x

Level 1 Portal

x

x

x

x
Level 2 Portal

Figure 24.3: Illustrates that, while OPTG′ may cross quad-tree boundaries, tour T must travel
through a level-i portal to cross a level-i quad-tree boundary.

The question remains: how many portals do we want? There is tension here: we want few portals,
because we need to “keep track” of them. We also want a lot of portals, because having few portals
will result in large detours. The idea is to try to find some sweet spot for the number of portals,
and then place them strategically to minimize large detours.

Placing portals using a δL/2i-net.
Notice that the level-i quad-tree is a subset of Rd, and is therefore itself a metric space; call it
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metric space Mi. We will place the level-i portals such that they form a (δL/2i)-net Ni of metric
space Mi.

By definition of a δ-net, any point at which OPTG′ crosses the level-i quad-tree must be within
distance (δL/2i) from a level-i portal. It follows that the length of any detour T takes to go
through a portal will add no more than 2δL/2i distance to OPTG′ . Therefore, there exists a
portal-respecting tour T such that

T (G′) ≤ OPTG′ +
∑
i

2δL/2i · (# times OPTG′ crosses a level-i quad-tree boundary)

where T (G′) represents the cost of tour T taken on G′.

Bounding T (G′) requires bounding the term (# times OPTG′ crosses a level-i quad-tree boundary).
Unfortunately, this term is currently unbounded, because we have no control over how many times
OPTG′ crosses level i. For example, OPTG′ could look like the tour depicted in Figure 24.4:

L

L
Figure 24.4: Sample case in which OPTG′ crosses the level-1 quad-tree boundary n times

Suppose that in the example given in Figure 24.4, the optimal path crosses the level-1 quad-tree
boundary n times. Each time it does this, we add 2δL/21 = δL to the sum, and therefore these n
crossings result in us exceeding OPTG′ by δLn. In order to still get a constant-factor approximation
to OPTG′ , we then need to make δ = O(1/n) (vanishingly small), which blows up the run-time1.

We can address this problem by choosing the position of G′ randomly within in the 2L-sidelength
box (which, recall, houses the full quad-tree). This process is formalized in the next step.

Step 4: Randomly place G′

In Step 2, we placed our L-sidelength box containing G′ in the bottom left corner of a larger box
of sidelength 2L. However, suppose that instead, we placed our L-sidelength box at a random
location inside the larger box, as shown in Figure 24.5.

1δ being vanishingly small blows up the run-time, because we will have to choose δ such that δ and ε scale
proportionally, and there ends up being a 1/ε in the exponent of the complexity of the algorithm.
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L
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Figure 24.5: FIgure showing our 2L sidelength box containing our randomly-placed L-sidelength
box, which in reality contains graph G′.

Lemma 24.12. Suppose that inside our L-sidelength box, we have line segment x — y of length `.
The probability that this line segment crosses a level-i quad-tree boundary is bounded. Specifically,

Pr[x—y crosses a level-i quad-tree boundary)] ≤ d · `

(2L/2)i

Proof. The line segment x—y can have length at most ` in any dimension, and the distance between
two level-i boundaries is 2L/2i, so the probability of x—y crossing in a single dimension is `/(2L/2i).
Using a union bound, we can account for all dimensions by multiplying by d, and we are done.

With this lemma proven, we are now ready to prove that the expected cost of our tour T is very
close to that of OPTG, the cost of the optimal tour of our original graph G.

Lemma 24.13. E[T (G′)] < (1 + ε)OPTG′

Proof. Take OPT ′G, the optimal tour of G′, and break it up into segments of length 1. Then,
by Lemma 24.12, the probability that each of these segments crosses a level i quadtree boundary
is d/(L/2i). We have OPTG′ of these segments in total, so OPTG′ crosses a level i boundary
≤ d/(L/2i) ·OPTG′ times in expectation. It follows that

E[T (G′)] = OPTG′ +
∑
i

2δL/2i · E[# times OPTG′ crosses a level-i quad-tree boundary]

≤ OPTG′ +
∑
i

2δL/2i · d

L/2i
·OPTG′

= OPTG′(1 + ·2δd logL)

where the logL arises from the depth of the quad-tree.

Choose δ = ε
10 logL·d . Then,

E[T (G′)] = OPTG′(1 + ε/5) < OPTG′(1 + ε)
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Lemma 24.14. For all possible tours P of vertices in V (G), it holds that P (G′) (the cost of tour P
on G′) and P (G) (defined analogously) can differ by at most 2nd. Succinctly, P (G′) ∈ P (G)±2nd.

Proof. Fix some arbitrary tour P of the vertices in V (G). Suppose x ∈ V (G) is rounded to its
nearest integer x′; then dist(x, x′) ≤ d. Therefore, the maximum cost shifting this point adds is
the length of the path x → x′ → x, which is ≤ 2d. Using that G has n vertices to be rounded, it
follows that P (G) and P (G′) can differ in length by at most 2nd.

Lemma 24.15. Consider the optimal tour of graph G (OPTG), and the optimal tour of graph G′

(OPTG′), where |V (G)| = |V (G′)| = n and both graphs occur in Rd. For these tours, it holds that
OPTG′ ≤ OPTG + 2nd.

Proof.

For all tours P, P (G′) ≤ P (G) + 2nd (Lemma 24.14)

=⇒ min
P
P (G′) ≤ min

P
P (G) + 2nd

Finally, using that minP P (G′) = OPTG′ and minP P (G) = OPTG, we conclude that

OPTG′ ≤ OPTG + 2nd

Fact 24.16. 2nd ≤ ε ·OPTG. This is because there must be two points of distance ≥ L in the scaled
graph G, and we have to visit both of these points in the optimal tour, so OPTG ≥ 2L = 2nd/ε,
which implies that 2nd ≤ ε ·OPTG.

Theorem 24.17. Given graphs G and G′ and tour T as constructed by AM96, it holds that

E[T (G)] ≤ OPTG · (1 + ε)3

where OPTG is the cost of the optimal tour of G, T (G) is the cost of tour T on G, and the
expectation of T (G) is taken over the random positioning of graph G′ in space.

Proof.

E[T (G)] ≤ E[T (G′)] + 2nd (Lemma 24.14)

≤ OPTG′ · (1 + ε) + 2nd (Lemma 24.13)

≤ (OPTG + 2nd) · (1 + ε) + 2nd (Lemma 24.15)

≤ (OPTG + ε ·OPTG) · (1 + ε) + ε ·OPTG (Fact 24.16)

≤ OPTG · (1 + ε)2 + ε ·OPTG · (1 + ε)2

= OPTG(1 + ε)3

We’ve shown that AM96 gives a (1 + poly(ε))-approximation to OPT rather than exactly a (1 + ε)-
approximation; however, ε can be made arbitrarily small, and any difference in size between poly(ε)
and ε is absorbed by the O(d) in the run-time. This result therefore demonstrates that T (G) is, in
expectation, a (1 + ε) approximation of the cost of OPTG.

Step 5: Find tour T on graph G′

We’ve shown the existence of a tour T , whose cost on G is a (1 + ε)-approximation to OPTG. In
this step, we will actually find this tour T using dynamic programming. At a high level, the DP

8



algorithm works as follows: for each square defined by quad-tree level i boundaries, it finds the
cheapest portal-respecting “partial tour” that visits all points inside that quad-tree square. As we
recurse up the levels quad-tree (starting with squares formed by its highest-level boundaries), the
algorithm will “stick together” the best tours for the sub-squares of the current square.

Suppose q is some level-i quad-tree square, and suppose Pq is the set of portals on the level-i
quad-tree that can be used to enter/exit square q. Define S(Pq) as the set of all possible sequences
of portals a tour can travel through as it weaves into and out of square q. Note that this sequence
S(Pq) can include a given portal in Pq more than once.

With this notation, define the DP table as follows:

DP [q, s] = cheapest tour that visits all points in quad-tree square q and passes through

the set of portals in the order specified by the sequence s ∈ S(Pq)

Run-time of DP Algorithm

Fact 24.18. The first dimension of the DP table is (2L)d, because there must be ≤ 2L quad-tree
squares in any single dimension of the L-sidelength box.

To bound the second dimension of the DP table, we need to bound the size of the set of possible
portal sequences S(Pq) for an arbitrary q. Importantly, the size of S(Pq) depends on both the size
of Pq and how many times we can include each portal in Pq in a portal sequence. For example, if we
could include each portal in a sequence up to n times, then there would be (|Pq|n)! possible portal
sequences for square q. As a result, the DP table would have second dimension O(n!) ≈ O

(
2n logn

)
,

which is already bigger than the runtime bound we want.

Fortunately, we have the following fact:

Fact 24.19. Fix a square q. For any tour s ∈ S(Pq), there always exists a “nice” tour with the
same cost, but which enters each portal ≤ 1 time and exits each portal ≤ 1 time.

Figure 24.6 gives some intuition about why we can decrease the number of times a tour enters/exits
a portal without changing the tour’s cost:

Enters portal twice

Reverse 
top cycle

Does not enter portal

Figure 24.6: Shows how we can take a tour that enters a portal twice and transform it to a tour
that takes the same path, but does not enter the portal at all. This is done by reversing a cycle.
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By Fact 24.19, each portal will appear in any sequence at most twice, so |S(Pq)| ≤ (2|Pq|)!.
Therefore, in order to bound |S(Pq)|, we simply need to bound |Pq|.

Lemma 24.20. For an aribtrary quad-tree square q (of any quad-tree level!), |Pq| ≤
(
d2 logL

ε

)d
.

Proof. High-level idea: the portals on a given quad-tree level i form a net of the level-i quad-tree
boundaries, so the portals must be somewhat sparse. This allows us to upper-bound the number
of portals on the level-i quad-tree square, which in turn allows us to bound the possible sequences
of portals we can take.

Fix a level-i quad-tree square q. The sidelength of q is L/2i. All portals around this square must
have minimum pairwise distance δL/2i, because the level-i portals form a δL/2i-net of the level-i
quad-tree. The number of portals bordering q, |Pq|, is therefore bounded above as follows:

|Pq| ≤
(

4L/2i

δL/2i

)d
=

(
4d

δ

)d
=

(
10 · 4d2 · logL

ε

)d
≈
(
d2 logL

ε

)d
Notice that i cancels out of the expression, implying that the number of portals around q does not
depend its level in the quad-tree.

With this bound on |Pq|, we can now bound |S(Pq)|.

Lemma 24.21. For an arbitrary quad-tree square q, it holds that |S(Pq)| ≤ 2(logn/ε)
O(d)

Proof.

|S(Pq)| ≤ (2 · |Pq|)! ≤

(
2 ·
(
d2 logL

ε

)d)
! (Lemma 24.20)

Simplifying this bound,

|S(Pq)| ≤

(
2 ·
(
d2 logL

ε

)d)
! ≈

[(
d2 logL

ε

)d]( d2 logL
ε

)d

≤
(

2
d2 logL

ε

)d( d2 logL
ε

)d
= 2

(
d3 logL

ε

)
·
(
d2 logL

ε

)d
= 2(logn/ε)

O(d)

where, in the final step, a bunch of terms were absorbed by O(d) at the second level of exponenti-
ation. I also used the fact that L = nd/ε, which implies that log(L) is O(log n).

Theorem 24.22. The run-time of the DP algorithm is 2(logn/ε)
O(d)

.

Proof. (sketch) By Fact 24.18 and Lemma 24.21, the DP table is (2L)d × 2(logn/ε)
d
. The first

dimension of the table as well as the time taken to do supplementary computations are all absorbed
by the O(d) in the exponent, so the run-time is of the DP algorithm is 2(logn/ε)

O(d)
.

An alternative approach to finding tour T

Take the set of portals P and graph G′. You can view the set of portals P as additional nodes in
graph G′ (G′ ← G′ ∪ P ) that comprise a small separator of G′ with treewidth O(d2 log n/ε)d logn.
Note that a portal has an edge only to the original vertices of G′ in an adjacent quad-tree square.
This procedure gives an embedding of the point set and portals into a graph with treewidth P log n,
on which we can solve TSP for bounded tree-width graphs. Taking the approach isn’t actually faster
than our approach, but this is a convenient formulation, because it allows us to directly use results
for bounded-treewidth graphs.
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5 Improvements on AM96

This algorithm was fairly wasteful in some steps. Since ‘96, there were some improvements made:

Arora 1997 [2]:
This paper gets a much tighter bound on the number of times OPTG′ crosses quad-tree boundaries,
finding that in fact, an optimal tour will only cross quadtree boundaries at most (1/ε)d times. In-

stead of |Pq|! portal enters/exits, they get only
( Pq
(1/ε)d

)
= P

(1/ε)d

q .

Rao and Smith 1998 [2]:
Used idea of “spanner” graphs to improve runtime by putting down very few portals. This gets
n · 2(1/ε)O(d)

, which is the current state of the art of Euclidean space. Unfortunately, this algorithm
is still not practical for reasonable values of ε.

These algorithmic results are all for approximating TSP in d-dimensional Euclidean space. A
natural next question is whether these results can be extended a general metric space with doubling
dimension d. There are some existing results on this, for reference: [7], [3].
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