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Probabilistic
reasoning

Thus far, most of the problems we have encountered in the course
have been deterministic (e.g., assigning an exact set of value to
variables, searching where we can deterministically transition
between states, optimizing deterministic costs, etc)

Many tasks in the real world involve reasoning about and making
decisions using probabilities

A fundamental shift in AI work that occurred during the 80s/90s

4



Example: topic
modeling
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Figure 2: Real inference with LDA. We fit a 100-topic LDA model to 17,000 articles
from the journal Science. At left is the inferred topic proportions for the example article in
Figure 1. At right are the top 15 most frequent words from the most frequent topics found in
this article.

is drawn from one of the topics (step #2b), where the selected topic is chosen from the
per-document distribution over topics (step #2a).2

In the example article, the distribution over topics would place probability on genetics,
data analysis and evolutionary biology, and each word is drawn from one of those three
topics. Notice that the next article in the collection might be about data analysis and
neuroscience; its distribution over topics would place probability on those two topics. This
is the distinguishing characteristic of latent Dirichlet allocation—all the documents in the
collection share the same set of topics, but each document exhibits those topics with di↵erent
proportion.

As we described in the introduction, the goal of topic modeling is to automatically discover
the topics from a collection of documents. The documents themselves are observed, while
the topic structure—the topics, per-document topic distributions, and the per-document
per-word topic assignments—are hidden structure. The central computational problem for
topic modeling is to use the observed documents to infer the hidden topic structure. This
can be thought of as “reversing” the generative process—what is the hidden structure that
likely generated the observed collection?

Figure 2 illustrates example inference using the same example document from Figure 1.
Here, we took 17,000 articles from Science magazine and used a topic modeling algorithm to
infer the hidden topic structure. (The algorithm assumed that there were 100 topics.) We

2
We should explain the mysterious name, “latent Dirichlet allocation.” The distribution that is used to

draw the per-document topic distributions in step #1 (the cartoon histogram in Figure 1) is called a Dirichlet

distribution. In the generative process for LDA, the result of the Dirichlet is used to allocate the words of the

document to di↵erent topics. Why latent? Keep reading.
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For documents in a large collection of text, model p(Word|Topic),
p(Topic)

Figure from (Blei, 2011), shows topics and top words learned
automatically from reading 17,000 Science articles
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Example: image
segmentation1.2. Outline 3

Fig. 1.1 Input image to be
segmented into foreground
and background. (Image
source: http://pdphoto.org)

Fig. 1.2 Pixelwise separate
classification by gi only:
noisy, locally inconsistent de-
cisions.

Fig. 1.3 Joint optimum y⇤

with spatially consistent de-
cisions.

The optimal prediction y⇤ will trade o↵ the quality of the local model
gi with making decisions that are spatially consistent according to gi,j .
This is shown in Figure 1.1 to 1.3.

We did not say how the functions gi and gi,j can be defined. In the
above model we would use a simple binary classification model

gi(yi, x) = hwyi ,'i(x)i, (1.2)

where 'i : X ! Rd extracts some image features from the image around
pixel i, for example color or gradient histograms in a fixed window
around i. The parameter vector wy 2 Rd weights these features. This
allows the local model to represent interactions such as “if the picture
around i is green, then it is more likely to be a background pixel”. By
adjusting w = (w0, w1) suitably, a local score gi(yi, x) can be computed
for any given image. For the pairwise interaction gi,j(yi, yj) we ignore
the image x and use a 2-by-2 table of values for gi,j(0, 0), gi,j(0, 1),
gi,j(1, 0), and gi,j(1, 1), for all adjacent pixels (i, j) 2 J .

1.2 Outline

In Graphical Models we introduce an important class of discrete struc-
tured models that can be concisely represented in terms of a graph. In
this and later parts we will use factor graphs, a useful special class of
graphical models. We do not address in detail the important class of
directed graphical models and temporal models.

Computation in undirected discrete factor graphs in terms of proba-
bilities is described in Inference in Graphical Models. Because for most
models exact computations are intractable, we discuss a number of pop-
ular approximations such as belief propagation, mean field, and Monte

Figure (Nowozin and Lampert, 2012) shows image segmentation
problem, original image on left, where goal is to separate foreground
from background

Middle figure shows a segmentation where each pixel is individually
classified as belonging to foreground or background

Right figure shows a segmentation where the segmentation is
inferred from a probability model over all pixels jointly (encoding
probability that neighboring pixels tend to belong to the same group)
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Example: modeling
protein
networks

sample in this data set consists of quantita-
tive amounts of each of the 11 phosphorylated
molecules, simultaneously measured from sin-
gle cells [data sets are downloadable (8)]. For
purposes of illustration, examples of actual
fluorescence-activated cell sorter (FACS) data
plotted in prospective corelationship form are
shown in fig. S1. In most cases, this reflects the
activation state of the kinases monitored, or in
the cases of PIP3 and PIP2, the levels of these
secondary messenger molecules in primary cells,
under the condition measured. Nine stimula-
tory or inhibitory interventional conditions were
used (Table 1) (8). The complete data sets were
analyzed with the Bayesian network structure
inference algorithm (6, 9, 17).

A high-accuracy human primary T cell
signaling causality map. The resulting de
novo causal network model was inferred
(Fig. 3A) with 17 high-confidence causal arcs
between various components. To evaluate the
validity of this model, we compared the mod-
el arcs (and absent potential arcs) with those
described in the literature. Arcs were catego-
rized as the following: (i) expected, for con-
nections well-established in the literature that
have been demonstrated under numerous con-
ditions in multiple model systems; (ii) reported,
for connections that are not well known, but
for which we were able to find at least one
literature citation; and (iii) missing, which indi-
cates an expected connection that our Bayesian
network analysis failed to find. Of the 17 arcs
in our model, 15 were expected, all 17 were
either expected or reported, and 3 were missed
(Fig. 3A and table S1) (8, 18–22). Table 3
enumerates the probable paths of influence
corresponding to model arcs determined by
surveying published reports.

Several of the known connections from
our model are direct enzyme-substrate rela-
tionships (Fig. 3B) (PKA to Raf, Raf to Mek,
Mek to Erk, and Plc-g to PIP2), and one has a
relationship of recruitment leading to phos-
phorylation (Plc-g to PIP3). In almost all cases,

the direction of causal influence was correctly
inferred (an exception was Plc-g to PIP3, in
which case the arc was inferred in the reverse
direction). All the influences are contained
within one global model; thus, the causal di-
rection of arcs is often compelled so that these
are consistent with other components in the
model. These global constraints allowed de-
tection of certain causal influences from mole-
cules that were not perturbed in our assay.
For instance, although Raf was not perturbed
in any of the measured conditions, the meth-
od correctly inferred a directed arc from Raf
to Mek, which was expected for the well-
characterized Raf-Mek-Erk signal transduc-
tion pathway. In some cases, the influence of
one molecule on another was mediated by in-
termediate molecules that were not measured
in the data set. In the results, these indirect
connections were detected as well (Fig. 3B,
panel b). For example, the influence of PKA
and PKC on the MAPKs p38 and Jnk likely
proceeded via their respective (unmeasured)
MAPK kinase kinases. Thus, unlike some
other approaches used to elucidate signaling
networks [for example, protein-protein inter-
action maps (23, 24)] that provide static bio-
chemical association maps with no causal
links, our Bayesian network method can de-
tect both direct and indirect causal connections
and therefore provide a more contextual pic-
ture of the signaling network.

Another feature demonstrated in our mod-
el is the ability to dismiss connections that
are already explained by other network arcs
(Fig. 3B, panel c). This is seen in the Raf-
Mek-Erk cascade. Erk, also known as p44/42,
is downstream of Raf and therefore dependent
on Raf, yet no arc appears from Raf to Erk,
because the connection from Raf to Mek and
the connection from Mek to Erk explain the
dependence of Erk on Raf. Thus, an indirect
arc should appear only when one or more
intermediate molecules is not present in the
data set, otherwise the connection will proceed

via this molecule. The intervening molecule
may also be a shared parent. For example,
the phosphorylation statuses of p38 and Jnk
are correlated (fig. S2), yet they are not di-
rectly connected, because their shared parents
(PKC and PKA) mediate the dependence be-
tween them. Although we cannot know wheth-
er an arc in our model represents a direct or
indirect influence, it is unlikely that our model
contains an indirect arc that is mediated by
any molecule observed in our measurements.
Correlation exists between most molecule
pairs in this data set [per Bonferroni corrected
P value (fig. S2)], which can occur with close-
ly connected pathways. Therefore, the relative
lack of arcs in our model (Fig. 3A) contrib-
uted greatly to the accuracy and interpret-
ability of the inferred model.

A more complex example is the influence
of PKC on Mek, which is known to be me-
diated by Raf (Fig. 3B, panel d). PKC is
known to affect Mek through two paths of
influence, each mediated by a different ac-
tive phosphorylated form of the protein Raf.
Although PKC phosphorylates Raf directly
at S499 and S497, this event is not detected
by our measurements, because we use only
an antibody specific to Raf phosphorylation
at S259 (Table 2) (16). Therefore, our algo-
rithm detects an indirect arc from PKC to
Mek that is mediated by the presumed un-
measured intermediate Raf phosphorylated
at S497 and S499 (18). The PKC-to-Raf arc
represents an indirect influence that proceeds
via an unmeasured molecule, presumed to be
Ras (19, 20). We discussed above the ability
of our approach to dismiss redundant arcs. In
this case, there are two paths leading from
PKC to Mek, because each path corresponds
to a separate means of influence from PKC
to Mek: one via Raf phosphorylated at S259
and the other through Raf phosphorylated at
S497 and S499. Thus, neither path is redun-
dant. This result demonstrates the distinction
that this analysis is sensitive to specific phos-

Fig. 3. Bayesian network inference
results. (A) Network inferred from
flow cytometry data represents ex-
pected outcomes. This network rep-
resents a model average from 500
high-scoring results. High-confidence
arcs, appearing in at least 85% of
the networks, are shown. For clarity,
the names of the molecules are used
to represent the measured phospho-
rylation sites (Table 2). (B) Inferred
network demonstrates several fea-
tures of Bayesian networks. (a) Arcs
in the network may correspond to
direct events or (b) indirect influ-
ences. (c) When intermediate mol-
ecules are measured in the data
set, indirect influences rarely appear as an additional arc. No additional
arc is added between Raf and Erk because the dependence between Raf
and Erk is dismissed by the connection between Raf and Mek, and be-
tween Mek and Erk (for instance, see Fig. 1C). (d) Connections in the
model contain phosphorylation site–specificity information. Because Raf

phosphorylation on S497 and S499 was not measured in our data set,
the connection between PKC and the measured Raf phosphorylation site
(S259) is indirect, likely proceeding via Ras. The connection between PKC
and the undetected Raf phosphorylation on S497 and S499 is seen as an
arc between PKC and Mek.

R E S E A R C H A R T I C L E S

22 APRIL 2005 VOL 308 SCIENCE www.sciencemag.org526

In cellular modeling, can we automatically determine how the
presence or absence of some proteins affects other proteins?

Figure from (Sachs et al., 2005) shows automatically inferred protein
probability network, which captured most of the known interactions
using data-driven methods (far less manual effort than previous
methods)
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Probabilistic
graphical
models

A common theme in the past several examples is that each relied on
a probabilistic model defined over hundreds, thousands, or
potentially millions of different quantities

“Traditional” joint probability models would not be able to tractably
represent and reason over such distributions

A key advance in AI has been the development of probabilistic
models that exploit notions of independence to compactly model
and answer probabilities queries about such distributions
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Random
variables

A random variable (informally) is a variable whose value is not initially
known

Instead, the variable can take on different values (and it must take on
exactly one of these values), each with an associated probability

Weather ∈ {sunny, rainy, cloudy, snowy}
p(Weather = sunny) = 0.3

p(Weather = rainy) = 0.2

. . .

In this course we’ll deal almost exclusively with discrete random
variables (taking on values from some finite set)
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Notation
for
random
variables

We’ll use upper case letters Xi to denote random variables

Important: for a random variable Xi taking values {0, 1, 2}

p(Xi) =

 0.1
0.4
0.5


represents a tuple of the probabilities for each value that Xi can take

Conversely p(xi) (for xi a specific value in {0, 1, 2}), or sometimes
p(Xi = xi), refers to a number (the corresponding entry in the
p(Xi) vector)
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Given two random variables X1 with values {0, 1, 2} and X2 with
values {0, 1}:

- p(X1,X2) refers to the entire joint distribution, i.e., it is a tuple with 6
elements (one for each setting of variables)

- p(x1, x2) is a number indicating the probability that X1 = x1 and
X2 = x2.

- p(X1, x2) is a tuple with 3 elements, the probabilities for all values of
X1 and the specific value x2 (note: this is not a probability
distribution, it will not sum to one)

12



Basic
rules
of
probability

Marginalization: for any random variables X1,X2

p(X1) =
∑
x2

p(X1, x2)

[
=

∑
x2

p(X1|x2)p(x2)

]

Conditional
probability: The conditional probability p(X1|X2) is
defined as

p(X1|X2) =
p(X1,X2)

p(X2)

Chain
rule: For any X1, . . . ,Xn

p(X1, . . . ,Xn) =

n∏
i=1

p(Xi |X1, . . . ,Xi−1)
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Bayes’s
rule: Using definition of conditional probability

p(X1,X2) = p(X1|X2)p(X2) = p(X2|X1)p(X1)

=⇒ p(X1|X2) =
p(X2|X1)p(X1)

p(X2)
=

p(X2|X1)p(X1)∑
x1
p(X2|x1)p(x1)

An
example: I want to know if I have come down with a rare strain
of flu (occuring in only 1/10,000 people). There is a an accurate test
for the flu (if I have the flu, it will tell me I have it 99% of the time, and
if I do not have it, it will tell me I do not have it 99% of the time). I go
to the doctor and test positive. What is the probability I have this flu?
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Independence
Two random variables X1 and X2 are said to be (marginally, or
unconditionally) independent, written X1⊥⊥X2, if the joint
distribution is given by the product of the marginal distributions

p(X1,X2) = p(X1)p(X2)

⇐⇒ p(X1|X2) = p(X1)

Two random variables X1, X2 are conditionally independent given
X3, written X1⊥⊥X2 | X3, if

p(X1,X2|X3) = p(X1|X3)p(X2|X3)

⇐⇒ p(X1|X2,X3) = p(X1|X3)

Marginal independence does not imply conditional independence or
vice versa
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High
dimensional
distributions

Probabilistic graphical models (PGMs) are about representing
probability distributions over random variables

p(X ) ≡ p(X1, . . . ,Xn)

where for the remainder of this lecture, xi ∈ {0, 1}n

Naively, since there are 2n possible assignments to X1, . . . ,Xn , can
represent this distribution completely using 2n − 1 numbers, but
quickly becomes intractable for large n

PGMs are methods to represent these distributions more compactly,
by exploiting conditional independence
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Bayesian
networks

A Bayesian network is defined by:

1. A directed acyclic graph (DAG) G = (V = {X1, . . . ,Xn},E )

2. A set of conditional probability tables p(Xi |Parents(Xi))

Defines the joint probability distribution

p(X ) =

n∏
i=1

p(Xi |Parents(Xi))

Equivalently, each node is conditionally independent of all
non-descendants given its parents

18



Bayes
net
example

X1 X2

X3

X4 X5

Burglary? Earthquake?

Alarm?

JohnCalls? MaryCalls?

Can write distribution as
p(X ) = p(X1)p(X2|X1)p(X3|X1:2)p(X4|X1:3)p(X5|X1:4)

= p(X1)p(X2)p(X3|X1,X2)p(X4|X3)p(X5|X3)
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Bayes
net
example

X1 X2

X3

X4 X5
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0
1 0.7
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0
1 0.9
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Independence
in
Bayes
nets

X1 X2

X3

X4 X5

Burglary? Earthquake?

Alarm?

JohnCalls? MaryCalls?

X4⊥⊥X5?

X4⊥⊥X5 | X3?

X1⊥⊥X2?

X1⊥⊥X2 | X3?

X1⊥⊥X2 | X5?
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Conditional independence in Bayesian networks is characterized by
a test called d-separation

Two variables Xi and Xj and conditionally independent given a set
of variables XI , if and only if, for all trails connecting Xi and Xj in
the graph, at least one of the following holds:

1. The trail contains a set of nodes Xu → Xv → Xw and Xv ∈ XI

2. The trail contains a set of nodes Xu ← Xv → Xw and Xv ∈ XI

3. The trail contains a set of nodes Xu → Xv ← Xw and Xv and its
descendants are not in XI

For computing d-separation: (R. Shachter, “Bayes-Ball: The Rational
Pastime,” 1998)
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Markov
random
fields
A (pairwise) Markov random field (MRF) is defined by:

1. An undirected graph G = (V = {X1, . . . ,Xn},E )

2. A set of unary potentials f (Xi) for each i = 1, . . . ,n and pairwise
potentials f (Xi ,Xj ) for all i , j ∈ E (potentials are like probabilities,
mappings from assignments of variables to positive numbers, but
need not sum to one)

Defines the joint probability distribution

p(X ) =
1

Z

n∏
i=1

f (Xi)
∏
i ,j∈E

f (Xi ,Xj )

where Z is a normalization constant (also called partition function)

Z =
∑
x

n∏
i=1

f (Xi)
∏
i ,j∈E

f (Xi ,Xj )
22



MRF example

X1 X2

E.g. p(X1 = 1,X2 = 1) = 1
1505 · 10 · 1 = 1/3
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MRF example

X1 X2

f (X1, X2)

10
X2

0
1 25

f (X1)

5
X2

0
1 1

f (X1)

1
X1

0
1 5

X1

0
0

0 11
1 101

E.g. p(X1 = 1,X2 = 1) = 1
1505 · 10 · 1 = 1/3
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MRF example

X1 X2

f (X1, X2)

10
X2

0
1 25

f (X1)

5
X2

0
1 1

f (X1)

1
X1

0
1 5

X1

0
0

0 11
1 101

∏ f
50

X2

0
1 25

X1

0
0

0 251
1 501

p(X)

1/3
1/6
1/6
1/3

E.g. p(X1 = 1,X2 = 1) = 1
1505 · 10 · 1 = 1/3
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Independence
in
MRFs

Each node is in MRF is conditionally independent of all other nodes
given it’s neighbors

p(Xi |X¬i) = p(Xi |Neighbors(Xi))

Not trivial to show, known as Hammersley-Clifford theorem

Two variables Xi and Xj are independent given a set of variables
XI if and only if every path from Xi to Xj contains some variable
Xv ∈ XI

24



Factor
graphs
A “generalization” that captures both Bayesian networks and
Markov random fields (reason for quotes will become apparent)

An undirected graph, G = {V = {X1, . . . ,Xn , f1, . . . , fm},E}
over variables and factors

There exists an edge fi — Xj if and only if factor fi includes variable
Xj

Defines the joint probability distribution

p(x ) =
1

Z

m∏
i=1

fi(Xi)

where Xi = {Xj : (fi ,Xj ) ∈ E}) are all variables in factor fi
25



MRF to
factor
graph

X1 X2

(plus similar terms for f1, f2)
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MRF to
factor
graph

X1 X2f3

f1 f2

(plus similar terms for f1, f2)
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MRF to
factor
graph

X1 X2f3

f1 f2

f3(X1, X2)

10
X2

0
1 25

X1

0
0

0 11
1 101

(plus similar terms for f1, f2)
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Bayes
net
to
factor
graph

X1 X2

X3

X4 X5
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Bayes
net
to
factor
graph

X1 X2

X3

X4 X5

f4 f5

f1 f2
f3
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Bayes
net
to
factor
graph

X1 X2

X3

X4 X5

f4 f5

f1 f2
f3

p(X5 = 1)

0.01
X3

0
1 0.7

27



Bayes
net
to
factor
graph

X1 X2

X3

X4 X5

f4 f5

f1 f2
f3

p(X5 = 1)

0.01
X3

0
1 0.7

f5(X3, X5)

0.99
X5

0
1 0.01

X3

0
0

0 0.31
1 0.71
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Independence
in
factor
graphs

Virtually the same as for MRFs:

p(Xi |X¬i) = p(Xi |Neighbors(Xi))

but where here Neighbors(Xi) means all nodes that share a factor
with Xi

Two variables Xi and Xj are independent given a set of variables
XI if and only if every path from Xi to Xj contains some variable
Xv ∈ XI

28



“Losing”
independence
properties

X1 X2

X3

X4 X5

X1 X2

X3

X4 X5

f4 f5

f1 f2
f3

X1⊥⊥X2?

Crucial
point: Factor graph is “equivalent” to Bayes net, but only
because of the specific form of the factor f3; we cannot “read off” all
the independence properties from the graph itself
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Inference
in
probabilistic
graphical
models

For a given graphical model, how can we compute probabilities that
do not have a corresponding probability table in the model?

For an MRF or factor graph, how do we compute the log partition
function?

How can we find the most likely assignment to some variables,
given a particular assignment to others?

These questions are all inference questions in a graphical model
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Exploiting
graph
structure
in
inference

We could always compute all relevant probabilities by computing the
joint probability p(X ) and using the rules of probability
(marginalization, conditional probabilities) to answer inference
question

But this is precisely what we wanted to avoid through probabilistic
graphical models

Is there a way to exploit compact structure describing distribution to
answer inference questions?

(Answer: sometimes!)
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Example: chain
Bayesian
network

X1 X2 X3 X4

p(X4) =
∑

x1,x2,x3

p(x1, x2, x3,X4)
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Example: chain
Bayesian
network

X1 X2 X3 X4

p(X4) =
∑

x1,x2,x3

p(x1)p(x2|x1)p(x3|x2)p(X4|x3)
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Example: chain
Bayesian
network

X1 X2 X3 X4

p(X4) =
∑
x2,x3

p(x3|x2)p(X4|x3)
∑
x1

p(x1)p(x2|x1)
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Example: chain
Bayesian
network

X1 X2 X3 X4

p(X4) =
∑
x2,x3

p(x3|x2)p(X4|x3)p(x2)
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Example: chain
Bayesian
network

X1 X2 X3 X4

p(X4) =
∑
x3

p(X4|x3)
∑
x2

p(x3|x2)p(x2)
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Example: chain
Bayesian
network

X1 X2 X3 X4

p(X4) =
∑
x3

p(X4|x3)p(x3) = p(X4)

33



General
inference

For a factor graph over variables X1, . . . ,Xn , the goal of inference is
to compute some distribution over a subset p(XI) for
I ⊆ {1, . . . ,n}

Also a conditional analogue, p(XI |XE), could be solved by two
inferences queries using the fact that

p(XI |XE) =
p(XI ,XE)

p(XE)

though more direct methods also exist

Also may want to compute the normalization constant (partition
function) Z
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General
inference: variable
elimination

Basic approach is to eliminate all variables Xi ̸∈ XI one at a time, in
a manner specified by some ordering (more on this shortly)

We eliminate each variable by the sum-product procedure:
1. First we form the product of all factors that contain Xi

2. Then we sum over values of Xi , marginalizing out the variable
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Factor
products
and
sums

Factor products and sums work just like the corresponding
operations in probability

Given two factors f1(X1,X2), f2(X2,X3) their product
f̃1(X1,X2,X3) = f1(X1,X2) · f2(X2,X3) is defined by

f̃ (x1, x2, x3) = f1(x1, x2)f2(x2, x3)

Similarly, a factor f̃2(X1,X3) =
∑

x2
f̃1(X1, x2,X3) is given by

f̃2(x1, x3) =
∑
x2

f̃1(x1, x2, x3)

36



General
algorithm: variable
elimination

function G ′ = Sum-Product-Eliminate(G ,Xi)
// eliminate variable Xi from the factor graph G
F ← {fj ∈ V : factor fj contains variable Xi}
f̃ (Neighbors(Xi))←

∑
xi

∏
fj∈F fj (Xj )

V ′ ← V − {Xi} − F ∪ {f̃ }
E ′ ← E − {(fj ,Xi) ∈ E : fj ∈ F}

∪ {(f̃ ,Xk ) : Xk ∈ Neighbors(Xi)}
return G ′ = (V ′,E ′)
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Variable
elimination
example

X1 X2

X3

X4 X5

f4 f5

f1 f2
f3
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Variable
elimination
example

X1 X2

X3

X4 X5

f4 f5

f1 f2
f3 F = {f3, f4, f5}
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Variable
elimination
example

X1 X2

X3

X4 X5

f4 f5

f1 f2
f3 F = {f3, f4, f5}

Neighbors(X3) = {X1, X2, X4, X5}
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Variable
elimination
example

X1 X2

X4 X5

f1 f2
F = {f3, f4, f5}
Neighbors(X3) = {X1, X2, X4, X5}
f̃ (X1, X2, X4, X5) =

∑
x3
f3(X1, X2, x3)f4(x3, X4)f5(x3, X5)

V ′ = {X1, X2, X4, X5, f1, f2, f̃}
E ′ = {(f1, X1), (f2, X2), (f̃ , X1), (f̃ , X2), (f̃ , X4), (f̃ , X5)}

f̃
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Full variable elimination algorithm just repeatedly eliminates variables
function G ′ = Sum-Product-Variable-Elimination(G ,X )

// eliminate an ordered list of variables X
for Xi ∈ X :

G ← Sum-Product-Eliminate(G ,Xi)
return G

Graph returned at the end is a marginalized factor graph over
non-eliminated variables (eliminating all variables returns constant
equal to partition function Z )

The ordering matters a lot, eliminating variables in the wrong order
can make algorithm no better than enumeration
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Variable
elimination
example

Goal: compute p(X4)

X1 X2

X3

X4 X5

f4 f5

f1 f2
f3
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Variable
elimination
example

Goal: compute p(X4)

X2

X3

X4 X5

f4 f5

f2
f̃1
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Variable
elimination
example

Goal: compute p(X4)

X2

X3

X4 X5

f4 f5

f2
f̃1
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Variable
elimination
example

Goal: compute p(X4)

X3

X4 X5

f4 f5

f̃2
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Variable
elimination
example

Goal: compute p(X4)

X3

X4 X5

f4 f5

f̃2
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Variable
elimination
example

Goal: compute p(X4)

X4 X5f̃3

40



Variable
elimination
example

Goal: compute p(X4)

X4 X5f̃3

40



Variable
elimination
example

Goal: compute p(X4)

X4 f̃4

40



Pitfalls
Tree-width of graphical model is size of the maximum factor formed
during variable elimination (assuming best ordering); inference is
exponential in tree width

For a tree-structured factor graph, tree-width is just the size of the
largest factor; implies that variable elimination on tree-structured
graph is always “easy”

But...

- For general graphs, finding best variable elimination ordering is
NP-hard

- Some “simple” graphs have high tree-width (e.g., M ×N “grid” MRF
has tree-width min(M ,N ))
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Extensions

Difficulty with variable elimination as stated is that we need to “rerun”
algorithm each time we want to make an inference query

Solution: slight extension of variable elimination that caches
intermediate factors, making a forward and backward pass over all
variables (Junction Tree or Clique Tree algorithm)

You’ll probably see these algorithms written in terms of message
passing, but these “messages” are just intermediate factors f̃ ’s
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Sampling-based
inference

Instead of exactly computing probabilities p(x ), we may want to
draw random samples from this distribution x ∼ p(x )

For example, in Bayesian networks this is straightforward, just
sample individual variables sequentially

xi ∼ p(xi |Parents(xi)) i = 1, . . . ,n

For cases where we can efficiently perform variable elimination, a
slightly modified procedure lets us draw random samples (perhaps
conditioned on evidence)
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Gibbs
sampling
But what about cases too big for variable elimination?

A common solution: Gibbs sampling

function x = Gibbs-Sampling(G , x ,K )
for i = 1, . . . ,K :

Choose a random Xi

Sample xi ∼ p(xi |x¬i) ∝
∏

fj :(fj ,xi )∈G

fj (Xj )

In the limit, x will be drawn exactly according to the desired
distribution (but may take exponentially long to converge)

One of a broad class of methods called Markov Chain Monte Carlo
(MCMC)
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MAP Inference
Goal of MAP (maximum a posteriori) inference is to find the
assignment with the highest probability

maximize
x

p(x )

Variable elimination can be applied to MAP inference, only change is
replacing sum-product operation

f̃ (Neighbors(Xi))←
∑
xi

∏
fj∈F

fj (Xj )

with max-product operation

f̃ (Neighbors(Xi))← max
xi

∏
fj∈F

fj (Xj )

To find actual maximizing assignment, also need to keep a separate
table of maximal xi values for each value of Neighbors(Xi)
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MAP inference
via
linear
programming

MAP inference in graphical models (and inference in general) can be
cast as an linear program, which has been a huge source of ideas
for improving exact and approximate inference methods

MAP inference already looks a bit like an optimization problem

maximize
x

p(x ) ≡ maximize
x

m∏
i=1

fi(Xi)

(note that we can ignore the partition function because it is just a
scaling)

We need to 1) transform this to a linear objective, and 2) impose
constraints to ensure a valid assignment to variables.
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For each factor fi define the optimization variable µi ∈ {0, 1}2
|Xi | ;

µi should be thought of an an indicator for the assignment to Xi

We can then write MAP inference as a binary integer program

maximize
µ1,...,µm

m∑
i=1

µT
i (log fi)

subject to µ1, . . . , µn is valid assignment
(µi)j ∈ {0, 1}, ∀i , j

“Valid assignment” here means assignments have to be consistent,
i.e., if Xi ,j = Xi ∩ Xj then∑

xk∈Xi−Xi,j

µi(Xi ,j , xk ) =
∑

xk∈Xj−Xi,j

µj (Xi ,j , xk )

and they have to have only one non-zero entry
∑

j (µi)j = 1
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X1 X2f3f1 f2

For this simple factor graph, we have µ1 ∈ {0, 1}2, µ2 ∈ {0, 1}2,
µ3 ∈ {0, 1}3, and optimization

maximize
µ1,...,µ3

3∑
i=1

µT
i (log fi)

subject to
∑
x2

µ3(x2) = µ1∑
x1

µ3(x1) = µ2

(µi)j ∈ {0, 1}, ∀i , j
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Some amazing properties of integer programming formulation and
it’s LP relaxation

For a tree-structured factor graph, the linear programming relaxation
of the binary IP is always tight (i.e. we get an integer solution without
any branching or additional cutting planes)

Even for some general graphs like 2D grids (here MAP inference via
variable elimination takes exponential time), LP relaxation is tight
when factors obey certain properties (e.g. all neighboring variable
more likely to take on similar than different values)

Even when LP is not tight, standard branch and cut methods
perform extremely well in practice
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