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Abstract. Government laws and regulations
impose requirements on software-intensive information
systems. To comply with these laws and regulations,
organizations need to evaluate current and future
software systems early in the software development and
procurement process by using a set of regulatory
requirements. Acquiring requirements from regulations
is complex because regulations contain intended and
unintended ambiguity and because maintaining
traceability across paragraphs and cross-references is
essential to demonstrate due diligence in adhering to
the law. To address these challenges, we introduce the
Frame-Based Requirements Analysis Method (FBRAM)
to systematically acquire semi-formal representations of
requirements from regulations. The method provides a
means to identify and document certain and possibly
conflicting interpretations of regulatory requirements
using an upper ontology, a context-free markup
language and regulatory document model. This toolsupported method produces frame structures that are
used to generate an HTML requirements document; this
document is then visually inspected by analysts and
domain experts who determine the correctness of the
resulting requirements documents.

1. Introduction
National and international standards, regulations and
policies impose dependability requirements (e.g.,
accessibility, safety, security requirements, etc.) on
industries and business practices that affect a software
system’s non-functional properties. Because these
requirements are broadly written to govern entire
industries and are not restricted to a single system with a
well-defined set of stakeholders, analysts must
strategically address the ambiguous syntax in regulatory
language while maintaining traceability from
regulations to requirements.
In this paper, we introduce the Frame-Based
Requirements Analysis Method (FBRAM) to extract
software requirements from regulations. The FBRAM
extends an earlier, entirely manual methodology [4] and
has been applied to two regulations: the Health

Insurance Portability and Accountability Act1 (HIPAA)
Privacy Rule and the Telecommunications Act2 of 1996,
Section 508. Throughout this paper, we introduce the
FBRAM using an example from a HIPAA Privacy Rule
case study. The paper is organized as follows: Section 2
summarizes related work; Section 3 discusses several
challenges to resolving ambiguity and improving
traceability in regulatory requirements; Section 4
presents the FBRAM; and Section 5 concludes with a
brief discussion and summary.

2. Related Work
In requirements engineering, goals are used to model
requirements, as in KAOS [10] and GBRAM [1]. Goals
represent states that a system must achieve, maintain or
avoid. Elaborated goals can include normative
statements about rights, permissions and obligations [2].
Rights and permissions describe actions that
stakeholders are permitted to perform, whereas
obligations describe actions that stakeholders are
required to perform. In this paper, we adapt a framebased representation to elaborated goals in which a
frame corresponds to a concept, comprising slots that
represent stereotypical properties of that concept [13,
18]. We use frames to formalize a subset of the deep
structure or semantics of regulatory language [8].
Ontologies are formal collections of knowledge
consisting of concepts and properties; an upper ontology
describes domain-independent concepts. Examples from
different upper ontologies can be found in Cyc [17] and
WordNet [12]. We align our frame concepts and
properties with an upper ontology consisting of
requirements knowledge in the form of a model of
elaborated, regulatory goals.
Lexicons and natural language (NL) patterns are
often used to analyze requirements. Wasson et al. [19]
and Cysneiros and Leite [9] employ lexicons to improve
natural language (NL) requirements analysis. NL
patterns are used to identify critical real-time properties
1
2

U.S. Public Law No. 104-191, 110 Stat. 1936 (1996)
U.S. Public Law No. 104-104, 110 Stat. 56 (1996)

Accepted To: 6th International Workshop on Requirements for High Assurance Systems (RHAS-6)

[15] and improve requirements quality for embedded
systems [11]. FBRAM complements this work by
providing a means to formalize NL patterns using a
standard lexicon (ontology). Lee et al. describe an
ontological approach to acquire requirements from
regulations [16]. Herein, our contribution to their work
is a method to help analysts systematically decompose
verbose regulatory statements into requirements.

3. Ambiguity and Traceability
This section discusses the two primary challenges
faced by analysts who extract requirements from
regulatory texts: ambiguity and traceability.
Ambiguity. U.S. Federal and state regulations
contain ambiguities that are intended by law makers to
be re-interpreted as business practices emerge and as
capabilities to comply with regulations change over
time. For example, HIPAA §164.512(e)(1)(iv) states
that an entity must make “reasonable” efforts to notify
individuals of certain requests for their protected health
information. The word “reasonable” is an intended
ambiguity: which mechanisms are considered
reasonable, (e.g., postal mail, secure electronic mail or
websites, etc.) varies depending on the type of
communities served and the prevalence of relevant,
existing technologies.
Law makers also define governed entities using
terms that are open to interpretation. For example, in
HIPAA §164.304, the term workstation is exemplified
by “a laptop or desktop computer, or any other device
that performs similar functions.” Compliance officers
must decide if this definition is intended to cover
handheld Personal Digital Assistants (PDAs). As PDAs
become better integrated into routine business practices,
organizations may need to re-interpret this ambiguity to
achieve compliance.
Regulations also contain unintended ambiguities that
are inherent to natural language syntax –– or English.
We distinguish (and address) three types of ambiguity in
this paper: logical, attributive, and referential. Because
one of these ambiguities can affect the interpretations of
multiple, related requirements in a requirements
document, Kamsties classifies these ambiguities as
requirements document ambiguity [14].
Logical ambiguity refers to English words that can be
mapped to different logical interpretations. Herein, we
only consider how English conjunctions (and, or) can be
assigned conflicting logical connectives; see Berry and
Kamsties for a separate discussion of universal and
existential qualification-related ambiguity [7]. For
example, in HIPAA §164.524(a)(1), an individual has
“a right of access to inspect and obtain” a copy of their
protected health information. While this statement uses
the English conjunction “and,” presumably an
individual can obtain a copy of their information

without needing to inspect the information; e.g., the
conjunction can be interpreted as a logical-or. In
contrast, interpreting this conjunction as a logical-and
may lead to systems that provide the information such
that an inspection is required and confirmable.
Attributive ambiguity is found in phrases that may be
reasonably ascribed to more than one phrase within a
sentence. For example, in HIPAA §164.520(b)(1)(vii),
“The [privacy] notice must contain the name or title and
telephone number of a person or office” may be
construed to mean the notice contains one of: (1) the
name of the person or office; (2) the title and telephone
number of the person or office; or (3) the name and
telephone number of the person or office. Because the
phrase “and telephone number” can be attributed to the
“name and title” or only the “title,” the analyst may
interpret either options (1) and (2) or options (2) and (3)
as valid interpretations. The former interpretation
permits the organization to withhold the telephone
number from the policy, making it more difficult for
recipients of the notice to contact the person or office.
Referential ambiguity occurs when a word or phrase
has multiple meanings; this includes intensional and
extensional polysemy [5]. Herein, we consider a type of
extensional polysemy in which words have an anaphoric
(backward-referencing) or cataphoric (forwardreferencing) function. These words include pronouns
(this, that, they), noun phrases that use definite articles
(the) and some adjectives (such). A statement that
contains the phrase “must provide such notices” refers
to notices that are elaborated upon in the broader
context of the statement or paragraph. The analyst must
identify additional implications or constraints on the
“notices,” that appear in the broader context before
determining which notices must be provided.
Traceability. Regulations present traditional and
novel traceability challenges to analysts. Similar to
other requirements sources (e.g. interviews, scenarios
and use cases), the loss of original context also affects
requirements that are extracted from regulations. Unlike
these other sources, the “context” of a regulatory
statement is distributed across multiple sections,
paragraphs and sub-paragraphs of the source document.
Analysts must reconstruct this context by employing
knowledge of the regulation document structure and the
cross-reference syntax. For example, a regulatory
statement can start in one paragraph and end in a subparagraph; this break is called a continuation. Consider
the following continuation in HIPAA §164.520(a)(2)
(i)(B)(ii) that describes two requirements (obligations)
to maintain and provide a privacy notice to patients:
(ii) A group health plan… must:
(A) Maintain a notice under this
section; and
(B) Provide such notice to any person…
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During requirements acquisition, traceability must be
maintained between unique paragraph indices and
corresponding requirements to map paragraph crossreferences back to those requirements [6]. Therefore,
the paragraph index (ii) should trace to both
requirements (and vice versa), whereas the paragraph
index (ii)(A) should only trace to the maintenance
requirement and paragraph index (ii)(B) should only
trace to the provision requirement.

4. Frame-Based Requirements Analysis
In the Frame-Based Requirements Analysis Method
(FBRAM), analysts manually annotate a regulatory
document and an accompanying tool parses the
annotations to extract regulatory requirements (Figure
1). The manual annotation process uses the following
three artifacts:

During parsing, the tool identifies and reports syntax
and semantic errors in the markup to the analyst. The
successfully parsed frame objects and patterns are
serialized using the W3C eXtensible Markup Language
(XML) and then transformed into the Hypertext Markup
Language (HTML) using eXtensible Stylesheet
Language Transformations (XSLT). The analyst uses
the HTML representation to validate whether the framebased semantics of the applied annotations match their
intended interpretation of the regulations.

4.1. The Upper Ontology
The upper ontology describes knowledge about the
semantic structure of regulatory requirements that is
domain-independent. Figure 2 presents the upper
ontology using the Unified Modeling Language (UML);
this ontology has been validated in two case studies in
the accessibility and privacy domains.

1. A reusable upper ontology of requirements
concepts and properties, used to classify
regulatory statements independently of any single
regulatory domain.
2. A context-free markup language that describes
the deep structure of natural language [8] using
concepts in the upper ontology and logical
connectives.
3. A document model that describes the structural
organization of a regulatory document in terms of
hierarchical divisions (e.g., sections, paragraphs,
sub-paragraphs, etc.)
Figure 2: Regulatory Requirements
Upper Ontology
The concepts in the upper ontology are connected by
two types of arrows: (1) arrows that terminate with dark
triangles that lead from sub-classes to super-classes; and
(2) arrows that terminate with white diamonds that lead
from properties to classes, containing those properties.
The upper ontology consists of three types of concepts:
Figure 1: Overview of the FBRAM
During the manual annotation process (top of Figure
1), analysts use upper ontology concepts and the
context-free markup language to assign an interpretation
to a regulation text; this can remove logical, attributive
and referential ambiguity. The manual process yields an
annotated regulation that is then parsed by our tool to
produce the following two types of artifacts:
1. A requirement that is represented as a frame in
which original, unedited phrases from the
regulation text are assigned to slots in the frame.
2. For each requirement, a requirement pattern is
generalized from the requirement’s originating
natural language syntax in the regulation.

1. Statement-level concepts (represented by boxes
with bold-line borders) that are used to classify
individual regulatory statements;
2. Phrase-level concepts (represented by grayed
boxes) that are used to classify individual phrases
in a regulatory statement; and
3. Abstract placeholder concepts (represented by
boxes with dotted-line borders) that classify
statement and phrase-level concepts for analysts.
The statement-level concepts are defined below. Note
that an entity is any stakeholder, system or component,
including software or hardware:
• Exclusion means any state that an entity is not
required to achieve, maintain or avoid or any act
that an entity is not required to perform.
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• Fact means any state or act that is assumed true.
• Definition means a statement that describes a
term-of-art by equivocating the term with a
phrase or other word (synonym) or by listing its
kinds, specializations or varieties (hyponyms).
• Permission means any state that an entity is
permitted to achieve, maintain or avoid or any act
that an entity is permitted to perform;
permissions include stakeholder rights.
• Obligation means any state that an entity is
required to achieve or maintain or any act that an
entity is required to perform.
• Refrainment means any state that an entity is
required to avoid or any act that an entity is
required to not perform.
The phrase-level concepts are defined as follows:
• Subject is the entity that performs an action.
• Act is the act performed by an entity.
• Object is the object on which an action is
performed by an entity.
• Purpose is the purpose for which, or why, an
action is performed by an entity.
• Instrument is the method by which, or how, an
action is performed by an entity.
• Target is the recipient in a transaction.
• Condition is the pre-condition(s) that must be
true before an entity acts.
• Exception is the condition(s) that must be false
before an entity acts.
• Term is a term-of-art with a specialized meaning.
• Hyponym is a word or phrase that represents a
kind, specialization or variety of a more general
word or phrase.
• Synonym is a word or phrase that has an
equivalent meaning to another word or phrase.

Usually, this syntactic device presents a set of shared
constraints (e.g., subjects, actions, conditions, etc.) in
the leading paragraph followed by alternative
permissions, obligations and refrainments in subparagraphs. Consider the division syntax in HIPAA
Privacy Rule excerpt §164.520(a)(2)(i)(B)(ii); it
describes two obligations to notify patients of their
privacy practices and shares the same subject constraint
(a group health plan) for these obligations:
(ii) A group health plan… must:
(A) Maintain a notice under this
section; and
(B) Provide such notice to any person…

To support traceability, the document model
formalizes the divisions within the regulatory text. The
document model semantics are formalized in the W3C
eXtensible Schema Language (XSL). The analyst
applies the model to the regulation text by replacing
division headers with an XML <div> tag that maps the
header index and sub-title, if any, to corresponding
attributes index and title in the tag; the analyst adds the
XML </div> tag at end of the division. The above
excerpt appears in Figure 3, annotated with the
document model.
<document>
<!-- 164.520(a)(2)(i)(B) -->
...
<div index="(ii)">
A group health…, must:
<div index="(A)">
Maintain a notice under this
section; and
</div>
<div index="(B)">
Provide such notice to any person…
</div>
...
</div><!-- end of (ii) -->
</document>

The concepts in the upper ontology have been acquired
across multiple case studies that include an analysis of
privacy policies [2], a HIPAA consumer fact sheet [3]
and the HIPAA Privacy Rule [4, 6]. The upper ontology
has been formalized in Description Logic for the
purpose of reasoning about and comparing goals using
subsumption [5].

Because the regulation text’s indentation and font
styles may be lost or corrupted when the text is
transferred to a plain text format, the analyst manually
applies the document model to the regulation plain text.

4.2. The Document Model

4.3. The Context-free Markup

The document model enables forward and reversemapping between requirements and the indices of
sections, paragraphs and sub-paragraphs in the
regulation that contain the originating statements for
these requirements. The indices are used in crossreferences that appear in exclusion statements or
exception phrases, which can be formalized as priorities
between requirements [6]. Regulatory statements may
begin in one paragraph and end in a sub-paragraph.

Analysts use the context-free markup language to
codify their interpretation of a regulation text. The
interpretation requires analysts to align concepts from
the upper ontology with regulation sentences and
phrases, removing logical, attributive and referential
ambiguities. The context-free grammar for the markup
appears in Appendix A. Table 1 presents concept codes
that are used in the markup below to align sentences and
phrases with concepts in the upper ontology.

Figure 3: The Document Model Applied to the
HIPAA §164.520(a)(2)(i)(B)(ii) Excerpt
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Table 1: Codes Corresponding to
Upper Ontology Concepts
Code
a
c
F
O

Concept
Act
Condition
Fact
Obligation

Code
o
s
t

Concept
Object
Subject
Target

The running example from HIPAA Privacy Rule
§164.520(a)(2)(i)(B)(ii) appears below with the markup
in bold; the document model has not been applied to
this example for easier reading:
1 (ii) {#O [#s/1 A group health plan [that
2
provides health benefits solely through
3
an insurance contract with a health
4
insurance issuer or HMO, & and that
5
creates or receives [protected health
6
information in addition to summary health
7
information as defined in §164.504(a) |
8
or information on whether the individual
9
is participating in the group health
10
plan, or is enrolled in or has
11
disenrolled from a health insurance
12
issuer or HMO offered by the plan]]],
13
{\2 must}:
14
(A) {{#a {*2} [Maintain]} [#o/3 a notice
15
under this section]; & and
16
(B) {#a {*2} [Provide]} [#o*3 such
17
notice] {#c upon [request]} {#t to
18
[any person]}}}. {#F [#s The
19
provisions of paragraph (c)(1) of
20
this section] {#a do not [apply]}
21
{#o to [*1 such group health plan]}}.

The markup is used to structure regulatory text into
two types of nested blocks denoted by opening and
closing brackets: (1) pattern blocks, denoted by curly
“{}” brackets, indicate the start of a requirements
pattern or sub-pattern; and (2) value blocks, denoted by
square “[ ]” brackets, indicate spans of text that will be
mapped to slot values by the parser. In addition, a block
is typed if the opening bracket is followed by a number
sign “#” and a letter. Within a block, the English
conjunctions “and” and “or” are mapped to logical
connectives using the operators “&” and “|” for logicaland and logical-or, respectively (see lines 4, 7, 15).
To resolve attributive and referential contextsensitive ambiguities, we introduced the copy “/”
operator, cut “\” operator and “*” paste operator
followed by a numbered clipboard location. Recall that
referential ambiguity includes words that have an
anaphoric or cataphoric function. The phrases “such
notice” (lines 16-17) and “such group health plan” (line
21) introduce this type of ambiguity. If the paste
operator is applied to a block that contains text, as is the
case in these two phrases, the text in the block will be
replaced by the pasted text.
The parser detects syntax and semantic errors, such
as missing brackets, cycles that occur in the copy/ cut/

paste operations, unknown concept codes, etc., and
alerts the analyst who must then resolve these errors.

4.4. Requirements
Parsing the annotated regulation text yields
requirements that are formalized as frame objects. These
frames are serialized using XML and transformed into
HTML using XSLT. In HTML, the requirements are
presented in a table format. Parsing the example markup
from Section 4.3 yields two requirements; the second
requirement is presented in Figure 4 using the same
table format that is used in practice.
Frame: Obligation
Pattern: [subject] {must [act]} [object]
{upon [condition]} {to [target]}
Trace: ID 5, Line 1:0, Source: 164.520(a)(2)(i)(B)(ii)
Slots
Values
condition upon… request
subject
A group health plan that provides health
benefits solely through an insurance
contract with a health insurance issuer or
HMO
A group health plan that creates or
receives protected health information in
addition to summary health information
as defined in §164.504(a)
A group health plan that creates or
receives information on whether the
individual is participating in the group
health plan, or is enrolled in or has disenrolled from a health insurance issuer
or HMO offered by the plan
act
must… Provide
object
a notice under this section
target
to… any person

Figure 4: Example HTML Table Created after
Parsing the Annotated Regulation
The example in Figure 4 begins with the statement
frame type (Frame), the requirements pattern (Pattern)
and the traceability information (Trace) with the
requirement ID, the line number and line index and the
corresponding paragraph number in the regulation text.
Next in the table, each slot is listed with the slot type (a
phrase-level concept from the upper ontology) and the
slot value. Because the slot values may be expressed
using logical connectives (e.g. see the subject slot value
in Figure 4), the values are presented as trees comprised
of logical-and branches (solid line) and logical-or
branches (dotted line).

5. Discussion and Summary
The FBRAM is designed to help analysts
systematically acquire requirements from regulations
while addressing two challenges: the need to reduce
ambiguity and maintain traceability to support the need
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to demonstrate due diligence. We applied the FBRAM
to four sections §164.520-§164.526 in the HIPAA
Privacy Rule that we previously analyzed using an
earlier, entirely manual variant of this methodology [4]
to assess any improvement gained through automation.
In addition, we are currently applying the methodology
to extract accessibility requirements from the
Telecommunications Act of 1996, Section 508. These
requirements will be compared with a different set of
requirements that were acquired from the
Telecommunications Act using a different approach by
an industry partner. Extensions to the FBRAM that are
under development include algorithms to: generate
domain-dependent, lower ontologies from definitions,
expressed in the W3C Web Ontology Language (OWL),
prioritize requirements by using exceptions, and
improve requirements coverage and consistency by
identifying missing slot values and checking pattern
correspondences to upper ontology concepts.
The Frame-Based Requirements Analysis Method
(FBRAM) makes several assumptions about the
regulatory text and analysts’ skills. We assume the
markup is distinguishable from the regulation text, using
a separate character set, if necessary. The extent to
which the markup can be used to identify and resolve
ambiguity and to generate useful requirements patterns
relies upon the consistent and correct use of English
grammar. Although grammar checkers may assist
regulatory document authors in satisfying this
assumption, we do not expect this method to work on
interview transcripts that use verbal cues and similar
devices. In addition, we assume analysts can effectively:
identify divisions within the regulation text; consistently
classify and annotate sentences and phrases using the
upper ontology concept definitions; and identify and
resolve the logical, attributive and referential
ambiguities. We plan to validate these assumptions in a
case study with multiple participants.

Appendix A: Context-free Grammar
The context-free grammar is presented in BackusNaur Form. The symbol TEXT is a sequence of
characters excluding curly and square brackets.
〈s〉
〈block〉
〈body〉
〈type〉
〈op〉
〈alt〉

:=
:=
:=
:=
:=
:=

(block | TEXT)*
[ 〈body〉 ] | { 〈body〉 }
〈type〉? 〈op〉? (block | TEXT)* 〈alt〉*
HASH LETTER
(COPY | CUT | PASTE) NUMBER
(AND | OR) 〈body〉
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