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levels, and the length of time required to do so was brief. For
both sexes, accurately perceiving romantic interest both of and
toward potential mates holds evolutionary benefits through the
efficient allocation of mating effort. Our results suggest that men
and women possess this adaptive ability. Whether it is the result
of a domain-specific adaptation or a more general ability for
social perception remains to be determined. Furthermore, as
predicted, it was on average easier for observers to gauge men’s
intentions than it was to gauge women’s intentions (though there
was high variance in observers’ performance levels across in-
dividual daters of both sexes). The lower overall accuracy con-
cerning women’s intentions was not due to observers guessing or
performing at chance but to a systematic overperception of fe-
male daters’ interest (Fig. 3)—surpassing 80% erroneous in-
terest predictions for the five hardest-to-read women.

This dramatic rate of incorrect perception supports our hy-
pothesis that women are harder to read, presumably because
they mask their true intentions: As Grammer et al. (2000) ar-
gued, the biologically deep-rooted sex inequality in parental
investment (Trivers, 1972) puts greater risks on the females of
a species during mate choice. As a result, females, including
women in speed dating (Todd, Penke, Fasolo, & Lenton, 2007),
are much more critical and picky when making mate-choice
decisions. And, in order to evaluate potential mates longer

without signaling their true intentions, women behave more
covertly and ambiguously during initial interactions with the
opposite sex. Men, in contrast, face lower risks and conse-
quently should be less likely to hide their intentions.
In our study, observers only saw an individual interacting on
one date, but perhaps if multiple dates with the same individ-
ual were presented, observers would be better able to
differentiate instances of deceptive and true interest from that
individual.

Whereas the degree of observer accuracy seems to depend
heavily on the individual dater being watched, the length of
time spent watching has almost no effect. However, a systematic
difference in observer performance appears when comparing
across video-clip locations: In our study, the best observer
judgment performance came for video clips taken from the
middle and end of the dates. This may arise because daters are
using the information they gather throughout their brief en-
counter to make their ultimate decisions, so that their decisions
are not fully determined, and therefore not fully readable by
others, until later in the encounter. If true, this would counter a
major critique of speed dating as a method of finding a long-term
partner: that people are using only physical attractiveness to
make their dating decisions because they do not have the time to
assess much else (Eastwick & Finkel, 2008; Kurzban & Weeden,
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Fig. 3. Accuracy in predicting each dater’s interest, comparing human judges with Monte Carlo simulations. Error bars for observed data show
standard errors of the means. Error bars for simulated expected data show 95% confidence intervals. Open circles indicate daters who were not
interested; closed circles indicate daters who were interested.
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Place et al., The ability to judge the romantic interest of others, Psychological Science, 2009.

Judging Romantic Interest

Accuracy in predicting each dater’s interest. Error bars for observed data show standard errors of the means. Error bars for simulated expected data show 95% confidence 
intervals. Open circles indicate daters who were not interested; closed circles indicate daters who were interested. (Place et al. 2009)



Study of Biological Motion (1830-1904)
Eadweard Muybridge



Do all four hooves leave the 
ground at the same time 
during a horse’s gallop?

A succession of “12 stereoscopic cameras spaced at 21-inch intervals over 20 feet to capture a single horse stride, taking pictures at one thousandth of a second.” [ref: http://
lcls.slac.stanford.edu/VideoViewMuybridge.aspx]







...more than 100,000 images...



Study of Biological Motion (1830-1904)
Eadweard Muybridge

We tell stories in terms of human motion.



Gestalt of Biological Motion (1970)
Gunnar Johansson



Point Light Displays
Johannson (1973)

[Ref: Thomas F. Shipley]
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Blake and Shiffrar (2007)
Perception of Human Motion

Observers can distinguish
• Identity (Cutting and Kozlowski 1977; Fani et al. 2005; 

Troje et al. 2005)
• Activities (Mass et al. 1971)
• Animal motion (Mather and West 1993)
• Social Cues (Ambady et al. 1999; Brown et al. 2005)





Perception of Social Cues
Observers can distinguish

• Sex (Barclay et al. 1978)
• Sexual Orientation (Ambady et al. 1999)
• Dancing Ability (Brown et al. 2005)
• Social Dominance (Montepare and Zebrowitz 1988)
• Vulnerability to attack (Gunns et al. 2002)
• Intent to deceive (Runeson and Frykholm 1983)

Blake and Shiffrar (2007)



Pentland (2010)
Honest Signals

Motion is a form of communication much older than language
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It appears that the English had the 
right idea 1,000 years ago about how 
people learn. We are ruled by common 
sense, the habits our kithmates have in 
common. This social learning works by 
modifying us through social pressure 
(usually mediated by social signaling), 
instead of through critical reasoning. 
The use of kithmates to form common- 
sense habits is another clue to how 
early humans may have leveraged the 
social signaling mechanisms to make 
better decisions. 

Imitative learning from kithmates 
may be why allowing more time around 
the water cooler or coffee pot may be 
the simplest way to increase workers’ 
productivity. Why? In our studies of 
more than a dozen organizations, we 
have found that cohesion among peer 
employees—kithmates—is one of the 
largest factors in both productivity and 
job satisfaction. In these instances, cohe-
sion is defined as how connected kith-
mates are with each other. That is, do 
the people you talk to also talk to one 
another? How tightly woven and inter-
connected is your peer network?

In one study in Chicago, we used 
electronic badges to monitor the social 
signaling and conversational patterns 
of information technology specialists. 
The badges were fitted with infrared 
sensors, Bluetooth location measure-
ment and accelerometers to measure 
body movements, and recorders that 
captured the pitch and pace of voices. 
We found that peer-group cohesion 
was a central predictor of productivity. 
In fact, workers whose group cohesion 
was in the top third had more than 
10 percent higher productivity when 
compared to the mean. This result un-
derscores the extent to which we are 
social animals and that our connec-
tion with our peers at a local level is 
vitally important. With increased co-
hesion comes an increase in sharing 
things such as tacit knowledge, atti-
tudes, work habits and social support. 
In other words, much of the important 
information about how to be success-
ful and productive at a job is likely to 
be found in the break room.

Tapping Collective Intelligence
But is it good for people to be confined 
by common sense—that is, the beliefs of 
those around them? To answer that, it 
is important to understand how social- 
signaling mechanisms help people de-
cide when to be guided by kithmates 
and when to follow a separate path. 

From a theoretical point of view, per-
haps the simplest, most effective way 
to integrate individual preferences into 
useful common sense is through an idea 
market. Idea markets resemble voting, 
but instead of building on a single vote 
per person, we allow people to express 
their expectations of the returns associ-
ated with multiple courses of action. 
For instance, how much food will we 
find if we go over the hill? How much 
will we find if we go across the river? 
And so forth for each alternative. One 
can think of these expectations as bets 

and use standard probability theory to 
weight the bets in proportion to their 
expected payoff. In this way we can 
select the action that maximizes the ex-
pected return and minimizes the risk. 

People naturally create idea markets 
using social signaling. Everyone bets 
on each suggested action by signaling a 
level of interest—say with the energy in 
their voices or their movements. Then 
group members “add up” the signaling 
to pick the option with the most posi-
tive signaling. This method of decision- 
making doesn’t require language. In 

mimicry
reflexive copying of one person by another

activity
movement that indicates
interest and excitement

influence
the extent to which

one person matches
the other's speech

patterns

consistency
fluidity of speech
that is perceived

as expertise

Figure 4. Until very recently, it was impossible to record social signaling in natural settings 
over any length of time. But advances in electronics, battery size and computational analysis 
make it possible to record signaling in both small and large groups. The author and his col-
laborators frequently focus on signaling that predicts cooperation among individuals, includ-
ing qualities such as mimicry, increased activity levels, adoptions of another’s speech pattern 
and consistency, or fluency, in speech. Using data about such signals, social scientists can now 
predict outcomes in interactions with surprising success.
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Pentland, To Signal is Human, American Scientist, 2010.
Iacoboni, Imitation, Empathy, and Mirror Neurons, Annual Review of Psychology, 2009.



From Intent to Muscle Activation
Motor Control

Visual feedback and muscle activation are linked 



Motion and Intelligence
Sea Squirts

Tunicates. These sea creatures begin life as a tadpole like creature, with a primitive eye and brain, and ends it’s larval stage by attaching itself to a rock. Once motion is no longer required, it 
ingests its cerebral ganglion. It’s ability to perceive motion and to move itself necessitated intelligence.



Human Motion can be studied 
from many perspectives

We will be interested in the computational 
perspective:

1. What can we quantify about human motion?
2. What models capture the structure in measurable 

human motion?
3. What sort of algorithms can we develop to use 

measurements and models of human motion?



Observations
Sensors

Body

What is Human Motion?
What makes Human Motion Hard to Analyze?

Surface Motion

Muscle Contractions

Intent

What we 
usually want

What we 
can directly 

measure

What causes 
motion

It’s impossible to kiss your elbow



What makes Human Motion Hard to Analyze?
What is Human Motion?

• Human Motion is any muscular contraction of the 
human body

• Hard to measure because muscular contractions 
are hidden

• Intent is also hidden

Biomechanics/Kinesology
Human Kinematics



At the end of this course, you will know...
Course Promise

1. The state of the art in human motion capture
2. Current models of human motion
3. Applications of human motion capture



Syllabus and Evaluation Rubric
Course Map

Course blog
http://15-869-f12.blogspot.com/

Course webpage 
http://www.cs.cmu.edu/~yaser/Fall2012_15869.html 

http://www.cs.cmu.edu/~yaser
http://www.cs.cmu.edu/~yaser


How do we represent human pose?
Part II: Pose

How do we model human motion?
Part III: Motion

What sort of applications can we use human motion for?
Part IV: Analysis

What can we measure about human motion?
Part I: Capture



Instructors
Yaser Sheikh (Robotics Institute)

Office Hours: Tuesdays 2pm-3pm

Office: EDSH (Smith Hall) 221

Leonid Sigal (Disney Research)
Office Hours: Thursdays 1pm-2pm

Office: CIC (Lower Level)

Iain Matthews (Disney Research)



Student Introductions
Name

Area of Research/Interest
What can human motion do for you?



Hands on experience with Human Motion Data
Capture Project

20% of course grade
Four types of data:
1. Motion Capture

2. Surround Vision

3. Face Scans

4. Face Motion



Marker-based Human Motion Capture
Motion Capture



Multiple Perspective Video
Surround Vision



Capturing the 3D Structure of Faces
3D Face Scans



Active Appearance Models
Facial Motion



Four Captures
Teams

Sign up on the course blog by Sep-12
1. Motion capture: Capture and Clean-up
2. Surround vision capture: Capture and 

Organization
3. Face 3D Scans: Capture and Alignment
4. Face Motion: Capture and Setup



Do Something Cool with Human Motion Data!
Course Project

• 50% of the class grade
• Incorporate your research into your project
• Pick a project and mentor early



General Structure
Course Project

Human Motion
Cool application

3. Application
Design

1. Capture 
Design

Human Pose
Representation

2. Analysis 
Design

Motion Models for People Tracking 13

Fig. 3 A 3D GPDM is learned from 3 walk cycles. (Left) The latent positions of training poses are
shown as blue circles. (Middle) The pose variance as a function of latent position is color coded,
with red (blue) points having small (large) variance. (Right) Each green trajectory is a random
sample from the latent dynamical model; the mean motion of which is the red trajectory in the left
plot. (Adapted from [77])

Fig. 4 Monocular tracking results with a GPDM learned from walking data. The 3D person is
tracked despite the almost total occlusion by the bush on the left side of the image, where only the
head is visible by the end of the sequence. (Adapted from [67]).

4.3 Constrained Latent Spaces and Other Variants

The GPLVM does not work well with large datasets because learning and inference
are, respectively, cubic and quadratic in the number of training poses. Approxima-
tions to the covariance matrix can be used to improve efficiency (e.g., [49]), but their
use requires care, since local minima often fail to produce useful models. Similar
approximations to the GPDM have not been formulated.

A second issue concerns the sensitivity of the GPLVM and GPDM optimizations
to the initial guess, and the fact that many local minima do not represent useful
models [77] (e.g., see Figure 5 (left)). Such local minima are especially problematic
when there is significant stylistic variability in the training data. Given the number
of unknowns in the learning problem, and the lack of structure imposed on the latent
representation, this problem is not particularly surprising.

To address these issues, several interesting GPLVM variants have appeared in
recent years. They demonstrate some of the ways in which one can impose more
structure on the latent representation in order to produce more useful models.

Human Motion
Representation



Example 1: Touch-screen Joystick
Course Project

Map 2D space onto Pose space

Chapter 4. Properties of the GPDM and Algorithms 38

Figure 4.3: A GPDM of walk data at 120Hz learned with RBF+linear kernel dynam-

ics. The simulation (red) was started far from the training data, and then optimized

(green). The poses depicted were reconstructed from latent points along the optimized

(simulation) trajectory.



Evaluation Rubric
Course Project

1. Have you produced interesting results?
• Have you developed a good evaluation methodology?
• Have you done something creative or unexpected?

2. Have you built a good project blog post?
• Has your blog post generated discussion?
• Is the blog post a good summary of your work? 

3. Have you met at least twice with your project 
mentor?



Summarize and Editorialize
Reading Assignments

• 10% of course grade
• Post write-ups on course blog 

http://15-869-f12.blogspot.com/
• Some general guidelines for your write-ups

1. Summarize the gist of the paper in a sentence or two. 
2. Mention insights in the paper that you liked. 
3. Mention the limitations of the paper.

• Contribute to the discussion of the paper 
• Due before the class

Encourage critical reading.

http://15-869-f12.blogspot.com
http://15-869-f12.blogspot.com


Debate-style Presentations
Paper Presentations

• 20% of course grade
• Red and Blue team for each paper
• Blue team (affirmative): Explain the contributions of the 

paper. 
• Red team (improvement): Explore the limitations of the 

paper.



Rules
Paper Presentations

1. Two people per team (pick a team, a paper, and email me) 

2. Only clarification questions during statements

3. Continue discussion on blog

40 min.

Contributions

20 min.

Limitations

10 min.

Qs

5 min.

Qs

5 min.

http://www.howell.k12.nj.us/twroot/mms/jlangenberger/914/downloads/newdebate.pdf



Guidelines
Paper Presentations

1. Understand the contributions and limitations of the 
proposed approaches

2. Build a scientific argument

3. Develop an eye for evaluating techniques for human motion 

4. Use code to show examples (or counter-examples)

http://www.howell.k12.nj.us/twroot/mms/jlangenberger/914/downloads/newdebate.pdf



Awards!

Vote for:
• Best Project Award
• Best Blogger Award
• Best Presentation Award
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