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Abstract

Many modern 3D range sensors, such as a
Velodyne or Kinect, generate on the order of
one million data points per second. For pur-
poses of real-time semantic scene understand-
ing, care must be made for efficient algo-
rithms that not only run adequately fast, but
also make the best use of the large amounts
of data available. In this paper, I propose a
novel point cloud classification scheme that
1) can be trained in a Map-Reduce frame-
work and 2) allows real-time inference on
commodity hardware. This method of train-
ing and classification makes the algorithm
suitable for training on large amounts of la-
beled point cloud data and fast classification
on new data during run-time. The algorithm
works by segmenting feature space using ran-
dom projections (Locality Sensitive Hashing)
and training local classifiers. A separate con-
texual classifier is then run on neighbors in
Euclidean space as a meta-learning procedure
(stacking). The end result is a fast algorithm
that outperforms the current state-of-the-art
on a million point benchmark dataset.

1. Introduction

One of the most fundamental and important tasks for a
mobile robot is to be able to adequately assimilate and
respond to the data coming from its sensors. In the
case of 3D range sensing, modern-day sensors generate
massive quantities of data that are often thrown away
due to lack of computational resources. We would like
to be able to effectively harness the power of “big data”
in this setting to not only train simpler models (Halevy
et al., 2009), but to also generate fast inference proce-
dures, capable of running in real-time using onboard
hardware.
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In particular, many common perception tasks rely on
the ability to categorize and segment range data. We
call this the point cloud classification problem. For
outdoor robots, categories may include grass, build-
ings, cars, or people, while indoor robots may need to
segment and classify range points belonging to tables,
walls, chairs, or coffee mugs. These basic labelings,
whether it be point-wise or using some higher abstrac-
tion, such as voxels or supervoxels, form the building
block behind many planning algorithms. It is crucial,
for instance, to know which points belong to a road
and which points belong to a curb, and these label-
ings can greatly affect the higher level behavior of the
robot.

2. Background

We can learn point cloud segmentation as a supervised
learning problem. In this paper, we focus on the out-
door setting. First, we can generate a training set by
hand-labeling point clouds into terrain types. Then,
for each point or voxel (however we atomically assign
labels), we calculate some descriptive features for that
point. These features may describe the local scatter
statistics around the point (spectral features) (Van-
dapel et al., 2004), or they could represent a descrip-
tion of the local surface around the point (spin images)
(Johnson & Hebert, 1999). If color is available, this
adds another set of features. The labels (tree, ground,
etc.) in combination with the features per point can be
assembled to form the traditional labeled training set
paradigm used in classical supervised machine learn-
ing.

2.1. Spin Images

The features we generate for each point are high-
dimensional descriptions of the local surface shape,
called spin images (Johnson & Hebert, 1999). Each
spin image is generated by fitting a plane through a
local neighborhood around each point and then spin-
ning a 2D gridded plane around the normal axis of the
fitted plane and accumulating the points that fall into
each grid position. The end result is a 2D histogram
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(normalized) of the point’s local surface with respect
to the normal of the neighborhood. In this way, the
spin image is a local descriptor instead of global de-
scriptor, because it relies not on any global coordinate
system, but a coordinate system based on the local
orientation of each point. Additionally, the accumula-
tion method is quite robust to occlusion and noise. A
graphical depiction of the process is shown in Figure
1. On the left shows the rotation of the accumulator
plane around the point and resulting histogram. On
the right are actual spin images calculated from the
point cloud dataset used in this paper (Munoz et al.,
2009a). We use a 16x16 histogram with a neighbor-
hood size of 50x50 cm.

Figure 1. The left shows a spin image being generated. The
image was taken from (Johnson & Hebert, 1999). An ac-
cumulator plane is spun around the point’s normal axis,
generating a 2D representation of the surface around the
point. On the right are spin images for random points in
the point cloud dataset used in this paper.

3. Problem Statement

Unfortunately, simply applying classical supervised
learning techniques to point cloud data doesn’t work
very well in practice. There are several factors at play:

1. Class Skew: Many classes are relatively under-
represented, though still important. For instance,
labeled examples of people are much rarer than
labeled examples of grass. If care is not made to
optimize per-class accuracies, as opposed to over-
all class accuracy, these smaller classes may get
ignored.

2. Real-Time Inference: Since inference must oc-
cur in real-time, many traditional algorithms are
rendered unsuitable. Additionally, many of the
local surface features are very high-dimensional
(over 100), creating additional complexities for al-
gorithms that scale with the number of features
(nearest neighbor techniques). Ideally, we want

to be able to classify all points in time linear to
the number of points (or better).

3. Non-Linear Learning: The classification problem
is highly non-linear. The most efficient algorithms
at inference time, in general, are linear classifiers,
but they perform poorly over the data. This effect
is due to noise, occlusion, and the fact that range
sensors non-uniformly sample surfaces.

4. Big Data Problem: We would like to properly
utilize “big data”. Sensors like the Velodyne or
Kinect generate millions of range points a second.
We want algorithms that can benefit from this
big data problem. Ideally, we would want some
sort of nearest-neighbor classifier, such that, given
enough data, we can guarantee that we have seen
something “similar” before and classify based on
our large pool of previously seen sensor data. This
type of classifier would also satisfy the third con-
cern, since neareast neighbor classifiers have arbi-
trarily nonlinear decision boundaries.

5. Spatial Consistency: Traditional methods classify
data points individually, without regard to other
related data points. In our case, we would like
spatial coherency in terms of point cloud labeling.

To sum up the problem: We need the descriptive power
of nonlinear classifiers with the efficiency of linear clas-
sifiers. Furthermore, we need to make sure that under-
represented classes do not get ignored and the assigned
labels are spatially coherent. We would like to do all
of this in a way that capitalizes on the large quantities
of data we have available.

4. Proposed Method

The proposed algorithm has two learning phases. The
first phase will learn traditional per-point inference in
a “locally linear” way, and the second phase will learn
spatial context to enforce coherency among nearby
points.

4.1. Phase 1: Local Learning

The idea behind the first phase is to split up the data
into meaningful feature clusters and train local classi-
fiers on each cluster. The general idea is illustrated in
Figure 2. The graphic on the left shows how a linear
classifier may do a poor job on data with a non-linear
decision boundary. In this case, each feature vector
has two dimensions and the classification problem is
binary. The graph on the right shows the same data,
but with several partitions over one of the features. A
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different linear classifier is learned per feature parti-
tion, resulting in no misclassified examples.

Figure 2. The idea behing “locally linear” learning. Non-
linear decision boundaries can be more closely approxi-
mated by clustering the feature space and learning linear
classifiers locally on each feature cluster.

Not only will nonnlinear decision boundaries be more
closely approximated by several locally linear decision
boundaries, but learning locally also has computa-
tional advantages in that much of the work can be
split up in parallel. If the feature clustering can be
done in an efficient way, then each local learner can be
trained simultaneously.

4.1.1. Locality Sensitive Hashing

Locality Sensitive Hashing (LSH) encompasses a fam-
ily of hashing algorithms with the property that a
small change in the input space only incurs a small
change in the hash space. In our case, we use the ran-
dom projection method to quickly segment our data by
feature clusters (Andoni & Indyk, 2006). LSH has an
added benefit of being able to reduce the dimensional-
ity of the data as well, since the codes need not be the
same dimensions as the data. To generate the hash,
we generate b random hyperplanes in the feature space
(256-dimensional spin images), and take the dot prod-
uct of a given spin image point with each hyperplane.
If the dot product is positive (the point falls above the
plane), we assign a “1” bit to the code. If the point
falls below the plane, we assign a “0” bit to the code.
In this way, we concatenate b 1’s and 0’s to create a
b-bit binary code. The remarkable thing about this
hashing function is that the hamming distance in this
binary code space very closely approximates the Eu-
clidean distance in the original 256-dimensional spin
image space. Note that random projection-based LSH
actually generates codes that separate points by co-
sine distance, but it has been experimentally shown
that cosine distance and Euclidean distance are ap-
proximately equal in high dimensions, especially when
the input is normalized (Qian et al., 2004).

Figure 3 shows the random projection method applied
to spin images generated from the point cloud dataset.

The graph on the left shows a scatterplot of random
point pairs in the point cloud, with the Hamming dis-
tance on the x-axis (b = 256) and the Euclidean dis-
tance on the y-axis. One can see that for small Ham-
ming distances, especially, the Hamming distance is
linearly correlated with Euclidean distance. For larger
Hamming distances, this effect seems to break down,
but since we concerned with nearest neighbors and
not farthest neighbors, this point does not negatively
impact our results. On the right are two histograms
of the same values, but averaged. The graph on the
top is for a 4-bit code and the graph on the bottom
is for a 256-bit code. Even with a small number of
bits, the Hamming distance and Euclidean distance
between pairs of points are highly correlated.

Figure 3. Random projection LSH applied to spin images
from the point cloud data. 100,000 pairs are randomly
sampled three times, denoted by the different colors in the
scatter plot. Euclidean distance and Hamming distance in
the bineary hash space are highly correlated.

4.1.2. Hashed Local Learning

Unlike iterative algorithms such a k-means clustering,
LSH allows us to cluster the feature space in constant
time per point. This means that we do not need to
see all of our data to make decisions about which clus-
ter a particular data point belongs. This convenient
property allows us to elegantly segment our training
data into feature clusters and simultaneously train lo-
cal learners on each cluster. Each cluster has signifi-
cantly lower class entropy after a given segmentation,
meaning that LSH effectively acts as a single step de-
cision tree split. The fact that the after-split entropy
is much lower means that each individual learner has
an easier job teasing out the parameters that discrim-
inate among classes. Furthermore, rare classes often
get segmented to the same code, boosting their relative
frequency within that particular local classifier.

In other words, the local learning paradigm can be
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used to solve the first four of five problems outlined
in Section 3. Local learning boosts underrepresented
classes by tending to hash them to a single, smaller
cluster where they are relatively more frequent (prob-
lem 1). Since LSH is extremely efficient (b dot prod-
ucts), if linear classifiers are employed at each cluster,
then we can not only perform inference extremely fast
(problem 2), but carve out non-linear decision bound-
aries from many locally linear learners (problem 3).
We also make good use of big data efficiently since the
problem can be heavily parallelized, and if incremental
learners are used, then the entire process can be done
in a streaming fashion (problem 4).

A flow diagram of the Phase 1 training process is
shown in Figure 5. Data is partitioned out in a Map-
Reduce fashion to a pool of Hashers that simply apply
the LSH parameters to each datapoint and send them
to the Learner associated with that particular hash.
Each Learner can operate in parallel since it does not
need to know anything about any other learner. If
the Learners are incremental (online) learners, than
the entire process is streaming and thus very memory-
efficient. Note that this particular construction dif-
fers from the standard Map-Reduce paradigm in that
no shuffle/sort step needs to be employed, since each
Learner only cares about its particular code and not
the lexicographic ordering.

Also note that when each datapoint is sent to the
Learner associated with that hash, this may consti-
tute a one-to-many operation if a Hamming Ball is
used. In other words, if a particular point is hashed to
“110”, it should be sent to the “110” Learner, and it
should also be sent to each Learner that has been as-
signed a code that is one Hamming distance away from
“110”. In this 3-bit example, the data point would
then be sent to three more Learners. The reasons be-
hind using a Hamming Ball are two-fold: First, using
Hamming Balls “fuzzifies” the cluster boundaries, al-
lowing a point to belong to multiple clusters and miti-
gating any boundary effects that might arise from the
randomness of the system. Second, and closely re-
lated to the first point, using a larger bit size and non-
zero hamming ball reduces cluster variance, since the
LSH method used here is inherently random. Figure
4 shows these effects more clearly. The graphic on the
left depicts the cumulative recall of “closest points”
as a function of hamming distance for a 256-bit code.
Different curves are shown for different levels of “close-
ness” in terms of percentile rank over 100,000 random
pairs. We can see that the recall of closest pairs ap-
proaches 1 very rapidly as the size of the Hamming ball
increases. On the right, we can see this again with av-
erage pairwise distances shown for each Hamming ball

size. The majority of closest pairs are captured by the
first few Hamming distances, and using a Hamming
ball of size zero does impact the recall of closest pairs.

Figure 4. A cumulative distribution plot of fraction of clos-
est pairs accounted for (recall) by a particular hamming
distance for different thresholds of cloest pairs. On the
right shows a breakdown of the effects of a Hamming ball
on a 10-bit code in terms of pairwise Euclidean distances.

At the end of Phase 1, a hash table is constructed
with key values as the different binary hash codes, and
the associated values as the parameters of the locally
learned classifiers.

Figure 5. A Map-Reduce framework for local learning over
large point clouds. This figure depicts a 3-bit LSH code
with a Hamming ball of one.

4.2. Phase 2: Contextual Learning

The final problem outlined in Section 3 is one of spa-
tial consistency. Since spin images encode local prop-
erties of surfaces only, the larger context of scene is
lost. To recover this context, we can perform a single
round of “stacking” (Kou et al., 2007) (Kou & Cohen,
2007) (Cohen & Carvalho, 2005), where the candidate
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function is a nearest neighbor function in a global Eu-
clidean x-y-z space on the point cloud. In other words,
we can use the Learners themselves to generate labels
and then look at local label distributions in x-y-z space
for each point. A final classifier can then be learned
on this data, resulting in a learner that knows spatial
context. The intuition is that nearby class labels are
very informative to the point currently being classified,
and furthermore, the class labeling should be smooth
and consistent with its neighbors. A telephone wire,
for instance, is very unlikely to be near any grass. The
spatial context can tease out misclassifications by us-
ing these label distributions to boost accuracy signifi-
cantly.

The diagram of this stacking process is shown in Figure
6. The point cloud, along with its locally learned clas-
sifiers are used to generate label distributions around
each point. It is very important to note that these
labels need to be generated in a non-biased manner.
To achieve this condition, we randomly assign each
point a label 1 − k, where k represents the number of
folds in our stacking procedure. The idea is similar to
cross-validation; after assigning a point to a fold, we
then send it to a set of stacked Learners, according to
its binary LSH hash value and its fold number. If its
fold number is “3” and hash “0110”, for example, we
then send it to all Learners sharing the same LSH hash
(0110) and not the same fold number. If k is 5, then
we send it to the Learners 1,2,4, and 5 for its particu-
lar hash code (0110). If we have a non-zero Hamming
Ball, we may send this point to other Learners in the
same fashion (4(k− 1) other Learners if the Hamming
Ball is 1). We need k Learners for each code so that
when we generate the local label distributions for each
point, we can apply a trained classifier that has never
“seen” the data point before. In our example, the
k = 3 Learner associated with 0110 can be used to
classify that particular point since it was part of the
held-out set of data during Phase 1. Once all points
have been queried in this way, a final classifier may be
applied to the newly generated data. Stacking is very
efficient since it only adds a constant-time multiplier
(k) to the running time.

5. Inference

Using local learners with stacking creates a multi-step
inference procedure at run-time. The algorithm is de-
tailed in Figure 1. Note that if kD-trees are used for
finding approximate nearest neighbors in Euclidean x-
y-z space, then each step in the inference procedure is
logarithmic or constant to the number of points in the
cloud. Furthermore, the LSH and classifiers (if Lin-

Figure 6. Stacking for contextual classification. Stacking is
a meta-learning procedure that uses non-biased esimates of
local neighborhood label distributions to boost class accu-
racy.

Algorithm 1 Inference Algorithm

Input: new datapoints xi of size m, LSH parame-
ters, learned local classifiers L, point cloud P
Output: labels finalLabels of size m
for i = 1 to m do

si = calcSpinImageFromPoint(xi)
hi = hashSpinImage(si)
classifier = L[hi]
labelsi = classifier(si)

end for
for i = 1 to m do

ni = calcLabelNeighborhood(xi,P ,labels)
finalLabelsi = classifyPoint(ni)

end for

ear SVM) can all be applied with simple dot products,
resulting in an extremely fast inference procedure.

6. Results

In this paper, we use the point cloud dataset first intro-
duced in (Munoz et al., 2009a). It consists of slightly
of 1.2 million data points, with many different labels
like “car, tree, telephone wire, curb, etc.” In this pa-
per, we follow the author’s example and use a subset of
the labels (vegetation, wire, pole, ground, and facade).
A picture of part of the dataset can be seen in Figure
7. The points are color-coded by class. The scene is
from the neighborhood of Oakland in Pittsburgh, PA,
USA.

We did several tests over the data using different com-
binations of Phase 1, Phase 1+2, and the classical
methods. The results are summarized in Table 1. The
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Figure 7. Figure from (Munoz et al., 2009b). This point
cloud is colored coded by label and was taken from the
Oakland neighborhood of Pittsburgh, PA, USA.

first classifier, a majority classifier, simply classifies
all points as ground. It is the baseline. The next two
classifiers are traditional linear SVM classifiers trained
over the entire data set. The first of the two comes
from the standard library libsvm, while the second
comes from a library optimized to be efficient with big
datasets (Fan et al., 2008) (liblinear). We use this clas-
sifier as our base local learner, unless otherwise noted.
The next four rows detail the local learner accuracies.
The first is a locally hashed majority classifier, which
does slightly better than the non-locally hashed ma-
jority classifier. This result is an indication that LSH
is doing well separating data into clusters of different
classes. The next classifier is a locally hashed k-NN
classifier. Although k-NN is fairly slow in high dimen-
sions, we can effectively use it here since we have a 10-
bit code, thus dividing the data into 1024 parts. Note
that another round of LSH could have been used here
to make the k-NN classifier extremely efficient, but we
used exact k-NN (with k=5). The overall accuracy of
this local k-NN classifier is less than the linear SVM’s
training across the entire dataset, but the per-class ac-
curacies improve, as we show later on in this section.
Finally, we see that the 4-bit code with liblinear beats
the globally trained liblinear. The next three results
in the table are using both training phases, applying
stacking as a final classifier to add contextual infor-
mation. Here, the 8-bit stacked linear SVM classifier
significantly outperforms every other method at .929
overall class accuracy. Finally, the last three results
come from related work, using Markov networks to
perform similarly fast contextual real-time inference.
Their results are comparable with the locally trained
learners, but are worse than the stacking results.

Table 2 shows the per-class confusion matrix for the
stacked locally hashed k-NN algorithm as well as pre-
cision and recall values for each class.

Overall class accuracy on a multi-class problem, espe-
cially when the classes are heavily skewed, does not
tell the entire story. Figure 8 uses the libsvm result
as a baseline and for each class, the class accuracy im-

provement as a percentage of the baseline is shown.
We can see that, as expected by our intuition, the lo-
cal learning and stacking heavily boost rarer classes.
This effect occurs for two reasons: First, LSH parti-
tions the feature space in such a way that boosts the
relative frequency of rare labels inside certain clusters.
Second, the contextual information given by stacking
helps to inform nearby points of possible misclassifica-
tion errors in rare classes.

Figure 8. Per-class accuracy improvement percentage over
libsvm.

7. Related Work

Local learning is not a novel concept, and has been ap-
plied to point cloud data before (Behley et al., 2010).
These authors used Spectral Hashing to learn local
logistic regression models. Our work uses a faster
hashing method, LSH based on random projections,
and thus doesn’t require that all the data be seen be-
fore the clustering parameters can be learned. Thus,
LSH is more appropriate as a streaming algorithm,
while also allowing the input data to be split up in
parallel as a Map step in a Map-Reduce framework.
Furthermore, we have presented a method to heav-
ily parallelize both the training and inference as part
of a quasi-Map-Reduce procedure, and we have criti-
cially added a contextual classification scheme through
stacking that significantly boosts accuracy over previ-
ous methods.

Contexual learning has been explored before by us-
ing efficient graphical models (Munoz et al., 2009a)
(Munoz et al., 2009b). Stacking in the context of seg-
mentation and classification has been explored before
as well, but only as a classification problem over 2D
images (Munoz et al., 2010).

LSH has been used for point cloud registration and
object classification (Matei et al., 2006) (Shan et al.,
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Table 1. Classification accuracies the various learning methods.

Data set Naive

Majority Classifier 0.748
Linear SVM (libsvm) 0.893
Linear SVM (liblinear) [2] 0.897
Locally Hashed Majority (LSH-10bit) 0.827
Locally Hashed 5-NN (LSH-9bit) 0.870
Locally Hashed SVM (LSH-8bit+liblinear) 0.891
Locally Hashed SVM (LSH-4bit+liblinear) 0.903
Stacked Locally Hashed 5-NN (LSH-9bit) 0.912
Stacked Locally Hashed SVM (LSH-4bit) 0.928
Stacked Locally Hashed SVM (LSH-8bit) 0.929
High Order Associative Markov Network (Munoz et al., 2009b) 0.871
Pairwise Associate Markov Network (3-NN) (Munoz et al., 2009b) 0.884
Pairwise Associate Markov Network (5-NN) (Munoz et al., 2009b) 0.889

Table 2. Confusion matrix of the Stacked Locally Hashed 5-NN (LSH-9bit).

Vegetation Wire Pole Ground Facade Recall

Vegetation 6561 95 139 1030 497 0.788
Wire 233 120 29 245 191 0.147
Pole 228 34 1024 76 67 0.717
Ground 519 188 46 64854 1554 0.966
Facade 802 152 66 1687 9385 0.7763
Precision 0.786 0.203 0.785 0.955 0.803

2004). Fast feature computation using covariance
matrices of neighborhods was explored in (Vandapel
et al., 2004) to differentiate among trees, ground,
and bushes. Finally, streaming algorithms for point
cloud classification were devised in (Zhou & Neumann,
2009).

8. Future Work

Since many elements of the inference procedure can
be parallelized and simply involve repeated dot prod-
ucts, it is natural to try to speed up the current imple-
mentation by utilizing the GPU. Promising work has
shown great speed-ups in the context of nearest neigh-
bor classification (Qiu et al., 2009), for instance, and
so we expect a similar speed boost in our work.

By adding LSH as a clustering step, we introduce sev-
eral parameters into the learning procedure. Addition-
ally, the fuzzification of the clusters through the use
of a Hamming ball needs to be more rigorously ex-
plored. We plan to borrow techniques from decision
tree learning to determine the optimal number of bits
and hamming ball size by using the information gain
ratio.

Lastly, the inference step requires a ball search in x-y-

z space to find nearby labels to obtain the local label
distribution. Though kD-trees are very efficient in low
dimensions, the approximate nearest neighbor routine
still incurs logarithmic overhead. We plan on explor-
ing grid techniques to supplant the use of kD-trees to
achieve constant time neighborhood look-up. One this
task is accomplished, every step in the inference proce-
dure can be done without any loops or branching and
will result in even faster inference at run-time.

9. Conclusion

Locally stacked learning solves many common prob-
lems when trying to segment and classify large
amounts of point cloud data. Making the best use
of big data, efficient training procedures, descriptive
models, and fast inference are all qualities that help
propel this work over the current state-of-the-art. The
contexual classification of nearby label distributions is
crucial for boosting rarer classes to higher accuracies,
and it provides minimal overhead. Even though there
is much more to explore in the area of stacked local
learning, we have presented a very nice implementa-
tion for point cloud classification that can perform
very fast inference on commodity hardware, and thus
is suitable onboard a mobile robot.
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