
Sample Questions

November 14, 2013

1 Practice Questions from Mitchell

3.1-2, 3.1, 4.4-5, 5.*, 6.1-2, 6.6, 7.1-2, 7.5-6

2 True/False

Use one or two sentences to explain your answer.

1. K-NN and locally weighted linear regression are both non-parametric
algorithms.

2. There two classifiers A and B, classifier A which has a better perfor-
mance on a randomly sampled subset of a data set would also have
better performance than B on the full data set.

3. When using uniform prior in MAP estimation, then the MAP estimator
is equivalent to an MLE estimator.

4. The EM procedure is guaranteed to converge to a global maximum.
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5. EM converges to a set of parameter estimates that locally (but not
globally) maximizes the expected log of the data likelihood (where the
expectation is taken over the unobserved variables).

6. When using Principle Components Analysis, the top n Principle Com-
ponents have the following property: they provide a lower-dimensional
representation of the original data, and one that allows reconstructing
the original data with the minimum sum of squared errors.

7. The Naive Bayes classifier is a special case of a Bayes Net.

8. The Hidden Markov Model is a special case of a Bayes Net.

9. When trained on the same data, Naive Bayes must estimate more pa-
rameters than Logistic Regression.

3 Short answers

1. In the regularized variants of logistic regression, what are the main
differences between the L1 and L2 regularization?

2. Comparing a decision tree and a bag of 10 decision trees, which model
typically has a larger variance?

2



3. In practice, why do people prefer voted or averaged perceptrons over
the standard perceptron?

4. Describe the main difference between parametric and non-parametric
learning algorithms.

5. In the class, for collaborative filtering, we can define similarity between
user’s by using cosine similarity.

i1 i2 i3 i4 i5 i6 i7
u1 3 2 4 5
u2 0 5 2 4 3
u3 1 3 4 2 1

What is the cosine similarity between u1 and u2? Between u1 and
u3?(We only use those item in common to compute)

6. Write out the updates for the perceptron parameter ~w given the follow-
ing training examples. Note that this is a standard perceptron without
the bias term (b = 0 and we keep it fixed). Assume starting from ~0.

x1 = (0, 0, 0, 1, 0, 0, 1), y1 = 1

x2 = (1, 1, 0, 0, 0, 1, 0), y2 = −1

x3 = (0, 0, 1, 1, 0, 0, 0), y3 = 1

x4 = (1, 0, 0, 0, 1, 1, 0), y4 = −1

x5 = (1, 0, 0, 0, 0, 1, 0), y5 = −1

7. Consider the following Bayesian network containing seven Boolean vari-
ables.
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A

CB

GFED

Slide 1

• Write down two conditional independent statements where the
independence is conditioned on variable A.

• How many parameters are required to fully define this Bayes net?

8. Learning and optimizing objective functions. In supervised learning we
typically assume the task is to learn some function f : X → Y , or
equivalently P (Y |X), from a set of m independent labeled training ex-
amples {〈x1, y1〉, 〈x2, y2〉, . . . 〈xm, ym〉}. Please assume in this question
that the superscripts denote different examples, xi is a feature vector
corresponding to the ith instance, and yi is a boolean value correspond-
ing to the label for xi.

Write down the objective function that is optimized by each of the
following learning algorithms. Give your answer in the form of a math-
ematical expression using the notation introduced here.

• Naive Bayes

• Logistic regression
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• Neural network

• Bayesian network with a given, fixed graph structure

4 Entropy

Timmy wants to know how to do well for ML exam. He collects those old
statistics and decide to use decision tree to get his model. He now gets 9
data points, and two features ”whether stay up late before exam(S)” and
”whether attending all the classes(A)”. We already know the statistics is as
below:

Set(all) = [5+, 4−]

Set(S+) = [3+, 2−], Set(S−) = [2+, 2−]

Set(A+) = [5+, 1−], Set(A−) = [0+, 3−]

Suppose we are going to use the feature to gain most information at first
split, which feature should we choose? How much is the information gain?
The entropy can be calculated as

Entropy(Set) = −p+log2p+ − p−log2p−

And the information gain is

Gain(Set, B) = Entropy(Set)−
∑

v∈V alues(B)

|Sv|
|S|

Entropy(Setv)

N 1 2 3 4 5 6 7 8 9
log2N 0 1 1.58 2 2.32 2.58 2.81 3 3.17

5 Progressive sampling

Progressive sampling is a way to train quickly on a large dataset D, if you’re
only interested in obtaining a classifier with an error rate below ε for some
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fixed ε (say, ε = 0.1). The method is as follows, where ε and the initial
sample size m0 are parameters.

• for m = m0, 2m0, 4m0, 8m0, 16m0, 32m0, . . . ,

– If m < |D|, draw a subsample Sm of size m from D. Otherwise,
let Sm = D.

– Train a classifier Cm on Sm and estimate its error rate em by some
method (eg cross-validation)

– if em < ε then return the classifier Cm

– if m = |D| then fail.

1. Assume (for this subquestion only) the learner used in progressive sam-
pling is Naive Bayes, your original dataset D has 10,000,000 examples,
and Naive Bayes obtains an error of less than 0.1 on subsamples of size
10,000 or more (and that you can reliably determine that the error rate
is below 0.1 by cross-validation). If you run progressive sampling with
ε = 0.1 it will halt and return some Cm, trained on Sm, where the size
of Sm depends on the choice of m0.

What is the largest sample size m that progressive sampling will use
before it halts?

2. On a dataset of size n, what is the worst-case (over all possible values
of ε) number of times that progressive sampling will invoke the learner?

3. Suppose your implementation of Naive Bayes requires time Tm, where
T is some constant and m is the number of examples used to train.
What is the worst-case run-time for progressive sampling on a dataset
of size n? (Hint: if x < 1 and n is finite then (

∑n
i=0 x

i) < 1/(1− x)).
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4. Suppose you replace Naive Bayes with an SVM implementation which
has worst-case running time of Tm2. What is the worst-case run-time
for progressive sampling on a dataset of size n?

6 Bias-variance

Consider estimating the parameter p for a binomial - e.g. guessing the prob-
ability p of heads for a coin. Given a dataset D with k heads in n trials, we
will consider two estimators.

The Maximum likelihood estimator (MLE) is defined as p̂ml(D) ≡ k/n.
The Dirichlet estimator is defined as p̂dir(D) ≡ k+qm

n+m
, where q and m are

parameters of the Dirichlet.
Let D be a distribution of datasets created taking a coin with probability

of heads p and flipping it n times.

1. What is the smallest value that the MLE can have on a dataset D?
what is the largest value?

2. If q = 0.5 and m = n, what is the smallest value that the Dirichlet
estimator can have on a dataset D? what is the largest value?

3. If q = 0.5 and m = n/2, what is the smallest value that the Dirichlet
estimator can have on a dataset D? what is the largest value?
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4. What is the expected value, over datasets D drawn from D, of the
MLE, i.e., what is ED[p̂ml(D)] ?

5. What is the expected value, over datasets D drawn from D, of the
Dirichlet estimator, i.e., what is ED[p̂dir(D)] ?

6. The bias of an estimator is defined as B(p̂) ≡ ED[ED[p̂(D)]− p]. What
is the bias of the MLE, i.e., ED[ED[p̂ml(D)]− p] ?

7. What is the bias of the Dirichlet estimator, i.e., ED[ED[p̂dir(D)]− p] ?

8. Fix q for the Dirichlet to q = 0.5. Consider B(p̂dir)
2, the square of the

bias of the Dirichlet estimator. If n grows, does B(p̂dir)
2 increase or

decrease?
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9. The variance of an estimator is defined as

V (p̂) ≡ ED[(ED[p̂(D)]− p̂(D))2]

Based on your analysis above, would you guess that the variance of
the Dirichlet estimator with q = 0.5 is higher than the variance of the
MLE, or lower?

10. Consider the variance of the Dirichlet estimator with q = 0.5 andm = n
and the variance of the same estimator with q = 0.5 and m = n/2.
Based on your analysis above, which would you guess has higher vari-
ance?

7 K-Nearest Neighbor and Principal Compo-

nent Analysis

Recall the homework question regarding Principal Component Analysis (PCA).
The image below shows a similar distribution of small black points along with
the large query point, labeled ‘Q’ (at x=0, y=-1). In addition, there are now
three additional candidate neighbor points, labeled ‘A’ (at x=0, y=1), ‘B’
(at x=2, y=3), and ‘C’ (at x=-2, y=0). Assume each point has zero area
and is centered directly at the coordinates given.

1. In the original basis (that is, before doing any kind of dimensionality
reduction), list, in order from closest to furthest, the three neighbors
(A, B, C) of Q. Be sure to clearly note any ties:
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2. Find the first principal component of the small black dots in the above
drawing. Redraw Q, A, B and C below, as reconstructed using only
this first principal component:

3. In this new basis you found above, (that is, reconstructing the points
using only the first principal component), list, in order from closest
to furthest, the three neighbors (A, B, C) of Q. Be sure to clearly note
any ties:

4. Find the second principal component of the small black dots in the
original drawing. Redraw Q, A, B, and C below, as reconstructed
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using only this second principal component:

5. In this new basis you found above, (that is, reconstructing the points
using only the second principal component), list, in order from closest
to furthest, the three neighbors (A, B, C) of Q. Be sure to clearly note
any ties:

8 Logistic Regression and Naive Bayes

Lets define a generative model, Mdep, where no assumptions are made re-
garding the possible dependencies between attributes:

Mdep : ∀x̄ : x̄ ∈ {0, 1}n,∀y ∈ {0, 1} Pr(X̄ = x̄|Y = y) = pdepx̄,y

In other words, each example 〈〈x1, x2, . . . , xn〉, y〉 is generated by first picking
a value y for the class Y , then picking an entire vector x̄ = 〈x1, x2, . . . , xn〉,
with the probability of picking that vector x̄, with that class y, given by the
parameter pdepx̄,y .

Suppose you are given a training dataset, D, comprised of m = 1,000
binary classed examples (500 in the positive y = 1 class, 500 in the negative
y = 0 class), each consisting of n = 10 binary valued attributes, generated,
with no noise, from the model Mdep.

1. Does this dataset meet the assumptions of the naive Bayes model? If
not, which assumption(s) does it violate?
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2. Does this dataset meet the assumptions of the logistic regression model?
If not, which assumption(s) does it violate?

3. Suppose you go ahead and train a naive Bayes classifier, CNB, and a
logistic regression classifier, CLR, over this same dataset D. In general,
do you expect CNB and CLR to agree on all predictions for the training
data? That is:

∀x̄i ∈ D : CNB(x̄i) = CLR(x̄i)?

where Cmodel(x) is the Cmodel classifier’s prediction for the label, y, of
the data point x. If not in general, under what conditions, if any, would
this be true? (Note: We are asking about the agreement between the
predicted labels, not between the predictions and the true labels).

4. Do you expect the two classifiers to agree on all (possibly previously
unseen) data? That is:

∀x̄i : CNB(x̄i) = CLR(x̄i)?

If not in general, under what conditions, if any, would this be true?
(Again, we are concerned only with the classifiers’ predictions, not the
actual labels of the previously unseen data).
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5. Can we end up with some zero-valued parameters with a Naive Bayes
Model ie pdepx̄,y = 0? If so, how? If not, why not?
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