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Abstract. Network bandwidthlimitations must be consideredby information
agentswhenretrieving informationfrom remotesources.Therearecaseswhere
it shouldbe moreefficient (consideringnetworkconstraints)that an agentwill
performits activity on theremoteserver. Thiscanbeperformedby spawningan
agentonthatserver. Agentspawningis anappropriatemeansfor resolvingagent
overloadproblemsaswell. Agentsin a multi-agentsystemmay facesituations
wheretasksoverloadtheircomputationalcapacitiesor donotfit theircapabilities.
Usually, thisproblemis solvedby passingtasksto otheragentsor agentmigration
to remotehosts.Agentspawningis amorecomprehensiveapproachto balancing
localagentoverloads.Accordingto our paradigm,agentsmayspawn, passtasks
to others,die or merge.We discussthemechanismsrequiredfor decidingupon
andperformingagentspawning.Therequirementsfor implementingaspawning
mechanismandtheadvantagesof usingit areaddressed.

1 Intr oduction

Informationagentssituatedon theweb,asothercomputationalsystems,aresubjectto
limitationsontheuseof resources.In thecurrentsettingof theInternet,it is evidentthat
themajorbottleneckagentsfaceis thecommunicationbandwidth.Agentsthatneeda
largeamountof remotelylocatedinformationmayfacealongdelaybeforethey areable
to acquiretherequiredinformation.Thus,overall taskexecutionmaybepoor. As we
show in this chapter, creatinganagentthatwill besentto theinformationsitemay, in
cases,bemoreefficient thantransferringtheinformationitself. Yet, informationneeds
andnetworkbandwidtharenot theonly sourceof poortaskperformance.Theloadsof
taskstheagentshavemayeitherresultin overloadingtheirlocalcomputationalresources,
or simply bebeyond their expertise,thushampertaskperformance.Redistribution of
tasks(whenpossible)andthecreationof new agentswith theappropriateexpertisefor
handlingexcessandincompatibletasksresolve suchdifficulties.Thesesolutionsare
demonstratedanddiscussedin this chapter.

Assumea multi-agentsystem(MAS) situatedon the web. Agentsin the system
dynamicallyreceivetasks.Thesetasksrequiregathering,filtering,fusingandprocessing
information.The agentsareheterogeneous,that is, agentshave differentcapabilities
which indicatethe typesof tasksthey canperform— their expertise.Also, they have
differentcomputationalcapacitieswhich indicatetheamountsof resources(memory,
cpu,communication)that the agentscanaccessandusefor taskexecution.Tasksare



categorizedby typesthat can be handledby agentswith appropriatecapabilities.In
this chapterwe discusstwo problemswhich aretypical in suchMAS, andareusually
entangled:

1. Whatshouldanagentdowhenit receivesataskfor whichit doesnothavetheright
capabilities?How shouldan agentreactto situationswherethe incoming tasks,
althoughwithin its capabilities,overloadits capacities?Taskdelegationmaybethe
answertobothquestions:delegationtootheragentswith theappropriatecapabilities
areavailablemayresolvethefirst; whenoverloadsarelocal to theagent,delegating
tasksto other agentswith similar capabilitiesmay resolve the secondproblem.
However, giventheabove situations,how shouldanagentreactwhenotheragents,
thathave thecapabilitiesrequiredfor theincompatibleor overloadingtasks,appear
overloadedaswell, or areunreachable?

2. In caseswheretheamountof remoteinformationtobeprocessedfor theperformance
of a task is large, how shouldan agenthandlethe task to reduce(and possibly
optimize)thecommunicationoverheadfor transferringthenecessaryinformation?

As shown in [16], severalsolutionsmayapplyfor thefirst problem,anddetailsof these
solutionswill be presentedlater1. However, sincethe secondproblemis commonly
presentas well, a more comprehensive solution is needed.In [16], predictive agent
cloning waspresented.Agent cloning entailsthe creationandactivation of identical
copiesof theoriginal,creatoragent.Oneof theadvantagesof cloningis in therelative
simplicity of creatinga new agent,given that all of the expertisenecessaryfor it
are alreadypresentin the older one (the creator),so thereis no needto createnew
capabilities.Howeverin thispropertyliesalsoamajordisadvantageof cloning:it limits
the newly createdagent(the clone) to handlingonly the sametypesof tasksthat its
creatorcanhandle.In addition,cloningdictatesthesizeof thenew agent,thusthelevel
of computationalresourcesit may consume.This resultsin newly createdagentsthat
maybetoo complex (henceheavy-weight) to run on theintendedclonehost,thusmay
preventfrom achieving a solutionto theoverloadproblem.At thesametime,it maybe
the casethat, for executingthe tasksfor which the cloningmechanismwasactivated,
it is sufficient to have a lighter agentwith only partof thecapabilitiesof its creator, or
completelydifferentones.Thecloningapproachdoesnotallow for suchagentcreation.
We suggestanalternative to this approachthatwould extendit to overcometheabove
limitation. The agentcomputationalproblemswe address,i.e., overloadsand large
information transferrequirements,have several characteristicpatternsas deliberated
below.

Overloadsmayoccurin two major forms:anagentis overloaded,but theMAS in
which it is situatedasa whole hasthe requiredcapabilitiesandcapacities;the MAS
as a whole is overloaded,i.e., the setof agentswhich areaccessibleandcapableof
performingthe currenttasksdo not have the necessarycapacities.At the sametime
theremaybeidle computationalresourcesin thesystemwheretheagentsaresituated.
As a resultof overloads,eitherlocal to anagentor at theMAS level, theMAS will not

1 In thischapterweextendtheworkpresentedin [16]. Someof theresultswepresentarealready
presentedthere.
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performall of thetasksin time,althoughtherequiredcomputationalresourcesmaybe
availableto it.

Informationprocessingandtransferareinseparablefrom theactivity of agentson
theweb. Thecommonapproachesto remoteinformationprocessingare:transferringthe
informationto theagentthatneedsit for local processing;relying on serviceslocated
at the site of the information to perform the processing(as commonin distributed
databases);allowing theagentin needof theinformationto migrateto theinformation
site,processit at theremotecite,andreturnwith theresults.Alternatively, we suggest
thata new agentwhichhasonly thecapabilitiesnecessaryfor a specifictaskshouldbe
spawnedon the remotesite.Situationsthat justify suchspawning arewhenthe ratio
betweentheamountof raw informationto betransferredto anagentfor its tasks’need
andtheamountof processedinformationresultingform thesetasksis large,andwhen
theagentto beremotelyspawnedis light weight.

Thefollowing solutions,combined,addresstheproblemsabove:

1. A singleoverloadedagentshouldpasstasksto otheragentswhich have thecapa-
bilities andcapacitiesto performthem.

2. Whenall of theaccessibleandcapableagentsareoverloaded,agentsshouldcreate
new agentsto perform excesstasksand utilize unusedresources.Alternatively,
agentsmaymigrateto otherhosts.

3. Whennew tasksarecreatedor arriveat theagentssuchthatnoaccessibleagenthas
therequiredcapabilitiesfor executingthem,eitherusersor agentsshouldcreateand
activatenew agentswhich have thecapabilitiesfor performingthenew tasks(but
maybedifferentfrom theactive agents).For this, thereshouldbesomecapability
serveravailabletousersandagents,wherethey canlocatethecomponentsnecessary
for thesoughtagentexpertiseandconstructtheagentsusingthesecomponents.

4. Whentheexpectedamountof remotelylocatedinformationnecessaryfor executing
ataskisverylargecomparedto thesizeof theagentcodeandtheamountof produced
information,theagentthatneedsto performthe taskshouldeithermigrateto the
siteof theinformationor spawn anagentat thissite.

In this researchwe study the mechanismsrequiredfor agentspawningas a means
for implementingthe above solutions.In particular, we investigateagentspawning
in an openenvironment,suchas the Internet,whereagentsmight dynamicallyand
unpredictablyappearor disappear. To studyMAS issuesin suchan environment,we
refer to the RETSINA agentinfrastructure[18]. In RETSINA, thereare threetypes
of agents: providers, who possesscertaincapabilitiesandperformtasksthat require
thesecapabilities;requesters, who have tasksto beperformedandwho locateagents
with the requiredcapabilitiesto whom they delegate the tasks;middle agentssuch
asmatchmakers[5], by whomrequesteragentslocateprovideragents.Provider agents
advertisetheircapabilitiestomiddleagentsandrequestersaskthelattertofindproviders
with requiredcapabilities.Part of our spawning mechanismis appliedto a simulated
RETSINA infrastructureas follows. Whenan agentperceives a problemof the type
describedabove, i.e., incompatibletasks,overloadsor large volume of information
to be transfered,it canfind, throughmiddle agents,provider agentswith appropriate
capabilitiesto whom it can considertransferringtasks.Whenno suchproviders are
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found, spawning a new agentis considered.Oncecreated,the new agentadvertises
itself with a middleagentandbecomesfamiliar to themulti-agentsociety.

In the restof this chapterwe provide guidelinesandmechanismsto be usedfor
implementingspawning. We analyzethe circumstancesunderwhich agentspawning
shouldbeconsidered.We investigatereasoning,decisionmakingandactionsthat are
necessaryfor agentsto performspawning.Resultsof simulationswehaveperformedon
asubsetof thespawningproblemarepresented.In thissimulation,agentcloning(which
is aspecificcaseof agentspawning),andits effectsontheperformanceof aMAS, were
examined.Theresultsshow thatusingcloning protocolsto addresslocal overloading
problemsimprovesagentandsystemperformance.Theanalysisof thewiderproblems
and their solution - agentspawning - shows that, undersomeconditions,spawning
shouldbehighly beneficial.

2 Why is spawningnecessary?

While agentcloningis apossibleresponseof anagentto overloads,agentspawning in-
cludes,in addition,considerationof thedatatransfernecessaryfor taskexecution,andit
relaxestherequirementof creatinganidenticalcopyof theoriginalagent.Thus,spawn-
ing furtherenhancesefficiency of networkutilization andreductionof communication
andcomputationloads.

Agentoverloadsaredue,in general,to eithertheagent’s limited capacityto process
currenttasks,or machineoverloads.Otherapproachesto overloadsincludetasktransfer
andagentmigration.Tasktransfer, whereoverloadedagentslocateotheragentswhich
arelightly loadedandtransfertasksto them,is verysimilarto processorloadbalancing.
Agentmigration,which requiresthatoverloadedagents,or agentsthatrun onanover-
loadedmachine2,migrateto lessloadedmachines,iscloselyrelatedtoprocessmigration
andto therecentlyemerging field of mobileagents[1]. Agentmigrationcanbeimple-
mentedby anagentcreatingacopyof itself (aclone)onaremotemachine,transferring
its tasksto it anddying. Thus,agentmobility is an instanceof agentcloning,which
is in turn an instanceof agentspawning. A main differencebetweenload balancing
andagentcloningis that,while thefirst explicitly discussesmachineloadsandprocess
migration,the latter, in addition,considersa differenttypeof load — the agentload,
which is uniquein its referenceto agentexpertise(referredto ascapabilities).Agent
spawning furtheraddsuponloadbalancingandcloningby allowing for creationof new
agentsdifferentfrom theoriginalandconsideringinformationtransferrequirements.

while cloningis a supersetof tasktransferandprocessmigration(it includesthem
and addsto them as well), agentspawning is even wider in its scope.One facetof
spawning refersto capabilityandresourceoverloads(andwaspreviouslyreferredto as
agentcloning[16]). Spawningdoesnotnecessarilyrequiremigrationto othermachines.
Rather, a new agentis createdeitheron the local or a remotemachine.Note thatthere
maybeseveralagentsrunningonthesamemachine,andhavingoneof themoverloaded
doesnotnecessarilyimply thattheothersareoverloaded.Agentoverloaddoesnotimply
machineoverload,andthereforelocal spawning (thatis, on thesamemachine)maybe

2 We assumesomecorrelationbetweenmachineload and agents’loads,however theseare
differentoverloads.
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possible.As shown in the load balancingliterature[10], within a distributedsystem
thereis ahighprobabilityof having someof theprocessorsidle,while othersarehighly
loaded.This facetof spawning takesadvantageof theseidle processingcapacities.

To performagentspawning,anagentmustreasonaboutits tasks,referringtocurrent
andfutureinformationrequirementsandloads,theloadof its hostandcapabilitiesand
loadsof othermachinesandagents.Accordingly, it maydecideto: createa new agent;
passtasksto this agent;merge with otheragents;or die. Merging of two agentsand
self-extinction of underutilizedagentsis an important mechanismto control agent
proliferationwhichotherwisemayresultin overloadednetworkresources.

Reasoningaboutspawningbeginswith recognizingthetypeof problemthatshould
beresolved:

– Capacityandcapabilityoverloads,or
– Largeinformationtransferrequirements.

In thecaseof overloads,thereasoningbeginswith consideringlocalspawning.This
will prevent thecommunicationoverheadof trying to accessandreasonaboutremote
hosts.Whenlocalspawning is foundinfeasibleor non-beneficial,theagentproceedsto
reasonaboutremotespawning.Onceremotespawningis decidedupon,anagentshould
becreatedandactivatedona remotemachine.Assumingthattheagenthasaccessand
a permit to work on this machine,theremay be two main methodsto perform this
spawning: (1) creatingthe agentlocally andletting it migrateto the remotemachine
or, (2) creatingandactivatingtheagenton theremotemachine.While thefirst method
requiresverylittle onthepartof theremotemachine,it requiresmobilizationproperties.
It alsorequiresadditionalresourceconsumptionon local host,wherethecreationand
activation areperformed.The secondmethod,while avoiding mobilizationandlocal
resourceconsumption,requiresthatacopyof theagents’codebelocatedontheremote
machine.Similar requirementsalsohold for mobileagentapplications[7, 19], sincean
agentserver or anagentdockis required.

Sincetheinformationneedsof anagentaswell asits ownloadandtheloadsof other
agentsvary over time in a non-deterministicway, thedecisionof whetherandwhento
spawn is non-trivial. Priorwork oncloning[4] haspresenteda modelof cloningbased
on predictionof missedtaskdeadlinesand idle timeson the agent’s schedulein the
RETSINA multi-agentinfrastructure[18]. In this research(section3.1),we presenta
stochasticmodelof decisionmakingbasedondynamicprogrammingto determinethe
optimaltiming for spawning.

In caseswheretheproblemdealtwith is of largeinformationtransferrequirements,
localspawningis aninadequatesolution.In addition,theonlyreasonabletargethostsfor
thespawnedagentsarethesitesof the(largevolume)neededdata,thathavecausedthe
needfor spawning. Therefore,only remoteaccessto thesespecifichostsis necessary.
After acquiringfrom thesehoststhe propertiesrelevant for spawning on them, their
considerationfor spawning will beperformedutilizing reasoninganddecisionmaking
proceduressimilar to thoseusedin theoverloadcase.

Severalquestionsareof interestwhena new spawn is createdandactivated.These
regardits autonomy, its tasks,its lifetime, andits accessto resources.Autonomyrefers
to independentspawn vs. a subordinateone.Having beencreatedand activated,an

5



independentspawn isnotcontrolledby itscreator. Therefore,suchanagentwill continue
to exist aftercompletionof thetasksprovidedby its initiatoragent.Hence,amechanism
for decidingwhat it shoulddo afterwardsis necessary. Sucha mechanismmustallow
the spawn to reasonabout the agent-and task-environment,and accordinglydecide
whetherit shouldcontinueto work onothertasks(if necessaryandif thecomputational
resourcesallow), mergewith others,or performselfextinction.

A subordinatespawn will remainunderthecontrolof its initiator.Thiswill prevent
the complicationsarising in the independentspawn case- i.e., it is not necessaryto
decidewhat to do after the tasksthatweredelegatedto the spawn areaccomplished.
However, in orderto managea subordinateagent,theinitiating agentmustbeprovided
with a controlmechanismfor remoteagents.Suchamechanismwill requireadditional
communicationbetweenthe two agents,thusincreasingthecommunicationoverhead.
In addition,controlof otheragentsmaybeapartiallycentralizedsolutionandis usually
undesirablein multi-agentsystems.However, for theproblemof largeamountof remote
information,anagentthatcreatesa spawn on thesiteof the informationwould prefer
having at leastsomeloosecontrolof its spawn, sincethis spawn is specificallycreated
to serve the informationneedsof its creator. On theotherhand,whenthesolereason
for spawning wasoverloads,it is preferableto allow for anindependentspawn.

3 Requirementsfor spawning

An agentshouldconsiderspawning in thefollowingcases:

– Datatransferproblems:
The remotely-locatedinformation it needsto processfor performingits tasksis
largein comparisonwith theagentcodeusedfor this processingandtheproduced
information,or

– Taskandresourceloadbalancingproblems:� It cannotperformall of its taskson time by itself nor canit decomposethem
sothatthey canbedelegatedto others,and� Thereis no lightly-loadedagentthatcanreceive andperformits excesstasks
(or sub-taskswhentasksaredecomposable),and� Therearesufficient resourcesfor creatingandactivatinga spawn agent(either
onthesamemachineor ona remoteone),and� Theefficiency of thespawnagentandtheoriginalagentisexpectedtobegreater
thanthatof theoriginalagentalone.

Later in this chapterwe discussthe methodsaccordingto which agentsreasonabout
themselvesandtheirenvironmentto perceive theseconditions.

The necessaryinformationusedby anagentto decidewhetherandwhento initi-
atespawning comprisesparametersthat describeboth local andremoteresources.In
particular, thenecessaryparametersareasfollows:

– Theexpectedratiobetweentheamountof remotelylocatedraw datanecessaryfor
its tasksand the amountof information producedby thesetasks.Both raw and
produceddataaremeasuredin bytes(theratio is a purenumber).
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– TheCPUandmemoryloads,bothinternalto theagent(whichresultfromplanning,
schedulingand task-executionactivities of the agent)andexternal (on the agent
hostandpossiblyon remotehosts).

– TheCPUperformance3, bothlocally andremotely.
– The loadon the communicationchannelsandtheir transferrate,both locally and

remotely.
– The currentqueueof tasks,the resourcesrequiredfor their executionand their

deadlines.
– Thefutureexpectedflow of tasks.

To acquiretheabove informationanagentmustbeableto readtheoperatingsystem
variables.In addition,the agentmusthave self awarenesson two levels — an agent
internallevel anda MAS level. The internalself awarenessshouldallow theagentto
verify what part of the operatingsystemretrieved valuesare its own agentinternal
parameters.Thesystem-wiseselfawarenessshouldallow theagentto find,possiblyvia
middle agents[5], informationregardingavailableresourceson remotemachines.In
someMAS models,e.g.,[12, 20], thefirst is referredto asself-model,andthelatter is
called(agent)acquaintancemodule.Without middleagents,serversthatarelocatedon
theremotehosts(asin e.g.D’agents[7]) cansupplysuchinformationuponrequest4.
Whensuchinformationis not available,anagentmaycomputetheexpectedvaluesof
theattributesof remotemachinesrelyingonprobabilitydistributionseitherspecifically
by machineid (e.g.IP address)or groupwise,by machinetype.

3.1 Optimization of decisionmaking: when to spawn?

We presenttheformalmethodusedfor optimizingthespawning decisions.Eachagent���
has a load tuple � �����
	��
�������������

(processingload
	��

, memory load
���

and
communicationload

���
). This loadresultsfrom theagent’s tasks’makeup.In general,

anagent’s loadis time dependentandis denotedby � ������� , where
�

standsfor time.We
assumethatthetime

�
is measuredin discreteunits.Thedistance� ��� betweenagents

� �
and

� �
is thenetworklatency (measuredin milliseconds)basedon thecommunication

routebetweenthemachinesonwhichtheagentsarerunning.To assessthetimearemote
spawn shouldconsumefor performingits giventasks,thecomputationalresourcesof
theremotemachinemustbeconsidered.ThesearetheCPUperformance(e.g.,givenin
MIPS),thesizeof memory(MB) andthecommunicationcapabilities(e.g.,transmission
ratein bps).

To maximizebenefits,an agentshoulddecideon spawning at the optimal time.
Below, we provide a methodfor optimizing the spawning decisionmaking.For this,
eachdecisionregardingspawning hasa value, calculatedwith respectto loadsand
distancesasa functionof time.Eachagent

���
hasa valuationfunctionVal

��� � ��� ����� � �����
for evaluatingdecisionpoints. Here,

� �
is a set of loads of agents

�!�"��#%$�'&
and� �)( � ���+*,��#�$�-&

a setof distancesto otheragents5. We describethepossibledecisions

3 Weutilize standardmethods(e.g.,MIPS) to estimateit.
4 In oursimulationwehaveexaminedbothof thesemethodsaswell asmatchmakingfor acquiring

informationwith regardsto remotehostsandfoundnosignificantdifferencein performance.
5 AlthoughVal. maydependonotheragents’loads,suchdependency is not required.
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of
���

by a decisiontree / �����%01����23�
���4��5��6��78���
, where

01���9(;:
1
��:

2
�4<=<4<���:=>?*

is a
setof decisionpoints(which arethenodesof thetree),

23�A@-01�CBD01�
is thesetof tree

edges,E :
0 ��FHG

function that attachestime (in naturalnumbers)to treenodes(the
attachednumberis equivalentto thelevel of thenodein thedecisiontree / ),

5 �AI 0 �
theroot of / , and

7 �
a discountratewhich

� �
usesin caseswhereit assumesthat the

valueof adecisionis discountedover time (otherwise
7 � �

0).
Decisionpointsin thedecisiontreehave two typesof valuationfunctions:(i) valu-

ationof a decisionwhich is madeindependentlyof othernodesin thetree,denotedbyJ �K �L:��;� , where
:��

is theevaluatednode;(ii) valuationof adecisionwhichis madedepen-
dentonotherdecisionsin thetreedenotedby Value

���L:��M�
. In case(i), if no independent

decisioncanbemadeat node
:��

, the independentvalueassignedto it is
J �K �L:��M��� 0.

Otherwise,node
:��

is assignedanindependentvalue
J �K �N:��M�O� Val

��� � ��� ����� � � E �L:��4�
� . In
case(ii), thevalueof anode

: �
is definedby therecursivevaluationfunctionasfollows:

Value
���N:��P�A�RQ Val

��� � ��� � ��� � � E �L:��4�S� if
J �K �N:��P�T$� 0

1
1 U1V�WYX >ZP[

1

	 Z]\
Value

� �N: Z �
otherwise

wherethesumisoverall of theedges
�L: � ��: Z �

emanatingfrom
: �

and
	 Z

is theprobability
of
�L: � ��: Z �

beingchosen.Notethat
	 Z

maybeupdatedovertime,basedonlearningform
previousdecisions.Giventhisrepresentation,wecanusestandarddynamicprograming
methodsto computetheoptimaldecisionwith respectto a givendecisiontree.For the
spawning mechanismsthis implies a spawning timing which is optimal with respect
to theavailableinformationwith regardsto futureloadsandinformationrequirements.
Althoughthis optimizationis local to anagentandnotglobalto thesystem,simulation
results(section5) of theoverloadfacetof spawning show a significantincreasein the
overall systemperformance.

4 The algorithm

As statedpreviously, oneaspectof spawning is thebalancingof taskdistributionand
resourceusage,which we expressin termsof capabilityandcapacityloads.Onemay
find two mainapproachesto loadbalancing[17]: (1) overloadedprocessorsthat seek
other, idle (or just randomother)processorsto let themperformpartof theprocesses;
(2) idle (or lightly-loaded)processorsthat look for processesto increasetheir load.
Theseapproachesaresometimesmergedor combinedwith additionalheuristics.Both
approaches,(1)and(2),maybeutilizedwhendesigningaspawningalgorithmfor agents.
However, in the caseof spawning in open,dynamicsystems,considerabledifficulties
arise.Both (1) and (2) requirethat an agentlocateother agentsfor task delegation.
When matchmakingagentsare used,a spawning mechanismthat follows approach
(1) only requiresthatunderloadedagentsadvertisetheir capabilities.Thus,overloaded
agentsmay contactthe underloadedonesvia matchmaking.Similarly, approach(2)
requiresthatoverloadedagentsadvertisetheir overloadsandrequiredcapabilitiesand
resources.Though,in addition,(2) requiresthatunderloadedmachineswill beknown
to the overloadedagentsas well. This informationis not given in an open,dynamic
system.It couldbe provided if eachmachinein the systemrunsanagentwhosesole
taskwouldbesupplyingsuchinformation.Thiswould leadto anundesirableoverhead
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of communicationandcomputation.To avoid thisoverheadweutilize thefirst approach.
Thatis, with regardsto overloads,ourspawningmechanismis designedfor agentswho
perceive or estimateself-overloads.

The other aspectto be consideredis the rate betweenthe remotely locatedraw
datanecessaryfor task executionand the information producedby the agentwhen
processingthis data.The raw dataandtheproducedinformationcanbemeasuredby
thestoragespacethey occupy. Thesesizesmaybecharacterizedby thetypeof thetask
anditsdetails.Whenextractinginformationabouttheinformationneedsandsizesis not
possible,it maystill bepossibleto learnaboutthis informationfrom previousinstances
of similar tasks.

4.1 Overview of spawningprocedure

Thespawningprocedureconsistsof thefollowingcomponents:

– Reasoningbeforespawning: includesthereasoningaboutthe(possiblydynamic)
tasklist with respectto time restrictionsandcapability, resourceandinformation
requirements.Theconsiderationof thetasklist aswell asagentcapabilities,capac-
ities, loads,informationneedsandproduction,aswell asmachineloads,resultsin
a decisionto spawn or transfertasksto alreadyexisting agents.

– Tasksplitting: includesreasoningthat considersscarcecapabilitiesandthe time
intervals in which overloadsare expected,and accordinglyselectstasksto be
transferred,which resultsin tasksplitting.

– Spawning: includesthecreationandactivationof thespawn, thetransferof tasks,
andtheresultinginevitableupdatesof connectionsbetweenagentsvia matchmak-
ing. Thefollowing arethebasicactionsto betaken:� Createthecodefor thenew agentby copyingthegenericpartsof theagentand

addingto themthecomponentsthatenhancethespecificcapabilitiesrequired
for thespawn to performits prospective tasks.� Whenspawning while performinga specifictask,anagentshouldpassto its
spawn only therelevantsub-tasksandinformationwhicharenecessaryfor the
taskspassedto the spawn. Otherwise,in the caseof spawning asa resultof
overloads,thespawn mayfacethesameoverloadproblemasits creator. Note
that in contrastto the typical approachto agentmigration[2], the spawning
paradigmdoesnot requirethe transferof an agentstate.The only transfer
necessaryis of thesetof tasksto beperformedby thespawn6.

– Reasoningafterspawning: collectsinformationregardingthebenefitsof thespawn-
ing andenvironmentalproperties(suchastaskstreamdistribution),andstatistically
analyzesthem,asa meansof learningfor futurespawning.

While thereasoningof whetherto initiate spawning is performedcontinually(i.e.,
whentherearechangesin thetaskscheduleor if previousattemptstospawnhavefailed),
thespawning itself is a one-shotprocedure.
6 Onemay distinguishtwo componentsof an agentstate:machineandoperatingsystemstate

vs. planningand task executionstate.Agent spawning doesnot requirethe transferof the
first, howevermayrequiretransferof someparametersrelatedto thelatter. Neverthelesssuch
parametersarepassedaspartof thetransferredtasks,andnotasadistinguishedstate.
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4.2 The spawningalgorithm

Somedetailsof the algorithm are provided below. Note that separateactivities are
performedconcurrentlyandperiodically in separatethreadsof control.For instance,
agentself-awarenessis periodicallyupdatingtheinformationwith regardsto theagent
self loadsin an autonomousmanner. Otherpartsof the codeareimplementedin the
samemanner, evenif not explicitly expressedbelow.
Self-awarenessactivity:

– Do periodically, forever, (in a separatethreadof control):� Retrieve the resources
5^�_�

0
�

available to self at current time (refer to cpu,
memory, disk space,communicationbandwidth,etc).� Retrievethecurrentself loads

�`���
0
�
.� Anticipatecurrentandexpectedself tasks/ba . Referto theinformationneedsc�d

andproducedc�e , capabilitiesandresourcesrequiredanddeadlines.According
to theinformationregardingtasks,do:f Computefutureexpectedself loads

�`�����
andavailableself resources

5^�_���
.f Compare

�`�����
and

5^�����
to locatetimeperiodsof overloads.Storeinforma-

tion aboutoverloadsin g J ����� . Includein g J ����� the typeof anoverload
andthetasks/bh�i in / a thatmayhave causedit.f For eachtask / I / a , computetheratio j � / � betweenthenon-localinfor-
mationrequiredfor this task, c d �L7Pk4�ml8��k4� , andthe informationproduced
by thetask, c e � / � .

Reasoningfor spawning to reduceinformationtransfer:

– For eachtask / in /na suchthat j � / �C�T� 1 do:� Add thetaskto a tasklist /bo .� Locatethelist of hostsp thathold informationrelevantfor c d � / � .� Retrieve
� qr�����

, theloadsof hostsin p .� Solvetheoptimizationproblemof spawningandallocatingall tasks/ in /no to
hostsin p . Referto:f Sizeof a spawn agentnecessaryfor a giventask.f Theloads

��q��_���
andtherelevancy of informationonhoststo eachtask.f Taskdeadlinesandrequiredcapabilitiesandresources.f Computationaloverheadfor creatingandactivatinga spawn agent.

Reasoningfor spawning to handleoverloads:

– While g J �_��� in not empty, do:� Locateotheragentsandhosts.For eachlocatedentity
2

perform:f Retrievecurrentloads
��sT�_�

0
�
.f Anticipatefuturetasksandloads

��s������
.� Solvetheoptimizationproblemof allocatingthetasks/ h6i to thelocatedentities.

Referto:f Theremoteloads
� s �_���

.f Taskdeadlinesandtherequiredcapabilitiesandresources.
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f If anentityisnotanagent- consider(in theoptimization)thecomputational
overheadfor creatingandactivatinganagent.

Resultsprovidedby theoptimizationprocesses:

– For overloadshandlingonly:� A set t of agentsthatcanexecutetasksin / h6i .� For eachagent
� �CI t , a uniquetimedtasklist /1u W . For eachtaskin /1u W , an

earliestandlateststartingtime(eslandlst) is provided.
– For handlinginformationtransferrequirements(andoverloads):� A set p of hostswith resourcesavailableandrelevantinformationfor thetasks

in / o and / h6i .� A timedtasklist / q for remotehosts.� A matchingbetweenhostsin p andtasksin / o .
Spawningandtaskdelegationactivities:

– For eachagent
� �OI t , do:� Delegatetasksin / u W atanappropriatetime(betweenestandlst) to it.

– Createandactivatespawns:
While / q and /no arenot empty, do:� Selectthemostappropriatehost v in p .� Createandactivatea spawn agent

�]w
onhost v .� Delegatetasksform / q or / o to x w .

Activitiesafterspawning:

– Reasonaboutthespawningperformedandlearnfrom it for futurespawning.
– Reasonaboutunderloads.Considerthefollowingactivities:� Mergingwith under-loadedagents.� Self-extinction.

Theabove algorithmsketchestheguidelinesof thereasoningaboutspawning.One
issueto beconsideredfor this reasoningit splitting the tasksin the list /na betweenan
agentandits spawn. We illustratethetask-splitmechanismby thefollowing example.
Supposethe currentandfuture taskshave beenscheduled.At eachpoint in time, the
requiredresourcesarethe sumof the resourcesrequiredfor all of the tasksthatwere
scheduledto beexecutedat this time.Figure1 bringsanexampleof thesumsof three
resources:cpu(p);memory(m);communication(c),with respectto time.Themaximal
capacityof theagentis depictedby thethresholdhorizontalline (th) leveledat 6. One
canobserveoverloadswhenever any typeof resourcecrossesthis threshold.A periodic
overloadcanbeobservedat times3,8,13with a periodof 5 timeunits.Otheroverloads
do not seemperiodic.Whenattemptingto prevent overloads,the agentfirst looks for
periodicaltaskswith aperiodthatfits theperiodof theoverloadsandputsthemin thethe
list of candidatetasksfor splitting.After re-computingtheloads,it transfersadditional
one-shottasks,if still necessary.

11



Fig. 1. CPU,memoryandcommunicationloads

5 Simulation: the cloning case

To examinethe propertiesof a subsetof spawning, that is, cloning,a simulationwas
performed.Thelimitationof havingcloningimpliesthatonlyexactcopiesof theoriginal
agentsmaybecreated,whereasthegeneralspawningapproachallowsfor spawnswhich
aredifferentfrom their creators.Cloning is simplerto implement,however sinceit is
restrictedin thetypeof solutionsit providesfor overloadsandnetworkcongestion,it is
expectedto provideresultswhichareinferior to animplementationof abroadspawning
mechanism.Nevertheless,theresultsof our simulationshow that(onaverage)cloning
increasesthe performanceof the multi-agentsystem.In more detail, the additional
performanceasaresultof cloning(if any) outweighstheeffortsput into cloning.Since
agentspawning is a broadersolution,we areconfidentthat its implementationshould
provideevenbetterresults.

Themethodof simulationwasasfollows.Eachagentwasrepresentedby anagent-
threadthatsimulatedtheresource-consumptionandthetask-queueof a realagent.The
simulatedagenthasa reasoning-for-cloningmethodwhich,accordingto theresource-
consumptionparametersandthetask-queue,reasonsaboutcloning.As a resultof this
reasoning,it may createa cloneby activating anotheragent-thread(either locally or
remotely).During thesimulation,Informationis collectedabouttheusageof CPUand
thememoryandcommunicationconsumptionof theagents.Eachagent-threadreceives
a streamof tasksaccordingto agivendistribution. For eachtaskit createsatask-object
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Agenttype Mem.size CPU(1)CPU(3)Comm.(1)Comm.(3)

Matchmaker7.5MB 43% 18-20%94% 42%
Information 9.5-12MB 45% 18-22%94% 42%
Task 7 MB 44% 18-20%94% 12%
Interface 9.6MB 41% 18-20%94% 15%

Fig. 2. Resourceconsumption

that consumestime and memoryand requirescommunication.Someof thesetask-
objectsarepassedto the cloneagent-thread.The simulationwasperformedwith and
withoutcloning,to allow comparison.

An agent-threadin the simulationmust be subjectto CPU, communicationand
memoryconsumptionsimilar to thoseconsumedby the agentit modelsin the MAS.
Suchinformationwascollectedfrom therealagent-system(RETSINA [6]) prior to the
simulationasdescribedbelow.

To properlysimulatetheRETSINA agents,wemeasuredtheresourceconsumption
of thevarioustypesof its agents,whenrunning1 or 3 agentsoneachmachine(in figure
2,whenrelevant,referredto by parentheses).Theplatformsonwhichtheseagentswere
examinedareSunUltra-1swith 64MB, runningSolaris.Theresourceconsumptionis
summarizedin thefigure2. As onecanobserve,whenrunningaloneall typesof agents
consume40%to 45%of theCPU,whereaswhenrunning3 agentsonthesamemachine
eachconsumesaround20%of theCPU.Not surprisingly, this resultsin a slower task
performance.Thesameeffect holdsfor thecommunicationconsumption7.

5.1 Simulation parametersand results

Wesimulatedtheagentsystemwith andwithoutcloning,with thefollowingsettings:

– Numberof agents:10to 20.
– Numberof clonesallowed:10.
– Numberof tasksdynamicallyarriving at thesystem:up to 1000.
– Task distribution with respectto the requiredcapabilitiesand resourcesfor exe-

cution: normaldistribution, where10%of the tasksarebeyond the ability of the
agentsto performthemwithin their particulardeadlines.

– Agentcapacity:anagentcanperform20average8 taskssimultaneously.

Theresultsof thesimulationaredepictedin figure3. Thegraphshows that for small
numbersof tasks(0 to 100)a systemwhichpracticescloningperforms(almost)aswell
asa systemwith no cloning(althoughdifficult to seein thegraph,theperformanceis
slightly lowerdueto thereasoningcosts).However, whenthenumberof tasksincreases,

7 Here,communicationrefersto theuseof bandwidth.
8 An averagetask is one that the requiresaverageresources(the centervalue of a normal

distribution).
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Fig. 3. Taskexecutionwith andwithoutcloning

thecloningsystemperformsmuchbetter. Nonetheless,beyondsomethreshold,(around
350tasks)eventhecloningcannothelp.Notethatin therange150to 350taskscloning
resultsin taskperformancewhich is closeto the optimal (85% ascomparedto 90%
which, in our setting,is the optimal),whereoptimality refersto the casein which all
of the available resourcesareefficiently usedfor taskperformance(which doesnot
necessarilyimply thatall of thetasksareperformed).

6 Spawning: information requirementsanalysis

A majorquestionto beaskedwith respectto information-relatedspawning is whatthe
propertiesof therelevantinformationthatshouldinducespawningare.Intuitively,when
theamountof raw datato betransferredis significantlygreaterthantheamountof the
producedinformationandthesizeof theagent,spawninganagentandsendingit to the
information(insteadof transferringthe information)seemsan appropriateapproach.
Below weaddressthis issueanalytically.

Assumea task(or a setof tasks)that requiresinformation transfer. Assumealso
thattheremotehostswheredatais locatedmayhavesomelocal informationprocessing
mechanisms(as commonin databases).Thesemechanismscan be usedto extract
relevantinformationthusreducetheamountof informationtobetransferred.In addition,
assumethatagentshave someuniqueexpertisefor informationprocessingwhich is not
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providedby the remotehost,wherethe informationis located.Otherwise,thereis no
justificationfor sendingtheagentto theinformation,sinceall of theprocessingcanbe
doneat theremotesiteby thelocal informationprocessingservice.Denotethesizeof
the remotelylocatedraw datarequiredfor the taskby c V , the sizeof the information
producedby thetaskby c e , andthesizeof theprospectivespawn agentby t . All sizes
aremeasuredby standardunits(e.g.bytes).Denotetheratiobetweenthesizeof theraw
dataona remotehostandthesizeof dataextractedby its local informationprocessing
by y . Note that y may be a complicatedfunction, however herewe refer to it as a
constant.For a giventask / , theratio j � / � betweentheremoteextracteddataandthe
dataproducedby thetaskandtheagentcodesizeis givenby

j � / �A� 1z c Vc e�{ t
. Evidently, a greater j implies an increasedadvantageof sendinga spawn to the
informationsite.This is becausespawningwhen j is greaterresultsin a largerdecrease
in informationtransmission.

| } }~ � �� � � �� � � �� � � � �� � � � � �
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Fig. 4. Theratiobetweenraw dataandproducedinformationandagentcode.

In figure4 we demonstratetherelationbetweenthe sizeof the (extracted)remote
data,the sumof sizesof the produceddataand the spawn agentcode,and the ratio
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betweenthem.A high ratio j refersto advantageousagentspawning sinceit impliesa
vastreductionin datatransfer, thusreducingnetworkcongestion.In thegraphit shows
that large agentcodeand large amountof producedinformationhardly justify agent
spawning, sincethe informationsizeratio is small.This alsoappliesfor caseswhere
the informationto be transferredis small.The backcornerof the graph,which refers
to small agentsize,small size of producedinformation,and large size of extracted
remotedata,shows a steepincreasein theratio.Thismeansthatwhensuchconditions
holdspawningbecomeshighly beneficial,whenreferringto communicationcosts.One
importantoutcomeof thisobservationis thatspawnedagentsmustbelight-weight.

7 Relatedwork

The ideaof agentcompositionanddecompositionwaspreviously introducedin [9].
Although the ideaspresentedthereby Ishida et al have somesimilarities to agent
spawning and merging, thereare several importantdifferences.In [9], the issueof
distributedproblemsolvingwasaddressed.OurMAS is not a DPSsystemin thesense
that it is not provided with a global goal which it mustsolve9 nor is it designedfor
sucha specificgoal. Instead,we have an opensystemof autonomousagents,where
eachreceivesits own tasks,possiblyfrom differentsources,andthey eachtry to satisfy
its tasks,occasionallyvia cooperation.Our agentsareheterogeneous,i.e., they have
different capabilitiesand capacities,whereasthe agentdescribedin [9] seemto all
be of a single type — rule firing agents.Thereforethe only type of load discussed
there is the rule firing load. This load may inaccuratelyrepresentthe actualuseof
resourcesin thesystem.Wemeasureoperatingsystems’resourceusedirectlyandupon
such loadscarry out decisionsfor spawning and merging, thus balancingtheir use.
In addition,we considerthe effect of informationtransferrequirementson spawning,
which is not addressedin that work. Another limitation introducedin Ishida’s work
is therequirementto establishsynchronizationbetweenagents.In contrast,our agents
work asynchronously.

Methodsfor procedurecloning [3] andobjectcloning [13] werepresentedin the
softwareengineeringliterature.Thefirst servesasmeansfor inter-proceduraloptimiza-
tion, andthe latter is usedfor eliminatingparametricpolymorphismandminimizing
codeduplicationto overcomesometypical inferiorperformanceof object-orientedpro-
grams.Agent spawning (which subsumesagentcloning) is performeddifferentlyand
hasadifferentaim.Althoughit attemptsto improvethesystem’sperformance(asother
cloningparadigmsdo),it concentratesonbalancingthework loadsof agentsandreduce
the information transferamongthem,and not on the other computationalissues.In
addition,it allowsfor agentmobility.

Theissueof agentloadbalancingwaspreviouslystudiedin [14], wheretheauthors
concentrateon multi-agentreinforcementlearningin thecontext of adaptive loadbal-
ancing.TheMAS dealtwith in thatresearchwasdynamicin thesensethatresourcesand
tasksweregivenprobabilistically, andthe agentshadto efficiently allocateresources
to tasksin order to optimizethe global resourceusage,while ensuringfairness.The

9 Yet,onemayview thegoalof increasingoverall systemperformanceassuchagoal.
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underlyingloadbalancingof thespawning paradigmhassomesimilarities,however is
conceptuallydifferent.Spawning intendsto optimizetheresourceusageof thewhole
system,andour simulationresultsshow that to someextent this wasachieved.How-
ever we do not addressthe issueof fairness.In addition,we discussspawning when
the only effector is the requirementfor large informationtransfers,yet loadsmay be
balanced.More significantly, we dealwith a systemin which, in additionto resource
andtaskdynamics,agentsmaydynamicallyappearanddisappear, thusincreasingthe
complexity of theloadbalancing.Finally, while theagentsin [14] attemptto adapttheir
resourceselectionto the behavior of otheragents(usingreinforcementlearning),our
agentsattemptto eitherdelegatetaskstootherexistingagentsor createotheragentsthat
will performtheoverloadingtasks.

In [11], different approachesto agentmobility are discussed,concentratingon
messengers,which are mobile threadsof executionwho coordinatewithout central
control. The salient featuresof messengersare their mobility, the creationof new
messengersat run-timeandcollaborationanddynamicformationof setsof messengers
for thiscollaboration.Thesepropertiesseemquitesimilar to our requirementsfor MAS
with spawning.Howeverthereis amajordifference— messengersuseasharedmemory
andrely on it for their functioning.This impliesa strongrestrictionon their autonomy,
which is unacceptablein MAS. Nevertheless,the Ã -calculi presentedfor messengers
maybeusedto describespawning MAS aswell.

Mobile agentsarean approachto remotecomputingwhich, in contrastto remote
procedurecalls, allows for sendingthe proceduresto be performedon the remote
host [19]. The procedureas well as its stateare transported,and processingon the
remotehostis performedunderpreviously-givenauthenticationconstraints.Spawning
supportsremotecomputingaswell (however doesnot requireit), but doesnot require
the transmissionof a procedure(or agent)state.This propertysignificantlysimplifies
theperformanceof remotecomputing(especiallydueto the complexity encapsulated
in statetransmission).In addition,the spawning mechanismspresentedhereprovide
methodsfor analysisandoptimizationof decisionsto spawn.

8 Conclusion

AgentSpawning is the actionof creatingandactivatinga spawn agent,eitherlocally
or remotely, to perform someor all of an agent’s tasks.A spawn may be either a
copyof its creatoror a specificallytailoredagentfor the performanceof given tasks.
Spawningis performedeitherwhenanagentperceivesor predictsanoverload,or when
it predictsthe needfor a large amountof remotely locatedinformation. Spawning
increasesthe ability of a MAS to performtasksandreducesnetworkcongestion.In
this chapter, we have provided methodsfor analysisand implementationand tested
thesemethodsvia simulation.Our conclusionsare that for large numbersof tasks,
spawning significantlyincreasestheportionof tasksperformedby a MAS. In a MAS
wheretasksrequireinformationgatheringon theweb(e.g.,RETSINA), theadditional
efforts neededfor reasoningfor spawning is small comparedto the requirementsfor
taskexecution.Hence,we areconfidentthat agentspawning shouldbe a useful tool
for improving theperformanceof web-basedinformationagentsystems.Thenext steps
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to be performedin this researchincludean implementationof the spawning protocol
in a realMAS (this stepis alreadyin process).It is alsonecessaryto provide a better
evaluation,basedon experimentation,of spawning asa resultof informationtransfer
requirements.In addition,usingthe spawning mechanismsto achieve agentmobility
shouldbe examined.Protocolsfor agentmerging or self-extinction areunderwayas
well. Theseshouldincreasetheefficiency of garbage-collectionandmonitoringof the
spawning activity.
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