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Seán Slattery

	Education
	Ph.D. June 2001, School of Computer Science, Carnegie Mellon University. Hypertext Classification with committee Tom Mitchell (chair), Avrim Blum, Yiming Yang, and Ray Mooney (University of Texas at Austin)

M.S. Computer Science, May 1998, Carnegie Mellon University.

B.A. (Mod.) Computer Science, May 1993, Trinity College, Dublin.

	Research
	Doctoral research on algorithms for exploiting the relational nature of hypertext to improve classification performance. Contributions include:

· Showing how a First-Order learner can build useful relational models for hypertext classification tasks.

· A new algorithm for using a statistical learner inside a First-Order learner to improve classification performance

· An iterative relaxation algorithm for leveraging hypertext test set structure for better classification.

Experienced with many other approaches to text classification including Naïve Bayes, k-Nearest Neighbour, Rocchio. Looked at using prior probabilities for word occurrences derived from queries to AltaVista in a Naïve Bayes shrinkage model for text classification.

Using the tools developed as part of the Web(KB project for automatically extracting knowledge bases from web sites, looked at using relational methods for data-mining these extracted knowledge bases.

Worked with the Informedia Group at CMU on the TREC Spoken Document Retrieval task. Developed a probabilistic TF-IDF model for use with speech-recognised documents where each word’s probability of being correct is determined with a decision tree using features extracted from the recogniser.

Looked into providing personalised recommendations for audio stories from National Public Radio by using a speech recogniser to obtain the content of previous stories which the user listened to or passed over and applying text classification methods.

Undergraduate thesis researched the use of Case-Based Reasoning for modeling thermal problems in engineering.

	Systems
	Designed and implemented the current version of the Web(KB system for automatically extracting knowledge bases from the web. Core system is written in Lisp with supporting Perl scripts and text classifiers and information extractors written in C.

Contributed to the early development of the Bow library (written in C) for text classification including an efficient method for iterating through the documents in an inverted index.

Wrote the Perl client for a new system that robustly combats email spam using a centralised server while still maintaining privacy.

Wrote an extension to AutoCAD’s Autolisp to allow it to communicate with an external system for determining where overlapping shapes intersect using sockets.

Proficient in C, Perl, Scheme and Lisp. Competent in C++.

Many years experience with Linux, SunOS, Digital Unix, MACH.

	Teaching
	Guest speaker on hypertext classification for Machine Learning for Text Mining course, Fall 2000, Carnegie Mellon University

Teaching assistant to Andrew Moore for undergraduate Artificial Intelligence course, Fall 1996. Responsible for generating and grading projects and assignments and grading exams.

Teaching assistant to Avrim Blum and Bruce Maggs for Fundamental Data Structures and Algorithms, Spring 1995. Gave two hour-long recitations twice a week introducing new material. Responsible for setting and grading projects and exams.

	Other Experience
	Student co-ordinator for the Computer Science Department Immigration Course, August 1995. Responsible for recruiting student volunteers to run parties for each of five research areas and also for the traditional photo scavenger hunt.

Member of Dec/5 organisation 1994-1995. Organised regular departmental socials including the Spring Picnic

	Publications
	Journals

“Relational Learning with Statistical Predicate Invention: Better Models for  Hypertext”, Mark Craven and Seán Slattery, Machine Learning, 43(1/2): 97-119  

“Learning to Construct Knowledge Bases from the World Wide Web”, Mark Craven, Dan DiPasquo, Dayne Freitag, Andrew McCallum, Tom Mitchell, Kamal Nigam and Seán Slattery, Artificial Intelligence, 118(1-2): 69-113.

Conferences

“Hypertext Categorization using Hyperlink Patterns and Meta Data”, Rayid Chani, Seán  Slattery and Yiming Yang, Proceedings of the 18th  International Conference on Machine Learning (ICML-2001)

“Discovering Test Set Regularities in Relational Domains”, Seán  Slattery and Tom Mitchell, Proceedings of  the 17th International Conference on Machine Learning (ICML-2000)
“Combining Statistical and Relational Methods for Learning in Hypertext Domains”, Seán Slattery and Mark Craven, Proceedings of the 8th International Conference on Inductive Logic Programming (ILP-98) [Accepted for extended presentation]

“First-Order Learning for Web Mining”, Mark Craven, Seán Slattery and Kamal Nigam, Proceedings of the 10th European Conference on Machine Learning (ECML-98)
“Learning to Extract Symbolic Knowledge from the World Wide Web”, Mark Craven, Dan DiPasquo, Dayne Freitag, Andrew McCallum, Tom Mitchell, Kamal Nigam and Seán Slattery, Proceedings of the 15th National Conference on Artificial Intelligence (AAAI-98)
“Experiments in Spoken Document Retrieval at CMU”, Matt Siegler, Michael Witbrock, Seán Slattery, Kristie Seymore, Rosie Jones and Alex Hauptmann, Proceedings for the 1997 Text Retrieval Conference (TREC-6) 

Workshops

“Datamining on Symbolic Knowledge Extracted from the Web”, Rayid Ghani, Rosie Jones, Dunja Mladenic, Kamal Nigam and Seán Slattery, KDD 2000 Text Mining Workshop

“Learning to Exploit Document Relationships and Structure: The Case for Relational Learning on the Web”, Seán Slattery and Mark Craven, Conference on Learning and Discovery (ConALD 98)

“Experiments in Information Retrieval from Spoken Documents”, Alex Hauptmann, Rosie Jones, Kristie Seymore, Matt Siegler, Seán Slattery and Michael Witbrock, Proceedings of the DARPA Workshop on Broadcast News Understanding Systems (BNTUW 98)

“Modelling of Engineering Thermal Problems: An Implementation using CBR and Derivational Analogy”, Donal Finn, Pádraig Cunningham and Seán Slattery, Proceedings of the First European Workshop on Case-Based Reasoning

	Invited Talks
	“Relational Learning: Lessons from the Web”, Tom Mitchell and Seán Slattery, AAAI 2000 Workshop on Learning Statistical Models from Relational Data

“Automating the Construction of Domain-Specific Internet Portals with Machine Learning”, Andrew McCallum, Kamal Nigam, Jason Rennie and Kristie Seymore, DESIRE II Web Indexing Workshop 2000 (voted most useful session of the workshop) 

	Program Committees
	KDD-2000 Workshop on Text Mining

ICML-99 Workshop: Machine Learning in Text Data Analysis

	Awards
	Gold Medal for exceptional merit in the degree examination, May 1993

Elected non-foundation scholar based on the results of the annual scholarship examination, May 1991

Jointly award the Victor W. Graham prize for results of the Junior Freshman Mathematics examination, May 1990

	References
	Available on request


