A major feature of the VAX-lI is its large virtual address space.
This trace-driven simulation scheme evaluates address translation
hardware that supports this feature cost-effectively.
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One of the major architectural limitations of the
PDP-I I has been its small virtual address space. This has
been especially true during the last few years, as the level
of sophistication of traditional minicomputer applications has risen. Consequently, the extension ofvirtual address space was a primary goal of VAX architects. (Overviews of VAX architecture are given by Streckerl and
Levy and Eckhouse.2) A full 32-bit virtual address was
chosen for VAX to ensure a long lifetime. Such a large address space requires an address translation mechanism
other than that used by the 64K-byte virtual address space
of the PDP-1 1.
The PDP-I1 uses page tables that are architecturally
specified as processor registers, which must be updated by
the operating system at context switch time. Such a
scheme is impractical for a large address space. The
PDP-I I needs eight page-table entries per processor
mode to map eight pages, each of which is up to 8K bytes
long. Even with an 8K-byte-page size, it would take 512K
page-table entries to map the 4G bytes (G = 2 * * 30) of
address space provided by VAX. The VAX architecture
uses a 512-byte page to reduce internal fragmentation and
increase effective physical memory utilization.
Detailed justification of the design trade-offs that led
to the memory management architecture are beyond the
present scope. This article deals with the analysis of the
design trade-offs for the hardware implementation of the
VAX address translation mechanism.
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Overview of VAX memory management
The four-gigabyte address space is divided into four
regions, as shown in Figure 1. The first two regions, program and control, comprise the per-process virtual address space, which is uniquely mapped for each process.
The other two regions make up the system virtual address
space that is common to all processes. The program
region contains user programs and data. The control
region contains the.user stack and operating system data
structures specific to the user process. The system region
contains procedures and data common to all user processes, and page tables.
Virtual and physical address formats are shown in
Figure 2. Bits 8:0 specify a byte within a 512-byte page as
the basic mapping entity. Bits 29:9 specify a virtual page
number, or VPN, within one of the four virtual address
regions. The system region has its page table defined in
physical memory by a base-and-length register. Thus, the
system-region page table is contiguous in physical memory. The per-process space page tables are defined by the
program and control region base-and-length registers.
However, these base registers do not contain physical addresses; rather, they contain system-region virtual addresses. Thus, the per-process page tables are contiguous
in the system-region virtual address space and are not
necessarily contiguous in physical memory. This allows
the per-process page tables to be paged.
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Figure 1. Virtual and physical address

space.

The page tables provide mapping and protection information for each virtual page in the system. Each pagetable entry is 32 bits long, as shown in Figure 3. To
translate a virtual address to a physical address, the processor simply uses the VPN as an index into the appropriate page table, which was taken from the given
page-table address. Note that the per-process virtual address requires two memory accesses to generate a physical
address: one to access the system page table, to determine
the physical address of the page-table entry, or PTE; and
one to access the PTE itself. Such overhead would be
unacceptable if it occurred on every memory access. In
order to save actual memory references when repeatedly
referencing the same set of pages, VAX implementations
include a hardware mechanism called a translation buf104

fer, or TB, to remember successful virtual-to-physical address translations.

Translation buffer overview
The translation buffer can be viewed as a cache for address translation. Both the VAX-1 1/780 and the
VAX-I 1/750 contain a two-way set-associative TB. The
VAX- 1 1/780 TB can cache up to 128 address translations;
the VAX-1 1/750 TB has up to 512 entries. In both
machines, the TB is divided into halves: one for perprocess regions, and the other for the system region. The
per-process TB entries are automatically invalidated by
the processor when a load process context instruction is
COM PUTER
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executed. The architecture allows the operating system to
selectively invalidate all entries or an entry corresponding
to a particular virtual address. Such invalidation is necessary when a PTE is changed in the page tables by the
operating system.
A canonical diagram of a TB is shown in Figure 4. The
t
MODE READ/WRITE PROTECTION CODE
ACCESS
TB consists of several identical sets. The number of such
STATUS BIT:
sets is termed SET-SIZE. Each set contains a tag field
1 PHYSIC}AL ADDRESS VALID
and a physical page frame number, or PPFN, field. The
BIT 26
index part of the virtual address is used to index into one
MODIFIED PAGE STATUS
BITS 21 -25: RESERVED FOR DEC SOFTWARE
entry in each set. If the tag field of the virtual address
BITS 0- 20: PAGE FRAME NUMBER
matches the tag stored in the TB entry, a hit occurs and the
PPFN is used to generate the physical address. Figure 5
ACTIVA1TE PAGING SOFTWARE ON REFERENCE (PAGE FAULT)
shows how the virtual address is used by the TB in the
VAX-1 1/780.3
26 MAY INDICATE:
DlSK SECTOR IDENTIFICATION
The performance of the TB can be measured in terms of
MPORARY POINTER TO SHARED PAGE
TE
its hit ratio, i.e., the fraction of translations found in the
TB. (We chose a slightly different parameter, for reasons
to be explained later.) The hit ratio is a function of both
the TB organization and the program characteristics. The Figure 3. Page table entry.
BITS
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ciativity, etc. The other is the specific pattern of virtual
address references presented for translation.
Analytical evaluation of the performance of a TB requires a concise, accurate mathematical characterization
of the memory reference pattern generated by a program.
No such characterization exists at the present time, so the
analytical approach is ruled out. Direct measurement of
TB performance is possible by hardware monitoring of
the references to and hits in the TB. However, such an effort would be restricted to the analysis of the performance
of translation buffers that have been built to date. Consequently, the only viable alternative is to use trace-driven
simulation to measure TB performance.
Two major steps are involved in simulating the TB.
VAXtrace: A performance analysis tool
First, a trace of the virtual address references made during
the execution of a program has to be obtained. This trace
There are three fundamentally different approaches to is then used to drive a model that simulates the working of
evaluating the performance of a computer system or sub- the TB.
system. One is analytical and involves building mathematical models that are tractable, yet accurate enough to
Trace generation. The VAX architecture incorporates
capture the essence of the phenomenon being studied. a feature called the trace trap, which facilitates the
The second is to experimentally observe the system and generation of a reference trace. Present in the processor
measure its performance. Simulation, the third ap- status longword, or PSL, is the T-bit, which can be set by
proach, usually involves some known system parameters a program in user mode. If the T-bit is set at the beginning
or behavior patterns that drive a simulation model. The of an instruction, the hardware forces a trap at the end of
known system parameters might be obtained from prior that instruction. This trap is fielded by the operating
measurements.
system and signalled as an abnormal condition. A userThere are two major factors that affect TB perfor- written condition-handling routine, whose existence is
mance. One is the TB configuration-its size, set asso- made known to the operating system before the setting of
the T-bit, is given control of this condition. The PC, PSL,
register contents, and information describing the condition are passed as inputs to this routine. The condition
TB GROUP N-1
handler processes the condition (in this case, by recording
the
memory references of the next instruction) and reVALID
TBGROUP1
turns control to the operating system. The operating
_
PTE
TAG
system, in turn, proceeds with the execution of the program being traced. The next instruction is executed, a
trace trap is taken, and the entire cycle repeats. A more
detailed account of how the hardware and software treat
LENGTH
TB GROUPP O
trace traps is found in the VAX-11/780 Architecture
TB organization can be described in terms of the following design parameters:
* TB_SIZE: total number of PTEs in the TB.
* SET-SIZE: number of entries that can potentially
contain the translation for a specific virtual address.
It is also referred to as the degree of associativity.
* Replacement algorithm for TBs with SET-SIZE
greater than one.
Another factor that affects TB performance is attributable to parameters such as operating system timeslice and other events that force a context switch.

~SET SIZE= N
Figure 4. Canonical TB configuration.
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The user-written condition-handling routine is linked
to the program to be traced. The resulting executable
module is then run. This run creates a trace file that contains every virtual address reference made by the program
in user mode. This file uses a simple data compression
scheme to reduce the physical length of the trace. It contains information on the type of each reference (read,
write, or modify) and miscellaneous information such as
whether the reference is to the instruction stream, whether there is a break in the sequential flow of instruction
stream references, etc. The trace file is used as input to the
TB simulation program.
TB simulation program. The program used to simulate
the TB is relatively straightforward. Originally, the entire
program was written in Fortran, but (after some use) certain parts of it were recoded in assembly language to improve performance. The TB itself is divided into two
multidimensional arrays, with the number of dimensions
being equal to the number of sets in the TB. One array
represents the validity bits of the TB, and the other
COMPUTER

represents the tags (the virtual addresses corresponding to
each of the valid entries). The physical address mapping
information is not maintained, since no translation actually occurs; only look-ups and updates of the tag and
validity portions of the TB take place.
For TBs with a set size greater than one, a random selection rule is used to select the TB group (see Figure 4) whose
entry is to be replaced. We did not investigate the effect of
replacement algorithms; similar studies of program cache
performance have shown the replacement algorithm to be
of secondary importance.5
The VAX-I 1/780 has a pretranslation mechanism as
part of its instruction buffer (I-buffer). This mechanism
keeps track of the physical page corresponding to the current instruction stream (I-stream) virtual page. References tp the I-stream can be translated by the I-buffer
without using the TB or page tables, as long as the instruction flow is sequential and a page boundary is not crossed.
Pretranslation is used in the simulation program, too;
however, it can be turned off in order to model a machine
like the VAX-1 1/750, which does not use pretranslation.
Context switching is usually detrimental to TB performance. When a context switch occurs in the VAX, the
mapping tables for the per-process part of the TB must be
invalidated. If context switches occur often enough, the
frequent clearing of the TB can cause significant performance degradation. The simulation program incorporates
code to simulate the periodic clearing of the TB. The time
between clearings is assumed to be exponentially distributed; the user can specify the mean of this distribution.
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Measurements
The function of a TB is to speed up the translation process by reducing the average amount of time needed to
perform a PTE look-up. Letp be the probability of finding the desired PTE in the TB. Further, let tl be the access
time for a PTE when it is in the TB; let t2 (> t l) be the access time when it is not. The expected time for performing
a page-table look-up is p * tl + (l-p) * t2. The quantities
tl and t2 are functions of the specific hardware implementation, a factor that includes clock rates, bus speeds,
memory speed, and logic implementation. The quantityp
is dependent on both the TB configuration and the
specific program being observed. A change in any TB
parameter usually affectsp significantly. Consequently, p
is often used as a measure of TB performance and is called
the hit ratio. The quantity I-p is an equally valid performance measure; it is called the miss ratio.
As described earlier, a reference to a virtual address in
process space might need two levels of translation before
it can be mapped into the corresponding physical address.
The first of these translations is for an address generated
by the program. This address is called an explicit reference. The second is for an implicit address generated in
the translation process. Using the hit ratio as a measure of
performance is not quite appropriate here, since it would
ignore implicit references. The single number that best
characterizes VAX TB performance is the average
number of main memory references to page tables per explicit virtual memory reference. If each explicit virtual
December 1981

of

COMPUTER, IEEE Computer Graphics
and Applications, IEEE MICRO.
COMPLETE YOUR LIBRARY TODAY.
USE ORDER FORM AT
BACK OF BOOK.

ORDER N4OW. Prepaid orders only.
Supplies of hard copies are limited.
See chart below for issues available in microfiche-only.
Prepaid
members $3.00
COMPUTER
nonmembers $6.00
GRAPHICS &
members $6.00
MICRO

nonmembers $12.00

COMPUTER
67 68 69 70 71 72 73 74 75 76 77 78 79 80 81
M
M
MMM
MMM
M
JAN
M
M
MMMMMM
FEB
MM
M
M
MM
MAR
MM
MMMMMM
APR
M
M
MM
MAY
MMMMMM
JUN
MMMM
JUL
M
MM
MM
AUG
SEPT
OCT
NOV
DEC

M M MM M M

M M M MM M

M = microfiche only.

M

memory reference results in one TB lookup (as is the case
in most other virtual memory systems), this number
would equal the miss ratio. In the present case, implicit
references cause this number to be slightly higher than
the miss ratio. We use the average number of memory references per translation as the figure of merit for a TB con-

references. The fourth column lists the total number of
explicit references (system + process). The final column
lists all references-explicit and implicit, system and process. The number of references of each of these types, the
number of misses in each case, and the miss ratios follow.
The ratio of the overall number of misses to the total
number of explicit references gives the average number of
main memory references per explicit translation. The
number of references to the I-stream and the number of
references for which translation was avoided because of
pretranslation in the I-buffer are found in the last two
lines.

figuration.
Because of the presence of pretranslation in the
VAX-1 1/780, many references to the I-stream are not
subjected to the usual translation process. Consequently,
the total number of references to the TB is less than the
numnber of references generated by the program. In computing the figure of merit of the TB, we count only those
program-generated references that are actually presented
Interpretation of the data. In this study, four quantities
to the TB as explicit.
that could affect TB performance were varied and the effects observed. These quantities are the TB length, TB set
Raw results. Figure 6 is an example of the data size, the clear interval, and the traced program itself.
generated by the TB simulation program. The first few Figures 7 through 10 depict the effect of each of these
lines identify the trace file and the program whose execu- variables on TB performance. Again, the number of
tion was traced. Below this are the parameters of the par- memory references per explicit translation is the measure
ticular TB configuration. TB_SIZE, the total number of of performance. Since the trace program only collects
elements in the TB, is the product of TB_LENGTH and references in user mode, and since there are very few
SET_SIZE. The clear interval is the mean of the exponen- system space references in user mode, this quantity is very
tial distribution used to simulate the periodic clearing of close to the miss ratio in most virtual memory systems.
The performance measure excludes address translathe TB.
The simulation results follow these preliminary details. tions not presented to the TB due to pretranslation hits.
References are classified into process space references, ex- Typically, about two-thirds of all translations can be
plicit system space references, and implicit system space avoided by pretranslation. Without pretranslation, most
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of these sequential instruction stream references would
result in TB hits. Pretranslation is faster than a TB hit, but
requires a little extra hardware.
Figure 7 shows the effect of varying the TB length. Performance improves as length increases, because more
PTEs can be held in the TB at any given time. If the working set of a program always consists of contiguous virtual
pages, increasing the TB length will always improve TB
performance. The reason for this is that as the TB length
increases, the probability that two pages in the working
set will map into the same TB slot decreases.
In practice, the working sets of typical programs do not
consist of contiguous pages, so there is an inevitable flattening of the performance curve as the TB length increases. The point at which the flattening sets in depends
on both the program and the other TB variables. Figure 6
indicates that for a set size of one, increasing the TB
length up to 256 increases performance significantly. For
set sizes of two and four, increasing the length beyond 128
and 64, respectively, is of only marginal value. (Note that
both the VAX-i 1/780 and the more recent VAX-1 1/750
use a set size of two.) The capacity of the fast-memory
chips available in the mid 1970's limited the length of the
VAX-1 1/780 TB to 64. The VAX-i 1/750, which was introduced three years later, uses a chip with four times as
many bits. The TB length for the VAX-i 1/750 is 256.
The effect of set size on performance is shown in Figure
8. Each of the curves is a constant TB_SIZE curve; i.e.,
the total number of entries in the TB is constant. For instance, a TB of size 64 can be configured with a set size of
one and a length of 64, or a set size of two and a length of
32, or a set size of four and a length of 16, and so on. The
limiting case is a TB with a set size equal to the number of
entries; i.e. a fully associative TB. For a given TB_SIZE,
as the set size increases, so does the number of entries into
which a given virtual address can map. Consequently,
even it two pages in the working set have the same index,
their hage-table entries can coexist in separate sets, improving TB performance. For a given TB_SIZE, the best
performance is obtained at the maximum set size. Figure 8
shows that for the program being studied, increasing the
set size from one to two and from two to four improves
performance significantly. Beyond this, the program
characteristics are such that increasing the set size does
not pay off. Our studies of other programs indicate that in
most cases significant improvement occurs up to a set size
of four.
We studied the effects of three programs: a Fortran
compilation, a Macro assembly, and a link. Figure 9 illustrates the effects of program behavior. One obvious
conclusion is that there can be no "typical" program; the
performance of the TB depends significantly on the program being observed. Still, the general shapes of the
curves are the same, and this indicates that varying the TB
configuration has the same qualitative effect on the performance of different programs. The actual numbers one
obtains, however, depend on the program itself.
The graph shows an apparent anomaly for the 6urves
corresponding to a set size of one. A Macro assembly requires more memory references than a Fortran compilation for TB lengths of 32 and 64; increasing the length to
December 1981
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128, however, yields more memory references for Fortran
compilation than for Macro assembly. Such variations in
TB performance should not be considered anomalies, but
manifestations of differences in the behavior of different
programs.
Figure 10 shows what happens to performance as the
user portion of the TB is cleared at periodic intervals.
Each clearing usually corresponds to a context switch in a
multiprogramming environment. Shortening the clear interval to 1000 references degrades performance significantly. There is a noticeable loss in performance even at a
clear interval of 10,000 references. Larger clear intervals
yield performance figures close to the asymptotic value
obtained when the TB is never cleared. Our measurements of typical educational timesharing work loads indicate that the clear interval is around 25,000 references.
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Figure 9. Effect of program variation.

Further investigations. The current measurement work
can be extended in several directions. The effect of replacement algorithms needs to be analyzed; our suspicion
that it is a second-order effect needs to be validated.
Traces for system routines could also be analyzed. Our
study analyzed TBs with equal sections reserved for perprocess and system virtual addresses. Generation of a
more composite trace that includes the operating system
references would open several other options to analysis.
One alternative is to use a single large TB, all of which is
flushed at context switch time. Another is to configure the
two separate sections independently. It would also be interesting to integrate this model of the TB into an overall
system model to investigate the overall translation time as
a function of not only the TB configuration, but factors
such as instruction buffer speed and length, cache configuration, memory system implementation, and processor organization.6 The behavior of very large programs (much greater than a megabyte) also remains to be

analyzed.
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The data suggests certain broad conclusions about TB
design:
(1) The specific program is as important a factor in
determining performance as any of the design parameters
of the TB. To predict the performance of a specific TB
design, one must observe its performance on a variety of
the type of programs that will make up most of the work
load of the computer being designed. If a single number is
needed to characterize the performance of a TB design,
these individual performance measures must be weighted
in some way, perhaps by the relative frequency of use of
the programs to which they correspond. However, the
different programs we analyzed exhibited the same qualitative behavior. All reached a point of diminishing
marginal performance improvement at approximately
the same TB configuration.
(2) Set associativity is very desirable. Significant performance improvement is seen in enlarging set size from
one to two. Beyond a set size of four, performance improvement is marginal.
COMPUTER
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(3) The frequency of context switches can affect TB
performance significantly.
Measurements must always be evaluated in conjunction with other implementation factors. One cannot, for
instance, conclude that a set size of two is always the best
choice. Cost effectiveness might be better for a 256 x I
configuration than for a 64 x 2. Note that cost is a function of the actual configuration, not merely the size, and
that performance requirements for the TB are likely to
vary for different implementations. The overall translation time is also affected by the memory and processor cycle times.
A great many decisions must be made in this area. The
quantitative information presented here should help the
hardware implementer make intelligent design tradeoffs. *
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