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ABSTRACT

Today’s network games suffer from scalability and perfor-
mance limitations caused by centralized client-server archi-
tectures and/or broadcast communication. In this paper,
we argue that the communication between components of
a game can be modeled as a publish-subscribe system. We
present the design of MERCURY, a completely distributed
publish-subscribe system, which supports a content-based
publish-subscribe model of communication and performs dis-
tributed matching using a novel content-based routing pro-
tocol. We also present preliminary simulation results iden-
tifying key design decisions affecting the scalability and net-
work efficiency of the system.

1. INTRODUCTION

Network games have gained popularity in the last decade,
with the online gaming market predicted to increase to $2.3
billion by 2005 [16]. They are rapidly evolving from small 4-
8 people games to large scale games involving several thou-
sand participants [6]. We believe that to enable practical
and wide-spread deployment of games, two design limita-
tions of the current generation of network games need to be
addressed.

First, most network games today are centralized. Players
send messages to a central server and these messages are
broadcast to all other active players (e.g., Quake I). How-
ever, this centralized client-server architecture has resulted
in several problems:

e Scalability. Games should be able to handle both a
large number of players in a single game and a large
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number of simultaneous instances. Centralized sys-
tems create bottlenecks that make such scaling diffi-
cult. Current games are unable to support more than
3,000 - 6,000 simultaneous players on a single server
[16].

e Robustness. A game should be playable as long as
the players’ computers and their connectivity is op-
erational. Client-server games have central points of
failure that prevent such robustness.

e Response Times. The performance of a game should
only be limited by the connectivity between the play-
ers. Since server-based games force all communica-
tion to pass through a central point, game performance
is limited. This also provides an unfair advantage to
users near the central site.

Second, many traditional network games are broadcast-based.
That is, messages sent by any participant are delivered to
all other participants. Although games such as Mimaze [9]
have distributed architectures, all game updates are sent to
all participants. Thus, communication is a form of broadcast
even if it is implemented as IP Multicast. These broadcast-
based techniques cannot support a large number of players.
A more appropriate design for games is one where a player
only receives messages that are relevant to his or her current
location in the game.

In this paper, we address these challenges by exploring a
new type of communication building block for distributed
multiplayer games. Our system, called MERCURY, provides
a distributed approach to delivering only messages that a
client is interested in. In essence, MERCURY is a distributed
publish-subscribe system. MERCURY supports subscriptions
that are flexible enough to describe player interests in many
types of games. Our initial results show that MERCURY pro-
vides good scalability by effectively distributing the respon-
sibility of matching game events to player interests.These
results also show that the system cannot yet provide the
response times needed by network games. However, we be-
lieve that there are promising techniques for improving this
performance.

While we focus on Internet games in this paper, we be-
lieve that MERCURY can greatly help the design and deploy-
ment of a wide range of truly distributed applications over
the Internet, e.g., chat rooms and instant messengers, which
currently use a centralized client-server model.



In the next section, we motivate the use of publish-subscribe
systems for building games. In Section 3, related work in
the areas of distributed simulation modeling and publish-
subscribe systems is reviewed briefly. Section 4 describes
the architecture of the MERCURY system. Preliminary eval-
uation results are presented in Section 5. Finally, Section 6
summarizes and details future work.

2. BUILDING GAMES USING
PUBLISH-SUBSCRIBE

In all multiplayer games, multiple users share a single in-
stance of a game “world” and each participating node only
needs information about this world relevant to its associ-
ated player. Broadcast-based games [9] deliver the changes
in state of the entire world to each node. In such systems,
the game client software is responsible for filtering and dis-
playing only relevant information. Unfortunately, such a
design wastes bandwidth and enables players with modified
client software to cheat and view data they should not have
access to.

At the other extreme, some recent games filter messages
at a central server. For example, the Quakeforge [15] game
server sends entity updates only for the visible or audible
entities from a player’s current location. For this to work,
every player needs to send all his movement updates to the
server which creates a bottleneck both in terms of compu-
tation as well as network bandwidth.
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Figure 1: Example of a subscription and a publication

In many ways, this form of message delivery required for
games can be modeled as a publish-subscribe system. In a
publish-subscribe system, publishers inject publications into
the network, while subscribers register their interests by
sending subscriptions. The routers in the network deliver
a publication only to those subscribers whose subscriptions
match the publication. As an example, Figure 1 shows a
player expressing his interest in his arena by subscribing to
the square [50,150] x [150, 250]. His current position is ad-
vertised as a publication (100, 200) and will be delivered to
all other players whose arenas contain these coordinates.

Two important considerations for any publish-subscribe
system are what type of subscriptions it supports and how it
matches publications against subscriptions. Based on the se-
lective power of the subscription language, publish-subscribe
systems can be classified [4] as:

e Channel or Subject-based. A subscription can se-
lect publications advertising a specific channel or sub-
ject chosen from a predefined set of available channels
or subjects.

e Content-based. A subscription can specify any pred-
icate over the entire content of the publication.

The example in Figure 1 motivates our choice of the sub-
scription language. Clearly, range matching, at least on nu-
meric attributes, must be supported by the language. In
general, the information that a node needs about the entire
game world may be quite different depending on the rules
and type of game. Many games display or provide informa-
tion about the score, condition or location of other players.
In first-person shooting (FPS) games, a node needs enough
information about the region around a player to render the
scene accurately. In a team-play game, a node may also
display information about the region near allies or partners.
Other games provide information about the terrain but not
about the location of other players.

Thus, it would be extremely difficult and unnatural to ex-
press these varied filtering requirements in terms of a prede-
fined set of subjects or channels. Hence we chose to support
a content-based publish-subscribe model in the MERCURY
system.

3. RELATED WORK

While a wide range of publish-subscribe systems have
been widely studied in the past, none of this work directly
meets the requirements of Internet games. These include
both channel-based and content-based publish-subscribe sys-
tems. A few of these systems have distributed architectures,
but most of them are centralized and use broadcast as the
underlying communication mechanism. In this section, we
briefly review them, and discuss why they are not suitable
for Internet games.

A large number of event notification systems such as Elvin

[17], and commercial systems such as iBus ([13], [22]), SmartSockets™

[21], etc. either have a centralised architecture or a federa-
tion of servers arranged statically into a hierarchy. Both of
these architectures are ill-suited to overload, failure and the
dynamically changing Internet environment. The CORBA
Notification Service [14] and Sun’s Java Messaging Service
[20] are mere specifications for the interface of an event no-
tification system and do not advocate any particular archi-
tecture for the implementation.

Distributed simulations featuring massive virtual environ-
ments have been studied in great detail in the past with
resulting standards like DIS[11] and HLA[10]. These archi-
tectures are broadcast-based in that each update message is
communicated to all participants in the simulation. Hence,
these protocols cannot scale as the number of entities in-
creased in response to the demand for more and more real-
ism.

Distributed channel based publish-subscribe systems have
been studied in the context of IP Multicast. Macedonia et.
al. [12] proposed spatial, functional and temporal aggrega-
tion depending on the areas of interest of a particular entity.
While aggregating information on the basis of spatial local-
ity is useful in capturing rendering-sensitive events in the
nearby environment, they mask all organizational relation-
ships between the entities. Singhal and Cheriton[18] use pro-
jection aggregations which project organizations onto virtual
world “grids”. This allows participants to receive different
fidelity level information for different entities in the same
region. However, both these approaches ultimately use one
multicast group for each area of interest or projection ag-



gregation. If the interest areas are not fine-grained enough,
many entities might end up receiving updates about a large
portion of the virtual world. On the other hand, using too
fine-grained interest areas results in an extremely large num-
ber of multicast groups, consequently increasing the amount
of state each router has to maintain.

The systems that come closest to supporting the rich sub-
scription languages that Internet games require are Gryphon
[1, 2] and Siena [4]. Like Mercury, both Gryphon and Siena

are distributed content-based publish-subscribe systems. How-

ever, both these systems flood subscriptions’ throughout
the network thereby significantly limiting the scalability of
the system. With our goal of large-scale, wide-area de-
ployment in mind, our system must avoid techniques such
as flooding or global knowledge about participants. Some
recent systems, such as Herald [3] and Scribe [5] are dis-
tributed publish-subscribe systems that have much better
scaling properties than Gryphon and Siena. However, these
systems achieve their scaling by adopting subject-based sub-
scription languages which are too restrictive for use in games.
The challenge then is in designing a distributed publish-
subscribe systems that allows flexible query languages like
Gryphon and Siena, yet having scaling properties similar to
Herald and Scribe.

4. MERCURY ARCHITECTURE

The design of the MERCURY system is motivated by the
following requirements:

e Subscriptions. The publish-subscribe system must
support content-based subscriptions. The content de-
scription language must be rich enough to describe
game-related subscriptions for team play, visibility, etc.

e Distributed Matching. The publish-subscribe sys-
tem must distribute the responsibility of matching of
publications to subscriptions across the participating
nodes.

e Scalable & Network Efficient. The matching of
publications and subscriptions must scale with both
the number of subscriptions and publications. The
routing of publications to subscribers should match the
real-time requirements of game play.

The key to our design is avoiding the flooding of subscrip-
tions or publications and distributing the overall traffic uni-
formly through the network. The core idea is based upon
the rendezvous point concept first described in Scribe [5]. At
a high level, the system is composed of three components:

e Routing. Subscriptions and publications are routed
to one or more rendezvous points such that publica-
tions are guaranteed to meet all relevant subscriptions.

e Matching. Publications are matched with the sub-
scriptions at the rendezvous points.

e Delivery. Once the interested subscribers for a par-
ticular publication is known, the message is delivered
to them.

!Siena uses containment relations for reducing flooding, but
their effectiveness remains unclear.

The above approach reduces flooding to a large degree
at the cost of some increase in the latency of event delivery.
The main challenge in applying the rendezvous point idea to
content-based publish-subscribe systems is in mapping sub-
scriptions and publications to rendezvous points and dis-
tributing these uniformly throughout the network. In the
rest of the section, we describe the subscription language
used and details of the routing mechanism employed.

4.1 Subscription Language

A good subscription language should be flexible enough
for network games, and at the same time, should not hinder
the scalability of the system. The subscription language we
chose for MERCURY is a subset of a relational query language
like SQL.

In MERCURY, a publication is represented as a list of typed
attribute-value pairs, very similar to a record in a relational
database. Each field is a tuple of the form: (type, attribute,
value). The following types are recognized: int, char,
float, and string. More structured types are not sup-
ported in the core since we believe they can be easily com-
posed from these as per individual application requirements.

A subscription is a conjunction of predicates which are
tuples of the form: (type, attribute, operator, value). Numeric
types permit the following operators: <,>,<,> and =.
The string type permits equality, prefiz and postfiz opera-
tors. The numeric operators support range matching which
would be typically useful for modeling game arenas. The
string operators are useful in expressing interests in various
game statistics based on players’ or teams’ names.
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Figure 2: Routing of publications and subscriptions. A
subscription gets routed to any one of the attribute hubs
H; or Hy. In the figure, the subscription gets stored at
nodes b and c. The publication gets routed to both hubs
since any one of them could have stored the relevant
subscriptions.

4.2 Routing Mechanism

The scalability of the MERCURY system hinges crucially
on the design of the publication and subscription routing
mechanism. This routing must be efficient in terms of per-
formance and at the same time, it must distribute respon-
sibility among all participants so that no single node in the
system becomes a ‘hot spot’.

Attribute Hubs

MERCURY divides responsibility among nodes by partition-
ing them into groups called attribute hubs, each in-charge of



a specific attribute in the overall schema. Let H, denote the
attribute hub for an attribute a.

Nodes inside each attribute hub are logically arranged in
a circle, with every node keeping track of its successor and
predecessor pointers. Each node is reponsible for a range of
attribute values. For numeric types, the mapping is straight-
forward since they have a bounded range - at worst, it would
be bounded by the size of the data type. Thus, for an at-
tribute a of integer type, each node would be responsible
for an interval of length 2°?/|H,|. In practice, the dynamic
range would be much smaller. For example, in Figure 2, the
maximum value of either coordinate is dictated by the size
of the virtual world.

String attributes, on the other hand, can have arbitrary
length - so, there is no clear way to partition them efficiently.
By partitioning them on the basis of first few or last few
characters, we can support prefix and postfix operators effi-
ciently. For example, a node can be in-charge of all strings
starting with ‘d-f’. This is precisely the reason why the
substring operator cannot be efficiently supported by the
MERCURY system. It demonstrates the trade-off between
scalability and expressiveness of the selectivity mechanism.

Routing of Publications and Subscriptions

Let A denote the set of attributes in the namespace. Let
n = |A| be the cardinality of the set. For example, in
a FPS game, A could be { x-coord, y-coord, z-coord,
event-type, player, team }. Suppose that As denotes the
set of attributes in a subscription S. Similarly, the set of
attributes present in a publication P be denoted by Ap.

The routing of subscriptions and publications is done in
the following manner: A subscription S is routed to H,,
where a is any attribute chosen from Ags. As discussed later
in the section, the choice of the hub critically affects the
degree of flooding of a subscription.

Given a publication P, the set of subscriptions which
could match P can reside in any of the attribute hubs H,
where b € Ap. Hence the publication P is sent to all such
Hps. Thus, it is possible that a publication could be sent
to all the n attribute hubs. However, we believe that in a
typical application, only a few attributes will be popular,
i.e., most subscriptions will contain reference to at least one
of the popular attributes. In this case, hubs for these at-
tributes will suffice. In the rare case of a subscription not
containing any of these attributes, we can send it to all the
hubs.

Content gets routed along the circle using successor and
predecessor pointers. A node in H, compares the value of
attribute a in a publication or a subscription to the range it
is responsible for. Depending on the results of the compari-
son, it stores and/or forwards the message appropriately.

Figure 2 illustrates the routing of subscriptions and pub-
lications. It depicts two hubs H, and Hy corresponding to
the X and Y coordinates of a player. The minimum and
maximum values for the x and y attributes are 0 and 320
respectively. Accordingly, the ranges are distributed to var-
ious nodes. The subscription enters H, at node d and gets
stored at nodes b and c. The publication is sent to both
H,; and Hy. In H,, it gets routed to node b and matches
the earlier subscription, while in Hy, it is thrown away after
getting routed to node e.

In this scheme a publication gets routed to ezactly one
rendezvous point since it carries a single attribute value. A

subscription, however, can contain ranges and hence, can
be stored at any number of rendezvous points depending
on its selectivity. Also, note that a subscription can have
different selectivities in different attributes. Thus, sending
the subscription to a hub of a high selectivity attribute will
reduce flooding.

We note that our routing protocol has been motivated
by the Chord [19] system. Like Chord, MERCURY too or-
ganizes members into a logical ring. However, the key dif-
ference is that while Chord identifies the node in charge of
a resource (attribute value) by a hash on the resource ID
(attribute value), MERCURY requires that consecutive nodes
in the ring handle contiguous attribute value ranges. Thus,
while Chord can handle exact matches, MERCURY can sup-
port a more flexible query language, including queries on
a range of attribute values. However, while use of hashing
in Chord can ensure better load balancing in terms of re-
sponsibilites assigned to nodes, load balancing achieved in
MERCURY depends on the distribution of attribute values.
We plan to explore these issues further as discussed in Sec-
tion 6.

We are currently working on several optimizations to en-
hance the performance of the basic system. In the above
routing scheme, a publication would take n/2 hops, on an
average, along the circle to get routed to its rendezvous
point. By implementing approximate finger pointers as in
Chord, we believe we can reduce the average number of hops
to O(logn). Another possible optimization we can make is
utilizing ‘locality’ in published events. In a game, publi-
cations correspond to movement events of a player. Since
location attributes for a player change gradually, attribute
values in these publications will be close to each other. We
use this attribute locality to implement effective caching. A
publisher starts its search for a rendezvous point with the
rendezvous point used for the previous publication. This
reduces the number of hops needed to route a publication.

Throughout the discussion, we have glossed over how a
new node is added to the system. A new node must obtain
information about the list of hubs and its position in the
routing system. This can be done by querying any random
node in the system. We assume some simple out-of-band
scheme for discovering this random node.

5. PRELIMINARY EVALUATION

We have performed an initial evaluation of MERCURY us-
ing network simulation. Our primary goal is to explore the
scalability and performance aspects of MERCURY. To quan-
tify the scalability of the system, we use the following met-
rics:

o Publication-routing load, defined as the average num-
ber of publications routed by a node, and

o Matching load, defined as the average number of sub-
scriptions stored by a node.

These metrics reflect the distribution of traffic through the
network and the computational burden placed by the sys-
tem on each node. We measure the perceived performance
of game players using publication delivery delay, defined as
the average delay for a publication to reach the interested
subscribers. We also evaluate performance using the num-
ber of MERCURY level and network level hops required for
publications to reach the subscribers.



5.1 Simulation Setup and Methodology

In our simulation, we implement the routing and match-
ing mechanisms for MERCURY as an extension of the ns-2
[7] network simulator. The simulations currently lack any
realistic cross-traffic. We use the transit-stub topologies gen-
erated by the Georgia Tech. Internet Topology Model gen-
erator [23] for our experiments.

Each experiment is conducted in the following manner:
Nodes in the topology are randomly divided into attribute
hubs. Each node inside each hub is assigned a value-range
it is resposible for. The simulation is run for 200 seconds.
During the simulation, no node leaves or joins the system.
Also, routing is done using statically computed routes.

The input to the simulations is a synthetic workload mod-
eling players in a FPS game like Quake. The attribute space
consists of two attributes: x-coord and y-coord. The vir-
tual world is modeled as a square. Player movements are
modeled using the mobility models [8] in ns-2. If a player is
currently at location (x, y) in the virtual world, he subscribes
to a square of side-length 2 x radius centered at (z,y). The
subscription is changed when the player moves by a distance
of a * radius where « is a tunable parameter. Publications
are sent when a player’s location changes by 2.0 units.

5.2 Results

We performed our simulations on network topologies of
different sizes. Table 1 presents relevant characteristics of
the topologies used in the simulation.
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Figure 3: Distribution of the publication-routing load.
Load is normalized with respect to the average load.

The current results for scalability are shown in Figures 3
and 4. Figure 3 depicts the distribution of publication rout-
ing load over all the nodes. The horizontal axis represents
load normalized with respect to the average load. Thus, if
the system were to balance load perfectly, every node would
have a normalized load of 1, i.e., there would be a sharp
spike in the graph. The plot shows that the maximum and
minimum loads are within 10-12% of the average load. This
result appears promising; however, the system needs to be
evaluated under different workloads.

Figure 4 shows a similar situation with respect to the
matching load. In this case, load is more unevenly dis-
tributed. The maximum and minimum loads are within
60-70% of the average load. This is an artifact of the work-
load we have used. The central region in the virtual world is
covered by more subscription ‘squares’ as compared to pe-
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Figure 4: Distribution of the matching load. Load is
normalized with respect to the average load.

ripheral regions. Hence, the nodes responsible for the central
region receive more subscriptions.

Table 2 also shows the number of subscription copies, de-
fined as the number of nodes storing a particular subscrip-
tion. The low values of this metric indicate that the system
reduces subscription flooding to a large degree.
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Figure 5: Publication Delivery Delay
Statistic ts20 ts50 ts100
Hopwise diameter 7 8 11
Delay diameter 139 ms | 166 ms | 254 ms

Table 1: Topology characteristics

Figure 5 shows the results for end-user perceived perfor-
mance of the system. Routing delay refers to the average
time taken by a publication to reach the rendezvous point.
Delivery delay refers to the average time required to deliver
the publication to relevant subscribers from the rendezvous
point. These results indicate that the overall delay scales
linearly with the number of nodes. It is reasonable ( about
400ms ) for upto 50 nodes, but beyond 100 nodes, it is very
large ( about 900ms ) as compared to the diameter of the
network. The graph also shows that routing delay accounts
for most of publication-delivery delay, as expected.

The propagation delays for a centralized system would
be roughly equal to twice the delivery delays shown in Fig-
ure 5. However, a large part of end-user perceived delay in
a centralized system stems from the excessive queueing de-
lays and packet loss at the server under high load conditions.



Statistic ts20 | ts50 | ts100
Subscription copies | 2.18 | 3.97 | 6.95
Mercury-level hops | 3.89 | 9.03 | 21.00

Table 2: Statistics

These factors have not been modeled in current simulations.
Hence, using these simulation results, it would not be fair
to compare a centralized system against MERCURY directly.

In any case, the absolute magnitude of the delay is very
large and not suitable for real-time game play. A more wor-
risome aspect is the fact that this value is about 4 times the
network diameter. As Table 2 shows, this is almost entirely
a result of the large number of routing hops at the MER-
CURY level. As our on-going work, we are exploring several
promising approaches to reduce the delays to acceptable lev-
els.

6. SUMMARY AND FUTURE WORK

In this paper, we have made a case for using a publish-
subscribe based architecture for Internet games. We have
presented the design of MERCURY, a distributed publish-
subscribe system. The system supports a fairly rich sub-
scription language and utilizes a novel content-based rout-
ing protocol for achieving fully distributed matching. We
have presented a preliminary evaluation of the scalability
and performance aspects of MERCURY. We believe MER-
CURY achieves its scalability requirements to a large degree
by preventing subscription flooding and partitioning match-
ing and routing load effectively throughout the system. We
also note that there are a number of ways in which per-
formance of the system can be improved. The rest of the
section discusses the principal areas we have identified for
future work based on our preliminary simulation results.

Reducing publication-delivery delay

Figure 5 illustrated that the overall publication-delivery de-
lay is undesirably high and that it is mainly a consequence of
high number of routing hops at the MERCURY level. This in
turn is a result of the routing algorithm taking O(n) hops,
on average. We are currently working on utilizing finger
pointers [19] to reduce it to O(log n) hops.

Also, the logical structure of each attribute hub is inde-
pendent of the underlying network topology. This implies
that with each MERCURY level hop, we can end up cross-
ing the entire network, in the worst case. By taking actual
network distances into account while constructing the at-
tribute hub, we can reduce the routing delay to about the
diameter of the network. With these modifications, the to-
tal delay would be comparable to the propagation delay for
a centralized system.

Load balancing

As mentioned in Section 4, the distribution of load, i.e.,
number of publications or subscriptions handled by each
node, is dependent on the distribution of attribute values
in publications. For example, if a large number of players
concentrate in a relatively small area of the virtual world,
all updates would have to be routed only to the nodes re-
sponsible for that specific area. We are currently working on
using approximate histogram based techniques to effectively
distribute load dynamically.

Game state maintenance and robustness

An essential component of a game is the notion of highly
consistent and persistent state which records the effects of
all actions taken by players. Currently, MERCURY just acts
as a filter for publications. However, it can easily support a
persistent state by considering publications as write events
on the underlying distributed database. The writes can ac-
tually be performed at the rendezvous points.

Also, the system needs to be robust to node failures, i.e., if
a node fails or leaves the system, either, it should not affect
the correct operation of other nodes or the recovery should
be relatively quick.

Reducing network traffic

Reducing the flooding of subscriptions is one of the impor-
tant objectives of MERCURY for achieving better scalabil-
ity. Recall that a subscription is routed to any H, where
a € As. Consider a subscription of the form int x any,
int y < 20, int y > 5. If this subscription is sent to H;,
it will be stored at all nodes in H, since it matches every
possible range. On the other hand, if it is sent to Hy, with
a very high chance, it will be stored at a few nodes only.
Thus, if the selectivity of a subscription for each attribute
can be determined inexpensively, we can send it to the at-
tribute hub of highest selectivity. This will further reduce
the flooding of subscriptions.

Also, note that a publication needs to be delivered to mul-
tiple recipients once it has been matched at a rendezvous
point. Currently, we use unicast for doing this. We would
like to leverage existing end system multicast solutions to
provide efficient delivery.

Workload modeling

For gaining better intuition into the working of the system,
we need to more accurately model the traffic patterns of
games for driving our simulations.
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