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The analysis of complex networks has emerged as a leading paradigm for understanding how
molecules, cells, and organisms communicate, process inputs, and coordinate responses to sustain
life. My research explores three broad computational challenges of biological network analysis:

(1) Extracting important topological modules and pathways embedded within networks to predict
protein function and disease-causing genes and to identify missing edges in a network;

(2) Understanding the evolutionary and developmental histories of molecular interactions in the
cell and neural interactions in the brain, respectively; and

(3) Determining how biological systems persist despite attacks, failures, and environmental noise.

These are fundamental questions that straddle theoretical computer science and systems biology.
However, they also raise several new challenges due to the ‘big and dirty’ nature of the data and
the inherently interdisciplinary nature of the problems.

My goal is to address questions in these areas by proposing new optimization problems, develop-
ing efficient combinatorial or graph-based algorithms to solve these problems, and by maintaining
deep back-and-forth collaborations with biologists for experimental follow-up and validation.

Prior and Current Work

1. How can we extract important functional interactions and modules encoded within
big, noisy, and sparsely annotated biological networks? I developed two state-of-the-art
algorithms to cluster networks by casting graph mining as instances of graph compression. The
first uses the minimum description length principle to find compact summary graphs (contain-
ing supernodes connected by superedges) that are easy to visualize and interactively manipulate
(Navlakha et al., SIGMOD 2008). The second uses the variation of information to find modules of
topologically cohesive and similarly annotated nodes in any hierarchical tree decomposition, e.g. of
a network (Navlakha et al., RECOMB 2009). I validated these algorithms against many other tools
on a variety of problems, including prioritization of disease-causing genes (Navlakha and Kingsford,

Bioinformatics 2010), protein function prediction tasks (Navlakha et al., J. Comp. Biol., 2009), and
abundance estimation of bacterial species in metagenomic samples (White et al., BMC Bioinformatics

2010). I also proposed algorithms to generate ensembles of provably near-optimal network cluster-
ings and showed how these can be used in conjunction to study the dynamic behavior of nodes
(Navlakha and Kingsford, Pac. Symp. Biocomp. 2010 and Duggal et al., KDD Multiclust 2010).

2. Which edges are missing from specific signaling response pathways? Protein inter-
action networks form the basis of many biological processes in the cell, yet even for model species,
only a fraction of the true interactions are known due to high costs for doing experiments. These



Saket Navlakha Research Statement 2

networks encode signaling response cascades from source nodes to target nodes: sources are up-
stream proteins that receive signal from outside the cell (the environment or other nearby cells) and
who then pass this signal to downstream targets (transcription factors) that respond by initiating
regulatory programs. I introduced a suite of new optimization problems and efficient computational
algorithms to predict missing condition-specific interactions given a network and source-target pairs
(Navlakha et al., PLoS Comp. Biol., 2012). This framework was also designed to integrate multiple
data-sources (sequence-derived features, gene expression profiles, etc.) without requiring high pa-
rameterization, which is a key but difficult challenge when dealing with biological data. I applied
these algorithms to predict new interactions in an important stress response pathway in yeast,
many of which were supported by published reports, and one of which we tested and successfully
validated in the lab using knock-out experiments. This framework is also applicable to many other
network design problems, e.g. in transport networks where new routes need to be added to minimize
travel time between popular sources and destinations.

3. Can we recover the growth history of a network given only a present-day snapshot?
If ancestral biological networks were available, we could study how modules, pathways, and regu-
latory programs in present-day organisms arose and diverged over time. The evolutionary history
could also help us study the robustness and evolvability of modules and can inspire improved mod-
els of network growth. Unfortunately, extinct ancestral networks will likely never be experimentally
determined, which motivates a computational inference problem.

To facilitate the study of ancestral networks, I introduced the “network archaeology” framework
(Navlakha and Kingsford, PLoS Comp. Biol., 2011). This framework applies a probabilistic network
growth model (e.g. preferential attachment or duplication-based models) backwards in time to
reconstruct a high-likelihood evolutionary history of a present-day network. We used this framework
to estimate the relative age of proteins and interactions, to track how protein complexes have
rewired over time, and to study how the modularity of the network has evolved. Further, it warned
of potential privacy implications for users in present-day social networks.

This work was featured in many news outlets, including the MIT Technology Review1 and
Engadget2. We also developed a parsimony-based approach to study the co-evolution of multiple
biological networks using dynamic programming (Patro et al., WABI 2011).

4. How do neural networks in the brain develop topologies that can efficiently and
robustly process streaming environmental signals? During development, the brain uses a
network design strategy that is unlike those previously explored in distributed computing. The
brain’s approach is to first produce all the nodes, then to exuberantly connect them with synapses
(edges), and then over time to prune a majority (50-60%) of the synapses originally built. This
process appears metabolically very wasteful, yet it is used in almost every brain region and organism
studied that exhibits learning.

I developed a theoretical model of synaptic pruning and proposed a novel biological hypothesis
relating the optimal rate of synapse elimination over time to the efficiency and robustness of the
emergent neural circuit (Navlakha et al., in preparation). This relationship has largely been ignored
by decades of previous work in the neuroscience literature. To test my hypothesis, I performed
wet-lab experiments to quantify synapse loss in the mouse somatosensory cortex using an imaging

1http://www.technologyreview.com/view/420633/the-new-science-of-network-archaeology/
2http://www.engadget.com/2010/09/07/network-archaeology-used-to-excavate-the-past-structure-of-net/
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Graph summarization
[SIGMOD 2008; RECOMB SB 2008]
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Clustering in hierarchical trees
[RECOMB 2009; BMC Bioinformatics 2010]
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[Bioinformatics 2010]
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assay coupled with a high-throughput machine learning algorithm to automatically detect synapses
in tens of thousands of images (Navlakha et al., ISMB 2012). This large-scale effort resulted in
counting nearly 100,000 synapses through 25 developmental time points and a confirmation of my
theoretical prediction. More generally, this model explores online learning problems in distributed
environments and is particularly relevant when data comes from apriori unknown distributions.

For this work, I was awarded a post-doctoral fellowship from the NIH.

Future Work

My underlying research aim is to develop principled theory, models, and algorithms to understand
how biological networks are shaped by operating constraints and challenges. Such constraints
include mostly distributed processing (without a centralized controller), bounded costs (time, energy,
or metabolic resources required to accomplish a task), and limited communication channels between
nodes. Challenges include enabling robustness (processing in the face of environmental insults or
attacks), efficiency (topologies tuned to different tasks), and learning (detecting anomalies or
adapting to different conditions or stresses). Interestingly, these constraints and challenges are
very similar to those faced by many computational and human engineered networks.

My vision is to help cross-fertilize computer science and biology by investigating how biological
processes are inherently algorithms that nature has designed to solve interesting and relevant com-
putational problems (Navlakha and Bar-Joseph, Nature/EMBO Mol. Sys. Biol., 2011). Discovering such
“algorithms in nature”3 is a central problem that can simultaneously advance biology (by propos-
ing new questions and perspectives on how biological systems compute) and computer science (by
proposing new nature-inspired algorithms).

In the next few years, I aim to pursue several questions stemming from how molecular networks
in the cell and neural networks in the brain overcome these constraints to achieve their goals.

5. How do proteins in the cell robustly and adaptively respond to environmental noise
and attacks? Protein interaction networks are robust to most single node failures, viral and
bacterial attacks, and environmental noise, yet it is not clear how the topology of these networks
enables such robustness. Developing approaches to operate reliably while a fraction of the nodes
may be noisy or compromised is also a key challenge in network design. While prior work has mostly

3http://www.algorithmsinnature.org
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focused on the properties of global networks when characterizing robustness, my preliminary work
has identified a conserved principle of how robustness is intricately linked to the topology, function,
and environmental exposure of modules within interaction networks (Navlakha et al., under review).
I would like to further model how biological systems respond to other stresses, conditions, and
diseases, and I would like to see if similar strategies may be used for protecting cyber or transport
systems, e.g. the Internet from computer virus attacks, or the powergrid from cascading failures.
I also aim to understand how diverse module topologies may have evolved by developing new op-
timization problems and generative models to construct networks via learning and feedback from
the environment (i.e. without apriori specifying of how noisy or malicious the environment may be).

6. How do dynamic, local decisions made by synapses affect global network processing
in the brain? The brain is intriguing not only computationally but also algorithmically, and I
would like to explore two such instances both theoretically and experimentally via collaboration.

While synapse pruning occurs in almost every brain region and organism studied, it is not clear
how much pruning should occur. Is there a “sweet spot” with respect to network performance
per unit cost? Many neurodevelopmental diseases have indeed been linked to abnormal synapse
levels during critical developmental periods – either too many synapses (Autism) or too few (Rett
syndrome). I aim to develop computational models of how and why these two phenomena may
be linked, including algorithmic strategies for homing-in on this sweet spot. I would also like to
collaborate to study differences in normal and diseased development using mutant mouse models.

Synapses are also designed to control network activity via gain control. It is known that synapses
can dynamically transition back-and-forth from being silent (non-functional) to active at many time
scales. If signal activity increases and persists over time, silent synapses are recruited and activated,
but if activity decreases, active synapses become silenced to save costs. The transition function is
based on whether recent activity deviates from expectation, which is an interesting and distributed
way of recognizing and responding to anomalies. I would like to develop a computational model
to learn how different transition functions affect anomaly detection and at what cost to false pos-
itives and negatives. Synapses also attempt to control activity via homeostatic mechanisms that
are similar in spirit. I would also like to connect these algorithms to distributed machine learning
problems, where anomalies may suggest misbehavior, but where it is too expensive or impractical
to collect all the data to process in one centralized location.

7. Can we develop high-throughput imaging methods to analyze biological interactions?
Much of the data depicting how molecules and cells interact is being revealed today via microscopy
imaging. Imaging datasets can be much larger than other high-throughput biological datasets, and
they can contain non-uniform noise and heterogeneity. To claim that some difference in density,
morphology, or structure of an object truly exists across multiple samples, it is imperative to
guarantee that a classification model performs similarly across all samples, even if these samples
exhibit variations (due to changes in illumination, contrast, the microscope, chemistry, etc.). This
is a very general bioimaging problem for object detection and cell counting applications when
comparing case vs. control conditions or in time-series measurements.

One approach I developed to address this problem uses semi-supervised learning that leverages
unlabeled data to better inform the model (Navlakha et al., ISMB 2012). More generally, I am
interested in developing principled machine learning algorithms that can reason statistically about
changes in object features across many noisy samples.


