
15-122: Principles of Imperative Computation

Recitation 10 Josh Zimmerman, Matt Dee, Nivedita Chopra

Checkpoint 0

The NSA has contracted you to write a hash table which allows you to lookup any person's name by
their social security number! We de�ne the following struct:

struct person_info {

int ssn;

string name;

};

typedef struct person_info person;

Now, implement the client interface to store citizens by their ssns.

typedef ___ key;

typedef ___ elem;

key elem_key(elem e) {

}

bool key_equal(key k1, key k2) {

}

int hash(key k) {

}

Why do we need a key_equal function? Why couldn't we simply compare their hashes, or compare
them directly with ==?

Hash Table Code

Let's now take a look at some library code from lecture, and the do some exercises.

As a reminder, we de�ne the following datatypes for hashtables:

typedef struct chain_node chain;

struct chain_node {

elem data; /* data != NULL */

chain* next;

};

struct ht_header {

int size; /* size >= 0 */

int capacity; /* capacity > 0 */

chain*[] table; /* \length(table) == capacity */

};

typedef struct ht_header* ht;

Note that size can actually be greater than capacity! What does it mean if this is the case?
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ht_new

ht ht_new(int capacity)

//@requires capacity > 0;

//@ensures is_ht(\result);

{

ht H = alloc(struct ht_header);

H->size = 0;

H->capacity = capacity;

H->table = alloc_array(chain*, capacity);

/* Each element initialized to NULL */

return H;

}

Note that the hash table is initially an array of NULL pointers, which indicate empty lists.

ht_insert

void ht_insert(ht H, elem e)

//@requires is_ht(H) && e != NULL;

//@ensures is_ht(H);

//@ensures ht_lookup(H, elem_key(e)) == e;

{

key k = elem_key(e);

// Get the index of the table that we insert to

// Take the absolute value because result of modulus can be negative

int i = abs(hash(k) % H->capacity);

chain* p = H->table[i];

// Replace the element if it's there...

while (p != NULL)

{

if (key_equal(k, elem_key(p->data))) {

// Overwrite the element

p->data = e;

// Do not increase H->size here!

return;

}

p = p->next;

}

// If it is not already there, add it to the front of the chain

chain* newc = alloc(chain);

newc->data = e;

newc->next = H->table[i];

H->table[i] = newc;

(H->size)++;

}

Here, we �rst �nd the chain corresponding to the hash value, and then search for our key. If we �nd it,
we overwrite the old element, otherwise, we add this element to the hash table.
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Checkpoint 1

Suppose that we have a hash table H that looks like this. Write expressions to perform the following
operations, given the has table representation above.

(a) Access the 0th chain in the hash table.

(b) Access the data of the 1st node in the 1st chain of the hash table.

(c) Access the data of the 2nd node in the 3rd chain of the hash table.

Checkpoint 2

As with any data structure, we should develop invariants for our hash table implementation using separate
chaining. Below is a very incomplete (is_ht) contract:

bool is_ht(ht H) {

if (H == NULL) return false;

if (!(H->size >= 0)) return false;

if (!(H->capacity > 0)) return false;

/* Finish me */

return true;

}

Obviously, this is not su�cient to ensure that a hash table instance H is valid; it just checks that it is not
NULL and both the capacity and size are positive. As an exercise, come up with some other invariants
(in prose) that our is_ht function should include. Here are a few hints to get you started:

(i) What sort of data can be inserted into the hash table?

(ii) Where should the data elements be located in the hash table?

(iii) What should hold true about the hash table chains?

Checkpoint 3

Exercise: Hashtable lookup Next, write hashtable lookup code, using the following interface and struct
de�nition of hashtables. It should return the element if it is in the hash table or NULL if it is not in the
hash table.

elem ht_lookup(ht H, key k)

//@requires is_ht(H);
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Priority Queues & Heaps

• A priority queue is simply like a queue except that the next element to be dequeued always has
the maximum priority.

• A priority queue is an abstract data type, which means that we don't know what data structure
lies beneath it. All we know is the interface i.e. we have a way to insert into it (pq_insert) and
to get the element of maximum priority from it (pq_delmin).

• We usually think of the element with the least integer value being the element with maximum
priority. Hence pq_delmin gives the element with maximum priority. Also, this means our heaps
are min-heaps, in contrast to max-heaps in which the elements with larger integer value have larger
priority.

• A heap is an implementation for a priority queue.

• A heap has two important invariants:

(a) Ordering Invariant : Any element in the heap is less than or equal to its children.

(b) Shape invariant: An element is inserted in a manner that, at any point, only the last level
is un�lled and elements are �lled in this level from left to right.

• As mentioned in lecture, for now, we'll think of an array that stores the values in the heap, such
that the children of the element at index i are at 2i and 2i+ 1
Notice that this means that we can't use the index 0 of the array!

• While writing code, we'll see that we need one important invariant for heaps � the element which
will be accessed/deleted from the heap must have minimum value. To maintain this invariant,
while inserting or deleting from the priority queue, we need to do some special operations.

• We'll also see some important concepts that are very common while dealing with operations on
complex data structures:

(a) The invariants that hold for the operation as a whole (which are true at the beginning and at
the end of the operation) are not necessarily true while the operation is being performed. So
we are permitted to temporarily violate invariants while performing the operation and then
restore them at the end.

(b) Thus, to prove correctnesss, we need to �nd variations of the original invariants that hold
true while the operation is being performed and reason that these will imply the stronger
invariants that are true at the end of the operation.

Checkpoint 4

When representing heaps as arrays, why can't we use the index 0 of the array?
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Playing with heaps!

Use the visualization at http://www.cs.usfca.edu/~galles/visualization/Heap.html to insert
the following elements into the heap, in the given order.

5, 3, 6, 7, 2, 6

(Here's some space if you want to draw the �nal heap obtained)

Some observations about the heap you see now:

• The smallest element in the heap (i.e. 2) is at the root. Convince yourself that this must always
hold true because of the ordering invariant

• The largest element in the heap (i.e. 7) is in the last level of the heap. Again, convince yourself
that this must always hold true by the ordering invariant.

• The heap can contain duplicates, since the ordering invariant states that the children of an element
must be greater than or equal to the element

Now perform a few operations of removing the smallest element from the heap.

Checkpoint 5

What is the time complexity of the insert and remove minimum functions? Justify your answer.
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