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Abstract

In partially observable team games with limited com-
munication, agents receive different observations about the
world state and must reason about the value of actions for
all possible observation histories of their teammates in or-
der to maximize a joint reward function. Extensive form
games provide a theoretically sound, but computationally
expensive, framework for decentralized action selection in
these problems. We propose using Bayesian games, which
model agents that have private information relevant to the
decision making process of others, to approximate the full
game tree as a series of smaller, related games. Policies
are found by building a Bayesian game representation for
each timestep, with heuristics such as QMDP used to pro-
vide the future discounted value of actions. This algorithm
trades off limited look-ahead in uncertainty for computa-
tional feasibility, and results in policies that are locally
optimal with respect to the selected heuristic. For a sim-
ple problem, we provide empirical comparisons of policies
found by solving the full extensive form game to those found
by our Bayesian game transformation. For more complex,
robot-inspired problems, the performance of our algorithm
is compared to approaches in which agents do not take dif-
ferences in observations into account during policy con-
struction.

1. Introduction

Stochastic games provide a framework for modeling de-
centralized action selection in a team of agents trying to
maximize a joint reward function.1 Inherent in this frame-
work, however, is the assumption that all agents receive the

∗ The primary author of this paper is a student
1 Stochastic games are a generalization of both general-sum repeated

games and Markov decision processes to a multi-agent scenario. They
can model more than just team games with common payoffs.

same, complete, knowledge of the world state. In the real
world, noisy sensors lead to uncertainty in world state. Dif-
ferent team members can therefore hold different beliefs
about the state, and agents cannot always depend on their
teammates to follow the same joint plan.

Partially observable Markov decision processes
(POMDPs) represent single-agent problems with noisy sen-
sors. The corresponding multi-agent problem is a par-
tially observable stochastic game (POSG). If unlimited
communication and computation is available, team mem-
bers can pool observations and solve the problem as a large
POMDP for a single meta-agent. If communication is lim-
ited, this approach is no longer valid: the agents must solve
a POSG to take into account their teammates’ possible ob-
servations and action choices.

Because it is intractable to solve large POSGs, in prac-
tical implementations each agent must build and solve a
smaller approximate game to choose its action. It is im-
portant to make sure that each agent constructs the same
game and finds the same solution for that game; otherwise
the agents might select incompatible actions. Therefore, we
propose a way for agents to transform a large POSG into
a series of smaller, related Bayesian games, one for each
time step. The agents use only common knowledge to per-
form this transformation, and so are able to construct and
solve the same game as their teammates do at each step.

Our transformation is similar to the classic one-step
lookahead strategy for fully-observable games: the agents
perform full, game-theoretic reasoning about their current
knowledge and first action choice but then use a predefined
heuristic function to evaluate the quality of the resulting out-
comes. The resulting multi-agent policies are always coor-
dinated; and, so long as the heuristic function is fairly ac-
curate, they perform well in practice. A similar approach
is proposed by Shi and Littman [12] and is used to find
near-optimal solutions for a scaled down version of Texas
Hold’Em.
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2. Game Theory and Partial Observability

Non-cooperative game theory is a rich framework for
modeling selfish agents that make decisions in the presence
of others. In general these agents can have arbitrary reward
functions, but the theory also covers games with common
payoffs, also known as team games or games of pure coordi-
nation. Game theory includes models for handling both im-
perfect information (lack of information about the actions
of others) and incomplete information (agents have private
information relevant to the game). Both normal form and
extensive form games model the first type of information
while Bayesian games model the second.

There are several different solution concepts for games.
One such concept, the Nash equilibrium, is a set strategies
for each player in the game such that no one player can im-
prove its performance by unilaterally changing its own strat-
egy. A game may contain multiple such strategy sets with
different payoffs to the agents, and no guarantees exist that
agents settle on the same Nash equilibrium as the solution
to the game. Furthermore, for n player games where n > 2,
find a Nash equilibrium requires the solution to a non-linear
complementarity problem. As a result, Nash equilibrium
has come under criticism as a solution concept for multi-
agent problems. In a common payoff game, however, there
will exist set of best response strategies that will maximize
the payoffs to all players, the Pareto-optimal Nash equilib-
rium, and so we will be making use of this solution concept
for our algorithm. Furthermore, coordination protocols such
as equilibrium ordering (e.g. see [3]) exist to ensure that the
same Nash equilibrium is selected by all agents should mul-
tiple Pareto-optimal Nash equilibria exist.

2.1. Game Representations and Solution Concepts

An extensive form game is essentially an augmented
game tree. It is generally used to represent games that in-
volve taking turns or multi-step problems. In addition to the
structure of a game tree, an extensive form game includes
information sets [1]. Information sets are used to identify
the nodes in the tree between which a player cannot dis-
tinguish such as nodes representing different world states
or actions taken by other players. They are therefore used
to model the fact that each agent knows about different sub-
sets of the true world state. During policy construction, each
agent can choose a single action per information set.

A POSG is given as a n-tuple (I, S,A, Z, T,R,O). I =
{1, ..., n} is the set of players and Si is the set of states,
Ai the set of possible actions and Zi the set of possible
observations for player i. S, A and Z are respectively the
cross-product of the state, action and observation space for
each agent, i.e. S = S1 × · · · × Sn. T is the transition
function, T : S × A → S, R is the reward function,

R : S × A → < and O defines the observation emission
probabilities, O : S × A × Z → [0, 1]. Theoretically, us-
ing these parameters, an extensive form representation of
the problem can be constructed. In practice, this is compu-
tationally infeasible; so, we will introduce a Bayesian game
approximation.

Finding an equilibrium in a n-player general-sum exten-
sive form game is non-trivial [5]. We, however, only need to
be able to find solutions to n-player common payoff games.
Two possible methods for solving extensive form games are
conversion into an equivalent normal form game and con-
version into sequence form. In the equivalent normal form
game, a pure strategy consists of a single action at each in-
formation set that is encountered by the agent. The number
of pure strategies in the normal form game is then exponen-
tial in the size of the game tree.

The sequence form [13, 6] is a much more compact rep-
resentation of the extensive form game. A sequence of ac-
tions σi

j is the series of choices made by agent i at each in-
formation set it encounters as it traverses a single path j

through the game tree. A strategy for player i is represented
as a vector xi which encodes the conditional probabilities of
each possible sequence being selected. For each agent there
are at most as many sequences as there are nodes in the tree,
so the sequence form is linear in the size of the game tree in-
stead of exponential.

Once we have a normal-form or sequence-form repre-
sentation of our extensive-form game we can apply standard
optimization techniques to find a solution. To solve com-
mon payoff problems such as the ones we study here,
we convert them into sequence form and then use an
alternating-maximization algorithm to find locally op-
timal best response strategies. Holding the strategies of
all but one agent fixed, we use linear or dynamic pro-
gramming to find a best response strategy for the remain-
ing agent. We optimize for each agent in turn until no
agent wishes to change its strategy. The resulting equilib-
rium point is a local optimum; so, we use random restarts
to explore the strategy space.

2.2. Bayesian Games

Extensive form games model agents that receive differ-
ent observations about the world, however, this framework
still requires that each player knows the full game. In other
words, each player must independently build an identical
tree with identical probabilities on observations, and the
same information sets and action sets. If players could not
do this, for example because they believe observations will
occur with different probabilities, then the game is one of
incomplete information and another model must be used.

Bayesian games model single state problems in which
each agent has private information about something rele-
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vant to the decision making process [5]. While this private
information can range from knowledge about the number of
players in the game to the action set of other players, in gen-
eral it can be represented as uncertainty about the utility of
the game.

This private information held by an agent is called its
type and it encapsulates all the non-commonly-known in-
formation to which the player has access. The set of possi-
ble types for a player can be infinite, but we will limit our-
selves to games with finite sets. Each player knows its own
type with certainty but not those of other players; however,
beliefs about the types of others are given by a commonly
held joint probability distribution over types.

If I = {1, ..., n} is the set of players, θi is a type of
player i and Θi is the type space of player i such that
θi ∈ Θi, then a type profile θ is θ = {θi, ..., θn} and the type
profile space Θ = Θ1 × · · · × Θn. θ−i is used to represent
the type of all players but i, with Θ−i defined similarly for
the type space. A probability distribution, p ∈ ∆(Θ), over
the type profile space Θ is used by Nature to assign types
to players, and this probability distribution is commonly
known. From this probability distribution, the marginal dis-
tribution over each player’s type, pi ∈ ∆(Θi), can be re-
covered as well as the conditional probabilities p̂i(θ−i|θi).
In general, players’ types can be independent or dependent.

The utility, u, of an action ai to a player is actually de-
pendent on actions selected by all players and their type pro-
file. That is ui(ai, a−i, (θi, θ−i)). A strategy for a player
must assign an action for every type of a player. Let a
player’s strategy be σi, and the probability distribution over
actions it assigns for θi be given by p(ai|θi) = σi(θi).

Formally, a Bayesian game is a n-tuple (I,Θ, A, p, u)
where A = A1 × · · · × An, u = {ui, ..., un} and
I , Θ and p are as defined above. Given the com-
monly held prior p(Θ) over the distribution over players’
types, each player can calculate a Bayesian-Nash equilib-
rium policy which is a set of best response strategies σ in
which each player maximizes its expected utility condi-
tioned on its probability distribution over the other play-
ers’ types. That is, each player has a policy σi that, given
σ−i, maximizes the expected value u(σi, θi, σ−i) =∑

θ
−i∈Θ

−i
p̂i(θ−i|θi)ui(σi(θi), σ−i(θ−i), (θi, θ−i)).

Bayesian-Nash equilibria can be found by transforming
the problem into its equivalent normal form game. Alterna-
tively, they could be found by using the sequence form rep-
resentation with each type being a different information set
and xi defining the probability of taking action ai for each
θi.

3. Bayesian Game Approximation

While extensive form game trees provide a theoretically
sound framework for representing and solving POSGs, for

Nature selects a history

Some history information 
is hidden from agent i

Agent i chooses an action

Teammates choose 
independent actions

Outcome is evaluated 
by heuristic

Figure 1: The Bayesian game for one-step lookahead in a
POSG.

even the smallest problems these trees become too large
to solve. We propose to find an approximate solution to
the game by transforming the original problem into a se-
quence of smaller Bayesian games that are computationally
tractable. So long as each agent is able to build and solve the
same sequence of games, the team can coordinate on action
selection.

Our approximation is based on one-step lookahead us-
ing a prespecified heuristic function u. It is outlined in Fig-
ure 1. At any given time step, an agent’s decision problem
is represented as follows: first, Nature chooses a history of
the world at random from the set of all possible histories.
The history includes all of the agent’s actions and obser-
vations as well as the observations and actions of its team-
mates. There may be a large number of possible histories, so
we discard all histories with prior probability less than some
threshold and renormalize; each agent will discard the same
low-probability histories because the decision is based only
on prior probability. In order to compute the probabilities
of the teammates’ actions in a history, the agent must know
the teammates’ policies for all previous steps; these poli-
cies are available from previously-solved Bayesian games.

Once Nature has chosen a history, she reveals to the
agent its own observation and action history. This informa-
tion constitutes the agent’s type.2 The agent then chooses
action probabilities based on its type; it must specify action
probabilities for all of its possible types and not just the ob-
served type, since its teammates need to know these proba-
bilities when selecting their actions.

Finally, Nature reveals the appropriate portions of the
history to the agent’s teammates, and each teammate selects
its own action. No teammate observes the agent’s action or
the action of any other teammate. The outcome of the game
is the history selected by Nature and the action choices se-

2 If the agent’s true history was pruned because its probability was too
low, we map the actual history to the nearest non-pruned history. This
is currently done by finding the type that minimizes its hamming dis-
tance to the actual history. Clearly, this minimization should be done
in more appropriate space such as the belief space, and is future work.
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lected by the agent and its teammates. For each possible
outcome we can compute a distribution over states of the
world at the next time step; we evaluate our heuristic func-
tion u at this belief to compute the utility of the outcome.

In practice there are two possible difficulties with con-
structing and solving the Bayesian game of Figure 1. The
first is that the type space can be extremely large, and the
second is that it can be difficult to find a good heuristic u.

The benefit of using such a large type space is that we
can guarantee that each agent has sufficient information to
independently construct the same set of histories Θt and
the same probability distribution over Θt at each timestep t.
We can exert some control over the size of the type space by
choosing our probability threshold for pruning unlikely his-
tories. In the future, we plan on investigating ways of recre-
ating a comparable type profile and probability distribution
using less information (ideally, only an agent’s current be-
lief state).

Providing a good u that allows the Bayesian game to
find high-quality actions is more difficult because it depends
on the system designer’s domain knowledge. We have had
good results in some domains with a QMDP heuristic [7].
For this heuristic, u(a, θ) is the value of the joint action a

when executed in the belief state defined by θ. That is, it is
the value of the action assuming that the problem becomes
fully observable after one time step. This is equivalent to the
QMDP value of that action in that belief state. To calculate
the QMDP values it is necessary to find Q-values for a fully
observable version of the problem. This can be done by dy-
namic programming or Q-learning with either exact or ap-
proximate Q-values depending upon the nature and size of
the problem.

The algorithms for the Bayesian game approximation are
shown in Algorithm 1 and 2. In Algorithm 2 we specify a
QMDP heuristic, but any other heuristic could be substi-
tuted. For the alternating-maximization algorithm, shown
in its dynamic programming form in Algorithm 3, random
restarts are used to move the solution out of local maxima.
In order to ensure that each agent finds the same set of poli-
cies, we synchronize the random number generation of each
agent.

3.1. Communication

We do not intend to limit the Bayesian game approx-
imation to problems without communication. In fact, the
Bayesian game framework itself provides a decision the-
oretic way to make communication decisions. By default
agents find policies σt that maximize expected utility given
p(Θt). Agents can also calculate the set of policies σ̂t that
maximize the expected utility of p(Θt

−1, θ
t
i) which is the ex-

pected value of the game if all other agents know player i’s
exact type. Communication decisions can be made based on

the difference between these expected values or on the dif-
ferences between σt and σ̂t. If an agent i does decide to
communicate then Θt is reduced to only include type pro-
files that contain θt

i . The agents must then recalculate σt in
order to take the smaller Θt into account. Agents can there-
fore implement a decision theoretic communication proto-
col without the inclusion of communication actions in A.
An example of this type of communication protocol is given
in Section 4.3.

Algorithm 1: PolicyConstructionAndExecution

Input: I,Θ0, A, p(Θ0), Z, S, T,R,O

Output: r, st, σt,∀t

begin
hi ←− ∅,∀i ∈ I

r ←− 0
initializeState(s0)
for t← 0 to tmax do

for i ∈ I do
setRandSeed(rst)
σt,Θt+1, p(Θt+1)←
BayesianGame(I,Θt, A, p(Θt), Z, S, T,R,O, rst)
hi ← hi ∪ zt

i ∪ at−1
i

θt
i ← matchToType(hi,Θ

t
i)

at
i ← σt

i(θ
t
i)

st+1 ← T (st, at
1, ..., a

t
n)

r ← r + R(st, at
1, ..., a

t
n)

end

Algorithm 2: BayesianGame

Input: I,Θ, A, p(Θ), Z, S, T,R,O, randSeed

Output: σ,Θ′, p(Θ′)

begin
setSeed(randSeed)
for a ∈ A, θ ∈ Θ do

u(a, θ)← qmdpV alue(a, beliefState(θ))

σ ← findPolicies(I,Θ, A, p(Θ), u)
Θ′ ←− ∅
Θ′

i ←− ∅, ∀i ∈ I

for θ ∈ Θ,z ∈ Z, a ∈ A do
φ← θ ∪ z ∪ a

p(φ)← p(z, a|θ)p(θ)
if p(φ) > cutOff then

θ′ ← φ

p(θ′)← p(φ)
Θ′ ← Θ′ ∪ θ′

Θi ← Θi ∪ θ′i,∀i ∈ I

end
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Algorithm 3: findPolicies

Input: I,Θ, A, p(Θ), u

Output: σi,∀i ∈ I

begin
for r ← 0 to maxNumRestarts do

πi ← random, ∀i ∈ I

while !converged(π) do
for i ∈ I do

πi ← argmax[
∑

θ∈Θ
p(θ) ∗

u([πi(θi), π−i(θ−i)], θ)]

if bestSolution then
σi ← πi,∀i ∈ I

end

4. Experimental Results

4.1. Lady and The Tiger

This Lady and The Tiger problem is a multi-agent ver-
sion of the classic tiger problem [4] created by Nair et
al. [8]. It will be used to compare the policies achieved
by building the full extensive form game to those from
the Bayesian game approximation. In this two state, finite
horizon problem, two agents are faced with the problem of
opening one of two doors, one of which has a tiger behind it
and the other a treasure. See Nair et al. [8] for S,A,Z, T,R,

and O. Whenever a door is opened, the state is reset ran-
domly with a uniform distribution and the game continues
until the fixed time has passed.

The crux of the Lady and the Tiger is that neither agent
can see the actions or observations made by their teammate,
nor can they observe the reward signal and thereby deduce
them. It is, however, necessary for an agent to reason about
this information: if its teammate opens a door the problem
is reset and therefore the agent should also reset its own be-
lief about the tiger’s position. For example, if an agent hears
the tiger behind the left door four steps in a row, its belief
that the tiger is behind that door ranges from 0.5 to 0.97 de-
pending on if or when its teammate opened a door.

Table 1 compares performance and computational time
for this problem with various time horizons. The extensive
form version of the problem was solved using the dynamic
programming version of alternating-maximization with 20
random restarts (increasing the number of restarts did not
result in higher valued policies being found). This approach
is very similar to that taken by Nair et al.’s DJ-JESP algo-
rithm [8], but makes use of a different policy representation.
Solving the sequence form is less memory efficient than DJ-
JESP; however, given a similar number of restarts, it results
in comparable running times. This representation does al-
low the algorithm to generalize to general-sum games in the
future as it inherently encodes stochastic policies unlike the

Time Full Extensive Form Bayesian Game selfish
Horizon Time(ms) Exp. Reward Time(ms) Avg. Reward Avg. Reward

3 50 5.19 1 5.18 ± 0.15 5.14 ± 0.15
4 1000 4.80 5 4.77 ± 0.07 -28.74 ± 0.46
5 25000 7.02 20 7.10 ± 0.12 -6.59 ± 0.34
6 900000 10.38 50 10.28 ± 0.21 -42.59 ± 0.56
7 — — 200 10.00 ± 0.17 -19.86 ± 0.46
8 — — 700 12.25 ± 0.19 -56.93 ± 0.65
9 — — 3500 11.86 ± 0.14 -34.71 ± 0.56
10 — — 9000 15.07 ± 0.23 -70.85 ± 0.73

Table 1: Computational and performance results for the
Lady and the Tiger problem, |S| = 2. Rewards are averaged
over 100000 trials with 95% confidence intervals shown.

representation used by DJ-JESP.
For the Bayesian game approximation, each agent’s type

at time t consists of its entire observation and action history
up to that point. Types with probability less than 0.000005
were pruned from consideration. If an agent’s true type is
pruned, then it is assigned the closest matched type in Θt

i in-
stead. The heuristic used for the utility of actions was based
upon the value of policies found for shorter time horizons
using the Bayesian game approximation. The same number
of restarts as for finding the full extensive form game solu-
tion was used in policy generation.

In order to show the importance of considering the ac-
tions of others, a selfish policy was implemented. In the
selfish policy for this problem, each agent assumes that its
teammate never receives observations that would lead it to
open a different door from itself or to open a door at an ear-
lier timestep than the agent would.q An agent decides upon
its actions using a policy based on a POMDP version of
this problem which found using Cassandra’s publicly avail-
able pomdp-solve.3 For time horizons greater than 3, the im-
portance of reasoning about when the state has been reset
comes into play, and so the selfish policy fares poorly.

4.2. Robotic Coverage

This Coverage problem, like the Lady and The Tiger
problem, highlights the importance of considering the deci-
sions of teammates in action selection. Two robots are try-
ing to safely locate an opponent and capture it in a world
with n cells. Neither robot knows the location of the oppo-
nent and their sensors only allow them to detect the oppo-
nent if they occupy the same cell.

The state space for this problem is the cross-product
of the two robot positions roboti = {s0, ..., sn−1} and
the opponent position opponent = {s0, ..., sn−1, stagged}.
The two robots start at cells 0 and 1, while the opponent

3 http://www.cs.brown.edu/research/ai/pomdp/code/index.html
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n-2 n-1

(b)

Figure 2: The movement (a) and coverage (b) connections
for the Coverage problem with n cells. For example, a robot
at cell 2 can move to cell 0,3 or 4, or cover a teammate mov-
ing from cell 3 to 5, 5 to 3, 1 to 3 or 3 to 1.

starts at a randomly selected cell. Each robot has five ac-
tions, Ai = {Horizontal, Up, Down, Cover-Self, Cover-
Teammate} with the deterministic motion actions transi-
tioning to adjacent cells as shown in Figure 2(a). During
a Cover-Self or Cover-Teammate action a robot does not
move but can defend either itself or its teammate against
damage to the team. A robot, however, can only success-
fully cover a teammate that is moving from one covered
cell to another as defined in the coverage mapping shown
in Figure 2(b). Once in the same cell as the opponent, nei-
ther agent is able to move and the robot will sustain damage.
If the second robot also enters this cell then opponent =
stagged and the game is over. The joint reward for this prob-
lem leads to a goal of minimize the time to subdue the op-
ponent and to minimize damage to the team.

If the two robots instantaneously share information with
each other, then a very safe policy for this problem is for
the robots, starting in cells 0 and 1 in Figure 2, to take turns
moving and providing cover for each other until one robot
occupies the same cell as the opponent. At this point, the
other robot moves into its teammates cell and they subdue
the opponent. In a 20-cell world, with an opponent that has a
stochastic policy slightly biased toward moving away from
the robot team, this policy results in a performance as given
in Table 2. With this policy, the robots are only ever two
moves apart from each other’s cell and so one robot will
sustain damage for two timesteps until its teammate joins
it.

If the robots do not share information with each other
and only know each other’s location but not action choice
the problem becomes harder. Using its own observations
and the known stochastic policy of the opponent, each robot
can generate a belief state over the opponent’s location. A
QMDP policy can be found, not by using the fully observ-
able version of the problem but rather by the Q-values gen-
erated by the safe policy above. Predictably, this policy does
not do very well as the two robots can have very differ-

Algorithm Avg. Discounted Value Avg. Timesteps
Safe Policy (Shared Obs) 82.958 ± 0.169 13.148 ± 0.343

QMDP 69.234 ± 0.692 19.514 ± 0.472
Bayesian 80.815 ± 0.241 12.398 ± 0.301

Table 2: Results for the Coverage problem, |S| = n
3

+

n
2, with 20 cells. Averages were generated over 1000 trials

with 95% confidence intervals shown.

ent belief states, specifically once one robot encounters the
opponent and the other does not. The robot engaged with
the opponent must suffer damage until its teammate’s be-
lief state converges to the correct opponent’s location with
high enough probability. This takes on average six timesteps
when n=20.

By building a Bayesian game approximation in which
the type space Θi of each robot includes not only its ob-
servations but also its actions, the robots can do much bet-
ter. By incorporating the probability of actions taken by its
teammate as defined by σt−1, as well as observations as to
its teammate’s current position, each robot is able to quickly
converge on its teammate’s correct type with high probabil-
ity. On average a robot only engages the enemy for three
timesteps before its teammate joins it. The reason that the
Bayesian game approximation results in less iterations com-
pared to the safe policy is in less use of the Cover-Teammate
action at the beginning of the problem when there is low
probability that the opponent is nearby.

4.3. Robotic Team Tag

This example is a two-robot version of Pineau et al.’s Tag
problem [10]. In Team Tag, two robots are trying to herd and
then capture an opponent that moves with a known stochas-
tic policy in the discrete environment depicted in Figure 3.
Once the opponent is forced into the goal cell, the two
robots must coordinate on a tag action in order to receive
a reward and end the problem.

The state space for this problem is the cross-product of
the two robot positions roboti = {so, ..., s28} and the oppo-
nent position opponent = {so, ..., s28, stagged}. All three
agents start in independently selected random positions and
the game is over when opponent = stagged. Each robot
has five actions, Ai = {North, South,East,West, Tag}.
A shared reward of -1 per robot is imposed for each mo-
tion action, while the Tag action results in a +10 reward if
roboto = robot1 = opponent = s28 and if both robots se-
lect Tag. Otherwise, the Tag action results in a reward of
-10. The position of the two robots is fully observable and
motion actions have deterministic effects. The position of
the opponent is completely unobservable unless the oppo-
nent is in the same cell as a robot. The opponent selects ac-
tions with full knowledge of the positions of the robots and
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Figure 3: The discrete environment used for the tag prob-
lem. The goal cell is indicated by the star.

has a stochastic policy that is biased toward maximizing its
distance to the closest robot.

A fully observable policy was calculated for a team that
could always observe the position of the opponent. This was
done using dynamic programming for an infinite horizon
version of the problem with a discount factor of 0.95. The
Q-values generated for this policy were then used for two
simple heuristics as well as the Bayesian game approxima-
tion. Performance for both this fully observable policy as
well as all approximate solutions are shown in Table 3.

Two common heuristics for partially observable prob-
lems were applied to this environment. In the no communi-
cation case, each robot maintains an individual belief state
based upon its own observations and uses that belief state
to make action selections. In the Most Likely State (MLS)
heuristic, the robot selects the most likely opponent state
and then applies its half of the joint action given by the fully
observable policy. In the QMDP heuristic, the robot imple-
mented its half of the joint action that maximized its ex-
pected reward given its current belief state. In this no com-
munication version of the problem, MLS performs better
than QMDP as it does not exhibit an oscillation in action
selection.

The Bayesian game approximation was also imple-
mented without communication. Each robots’ type was
its observation history with types having probability less
than 0.00025 being pruned. The QMDP value of each ac-
tion was used as its utility.

In a limited communication version of the Team Tag
problem, communication is permitted between robots with
a one-way cost of -1 to the team. For the MLS and QMDP

approximations, a communication act is the transmission of
the current observation of one robot to the other. A rather
simplistic communication policy of always sharing observa-
tions was implemented which results in both robots having
identical belief states at every timestep. This resolves the
coordination problems that arose in the non-communication
versions of these heuristics but at a heavy communication
cost.

In the Bayesian game approximation, a communication
act is the transmission of a robot’s current type to its team-

mate. This type of communication action was chosen be-
cause it allows for the greatest reduction in the size of the
joint type space. One could argue that this type of commu-
nication requires more bandwidth and should be more ex-
pensive than single observation communication. Even if this
were this case, a comparison of the number of communica-
tion acts made by the different algorithms (Table 3 reveals
that the Bayesian game approximation would still achieve a
lower communication cost.

Two different protocols were used to determine com-
munication policies for the Bayesian game approximations.
The policies generated by this approximation are condi-
tioned on type. and therefore each robot knows what it
would do for any possible type it could have, given a dis-
tribution over its teammates’ types. The first communica-
tion protocol used only considers the robots own policy: if
a robot determines that its action choice would be differ-
ent if its teammate knew its exact type than if it did not,
then it informs its teammate of its type (thereby reducing
the number of possible joint types). The second communi-
cation protocol has each robot consider the policies of both
robots; if a robot would do something different if its team-
mate knew its type, or if that teammate would do something
different if it knew the agent’s type, then the agent will com-
municate its type to its teammate.

As can be seen in Table 3, the Bayesian game approxi-
mation performs better than the MLS and QMDP approxi-
mations with the same level of communication.

5. Discussion

There are several frameworks that have been pro-
posed to generalize POMDPs to distributed, multi-agent
systems. games. DEC-POMDP [2], a model of de-
centralized partially observable Markov decision pro-
cesses, and MTDP [11], a Markov team decision problem,
are both examples of these frameworks. They formal-
ize the requirements of an optimal policy; however, as
shown by Bernstein et al., solving decentralized POMDPs
is NEXP-complete [2]. This suggests that locally opti-
mal policies that are computationally efficient to generate
are essential to the success of applying the POSG frame-
work to the real world.

Algorithms that attempt find such solutions include
POIPSG [9] which is a model of partially observable iden-
tical payoff stochastic games in which gradient descent
search is used to find locally optimal policies from a lim-
ited set of policies. Rather than limit the policy space,
Xuan et. al. [14] deal with decentralized POMDPs by re-
stricting the type of partial observability in their system.
Each agent receives only local information about its posi-
tion and so agents never receive overlapping, only comple-
mentary information. The issue in this system then becomes
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Algorithm Avg. Discounted Value Avg. Timesteps Avg. Comm. Acts Task Completion Rate
Fully Observable -8.08 ± 0.11 14.39 ± 0.11 0 100%

Most Likely State w/ no comm -23.44 ± 0.23 49.43 ± 0.65 0 78.10%
QMDP w/ no comm -29.83 ± 0.23 63.82 ± 0.7 0 56.61%
Bayesian w/ no comm -21.23 ± 0.76 43.84 ± 1.97 0 83.30%

Most Likely State w/ full comm -51.65 ± 0.16 35.92 ± 0.47 71.84 ± 0.93 96.01%
QMDP w/ full comm -47.60 ± 0.20 31.07 ± 0.49 62.15 ± 0.97 93.26%

Bayesian w/ if own diff. comm -19.00 ± 0.75 35.98 ± 1.82 1.53 ± 0.09 87.50%
Bayesian w/ if eith diff. comm -18.59 ± 0.65 32.93 ± 1.56 3.93 ± 0.17 92.90%

Table 3: Results for the robotic Team Tag problem, |S| = 25230. 95% confidence intervals are shown with Bayesian results aver-
aged over 1000 trials, and all other results averaged over 10000 trials. Task completion rate is the percentage of trials in which the
opponent was captured within 100 timesteps.

the determination of when global information is neces-
sary to make progress toward the goal, rather than how to
resolve conflicts in beliefs or to augment one’s own be-
lief about the global state.

As discussed in Section 4.1, our dynamic programming
approach to finding solutions for extensive form games is
very similar to the work done by Nair et. al. but with a dif-
ference in policy representation [8]. Our Bayesian game ap-
proximation, however, allows us to extend this approach to
much larger problems. It also allows agents to reason about
the effects of communication without adding communica-
tion acts to the original problem.

The Bayesian game approximation for finding solutions
to POSGs has two main areas for future work. First, the per-
formance of the approximation is limited by the quality of
the heuristic used for the utility function. For example, if the
QMDP heuristic does well in a version of a problem where
agents share all observations, then a solution to the Bayesian
game approximation for that problem with no communica-
tion will also do well. But for problems where a finite look
ahead in uncertainty does not do well, even when agents
share all observations, the performance of policies gener-
ated by the Bayesian game approximation will also be lim-
ited. We will be exploring other types of heuristics such as
using policy values generated by centralized POMDP ver-
sions of the original problem. This would allow our algo-
rithm to consider the effects of uncertainty beyond the im-
mediate action selection.

The second area for future work is in the type space used
by the algorithm. Ideally, we would like to be able to gener-
ate a more compact type space for planning purposes than
the one presented in this paper, similar to using belief states
as a sufficient planning condition rather than observation
and action histories in POMDPs. In order for our algorithm
to work, the type space must be sufficient for agents to re-
cover the same Θt and p(Θt), or we must turn to solution
methods for Bayesian games in which the common prior as-
sumption is not longer valid.
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