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Abstract— We present an method for generating high-quality
plans for a robot arm with many degrees of freedom based
on Learning Dimensional Descent (LDD), a recently-developed
algorithm for planning in high-dimensional spaces based on
machine learning and optimization techniques. Unlike other
approaches used to solve this problem, our method optimizes a
well-defined objective and can be shown to generate optimal
plans, in theory and practice, for a well-defined class of
problems—those that possess low-dimensional cost structure. For
the common case where such structure is only approximately
present, LDD constitutes a powerful iterative optimization
technique that makes non-homotopic path adjustments in each
iteration, while still providing a guarantee of convergence to
a local minimum of the objective. Experiments with a 7-DOF
robot arm show that the method is able to find solutions in
cluttered environments that are of a much higher quality than
can be obtained with sampling-based planners and smoothing.

I. INTRODUCTION

The challenge of motion planning for a robot with many
degrees of freedom has inspired a plethora of interesting
solutions, many of which have become staples of the robotics
research community. In particular, sampling-based planners
([1], [2], [3]) often succeed in producing motion plans
for complex, high-dimensional problems while being very
flexible and relatively simple to implement.

Unfortunately, these desirable qualities come at a cost of
generally low solution quality. This is particularly a concern
in the problem of planning for a high-dimensional robot arm,
which is the subject of the current work. It is often the case
in arm planning, and various other problems, that one is
willing to spend a bit more time to generate a high-quality
plan rather than settle for the first feasible plan returned by
a sampling-based method. Extreme examples might include
planning for manipulators in assembly-line manufacturing,
where the environment changes very little over time; or
planning for an extraterrestrial exploration vehicle, where
long communication delays limit the speed at which the robot
can be issued commands [4].

Accordingly, generating high-quality paths has recently
become a popular research topic. A common avenue of
exploration in this vein is the adaptation of sampling-based
planners to account for cost minimization ([5], [6], [7], [8]).
Other notable work focuses on altering classical deterministic
search techniques to make them more reliable in high-
dimensional spaces ([9], [10]). Still others formulate the
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problem in a continuous setting and apply local optimiza-
tion ([11], [12], [13]).

The approach described here is based on Learning Dimen-
sional Descent (LDD [14]), a recent method developed by the
authors that differs significantly from all of the previously-
described methods in various ways. First, we formulate
the (holonomic) motion planning problem as optimization
in a continuous space, just as gradient-based methods do.
However, we then optimize this problem using iterative
dynamic programming (DP), which allows non-homotopic
adjustments to the path in each iteration. Each iteration
performs DP restricted to a low-dimensional submanifold of
the configuration space, avoiding the curse of dimensionality
associated with naive DP. Finally, these subspaces are iden-
tified by a machine-learning technique in such a way as to
guarantee global optimality of the method for problems with
low-dimensional cost structure. In the general case, LDD is
guaranteed to find at least a local optimum.

For most intents and purposes, LDD supersedes a previous
method known as SLASHDP [15] (also developed by the au-
thors), which similarly learns and exploits low-dimensional
structure, but employs a non-iterative optimization algorithm.
Section II-A details the differences between the two methods.
On the other hand, the method of [16] does not learn such
structure, but does perform the same kind of iterative DP
approach as proposed here. LDD combines these essential
ideas to produce a method with practical and theoretical
performance better than could be achieved via either alone.

LDD is also preceded by recent work in sampling-based
planning that aims to use low-dimensional auxiliary spaces
to somehow guide sampling efforts ([17], [18], [19], [20]),
and even by some work that learns low-dimensional struc-
ture [21]. However, we know of no other work (besides [15])
that attempts to discover this low-dimensional structure in a
cost minimization setting, much less prove that this structure
leads to concrete computational benefits.

We proceed by explaining the basic concepts behind LDD
in more detail in addition to describing why this might be
a reasonable method to apply to the arm planning problem.
Implementation details will then be discussed, followed by
experimental results and conclusions.

II. METHOD

The key result that motivates LDD is that optimal paths
associated with low-dimensional cost functions, lie in low-
dimensional subspaces. Before making this idea precise, we
direct the reader to Fig. 1 to gain an intuitive idea of what
it means. Suppose we are given a cost function—i.e., a



Fig. 1: Shown is an optimal path in three dimensions of
a cost function that varies only in one dimension. The
blue blocks represents high-cost regions, assumed to extend
ad infinitum in directions orthogonal to the cost variation
direction. The optimal path can be shown to lie in a two-
dimensional subspace: the smallest subspace that contains
both the direction of cost variation and both of the endpoints.

function mapping our configuration space to a scalar cost—
and we wish to find a continuous path through configuration
space that minimizes the cost integrated over the path. Fig. 1
illustrates a particular cost function, where high-cost regions
are depicted by blue blocks. If the cost function varies
only in one dimension, we can then show that any optimal
path associated with this cost function, lies in the smallest
subspace that contains both the direction of cost variation
and the endpoints. This idea readily generalizes to vector
spaces of arbitrary dimension.

It is straightforward to see how knowing this subspace in
advance leads to computational benefits—instead of search-
ing over a high-dimensional space for the optimal path, we
can restrict our computation to a low-dimensional subspace.
Fig. 2 shows how this kind of low-dimensional structure
might naturally arise in the context of arm planning. In this
case, we consider a planar arm with just two revolute joints.
We might define a cost function C(x) for this problem as the
inverse distance from the end-effector (located at position x)
to the nearest obstacle. The local linearization of the cost
function depends only on the gradient ∇C(x) of the cost—
i.e., the direction that locally maximizes the rate at which
the end-effector is brought into collision, illustrated as the
red arrow protruding into the obstacle orthogonally at its
surface. Assuming invertibility of the Jacobian dx/dq at this
configuration, we can express this principal cost component
in configuration space by the vector(

a
b

)
:=

dx

dq

−1
∇C(x). (1)

This yields a decomposition of the configuration space into a
subspace on which the cost depends principally (that spanned
by [a b]) and an orthogonal subspace on which the cost does
not depend, under this local approximation.

For arms with more degrees of freedom, we would still
hope to be able to make such arguments to motivate the

Fig. 2: Illustration of how low-dimensional structure might
arise in a simple arm planning problem. Locally, the cost
(obstacle proximity) depends only on a one-dimensional
subspace (spanned by [a b]) of the configuration space
determined by the Jacobian (green arrows) and the cost
gradient (red arrow).

existence of low-dimensional cost structure. Unfortunately,
as Fig. 2 demonstrates, the particular nature of this structure
is dependent both on the geometry of the manipulator and
the environment; therefore, we would not expect to be able
to deduce so easily the low-dimensional structure for an arm
with many degrees of freedom in an arbitrary environment.

This problem motivates LDD’s use of learning to automati-
cally deduce the latent structure underlying a particular prob-
lem, as we will describe shortly. Finally, we note that even
in the extremely simple case of Fig. 2, the low dimensional
structure is only approximate; LDD accounts for this issue by
essentially optimizing just a subset of (learned) coordinates
at a time, progressively cycling through coordinates in order
of decreasing importance.

A. Learning Dimensional Descent

We now summarize the basic points of LDD, referring the
reader to [14] for details.

LDD addresses the problem of optimal, holonomic motion
planning, where we wish to find a continuous path x(t)
(represented as a function mapping time ∈ I to the con-
figuration space ∈ RN ). Our problem can then be stated as
the following optimization problem to find x∗(t) connecting
endpoints xa and xb:

Definition 2.1 (Holonomic optimal motion planning):

J{x(t)} =

∫ 1

0

‖ẋ(t)‖C(x(t))dt (2)

x∗(t) = arg min
x(t)

J{x(t)} (3)

subject to x(0) = xa

x(1) = xb

Here C(x) is the cost function associated with our prob-
lem. The result illustrated previously in Fig. 1 can be then
formalized as follows [14]:



Theorem 2.1: Consider a holonomic motion planning
problem (2.1) with a cost function C(x), and suppose that
there exists an N × d matrix W such that d ≤ N and

C(x) = C(WWTx), ∀x.

Then this problem admits an optimal path x∗(t) and paths
a(t) : I → Rd, s(t) : I → R such that

x∗(t) = Wa(t) + xa + (xb − xa)s(t). (4)
As implied by the previous discussion, W will generally

not be known a-priori. LDD consequently deduces W by
solving the following optimization problem, where each xk is
assumed to be a randomly drawn sample in the configuration
space, and wi denotes the ith column of W :

w1 = arg max
‖u‖=1

∑
k

uT∇C(xk)∇C(xk)Tu. (5)

The solution to this optimization is the eigenvector associated
with the maximum eigenvalue of the matrix of second
moments M of the cost gradient:

M :=
∑
k

∇C(xk)∇C(xk)T . (6)

Subsequent wi are then given by the remaining eigenvalues
of M , in order of descending eigenvalue.

Given the basis W , we might simply search over the low-
dimensional set of paths parameterized by Eq. (4). This is
exactly the approach taken by the SLASHDP algorithm [15].
However, SLASHDP fails to take into account the higher-
dimensional variation of the cost function. LDD remedies
this deficiency by recursively finding a sequence of paths x̄k

and basis matrices W k such that

x̄k+1(t) = arg min
ak(t),s(t)

J{W kak(t) + x̄k(s(t))}. (7)

The W k are submatrices of W chosen by cycling through
the columns of W in blocks. The SLASHDP algorithm is a
special case of LDD for most intents and purposes, in that the
solution produced in the first iteration of LDD is essentially
the same as that produced by the non-iterative SLASHDP.
LDD then progressively improves this solution with guaran-
teed monotonic convergence (in the discretization refinement
limit) to a local minimum of (2). As with SLASHDP, LDD
also finds the global optimum in a single step if the cost
function is exactly low-dimensional (i.e., M has only a few
nonzero eigenvalues), and we choose a large enough initial
basis.

Solving the optimization (7) is a subtle matter that is best
understood by considering the geometry of the problem,
as illustrated in Fig. 3. Each iteration finds the best path
constrained to lie on a low dimensional manifold containing
the previous path. Luckily, this path can be found efficiently
by deforming the surface to Euclidean space, which is easily
accomplished due to the developable nature of this manifold.
Once in Euclidean space, we can apply standard techniques
(i.e., the Fast Marching Method [FMM] [22]) to find the
path. Details are provided in [14].

Fig. 3: Illustration of one step of dimensional descent algo-
rithm. Given initial path x̄k, the next path x̄i+1 is the optimal
path constrained to lie on a manifold obtained by sweeping
x̄k along W k.

B. Application to arm planning

Applying LDD to the arm planning problem, or to any
holonomic motion planning problem, is essentially as simple
as defining an appropriate cost function. We therefore now
discuss our cost function as well as some implementation
details that were found to improve performance.

Our cost function can be thought of as an exponentiated
softmax function on the negative distance of sampled points
along the arm to the nearest obstacles. To elaborate, we first
denote by q ∈ RN the configuration (i.e., joint angles) of an
arm with N degrees of freedom, mapped locally to Cartesian
coordinates by an appropriate chart. We then consider a
number of samples representing the Cartesian coordinates of
points located on the arm, denoting by xk(q) the coordinates
of the kth sample as a function of the configuration q. Letting
d : R3 → R represent the distance of a point to the nearest
obstacle (efficiently computed via the FMM or Euclidean
Distance Transform [EDT]), our cost function can be written

C(q) = 1 +
∑
k

exp(−(d(xk(q))− d0)/ds), (8)

where d0 is a soft minimum distance limit and ds is a scaling
factor that determines the steepness of the cost.

In addition to the cost function, we found the following
implementation details to be important in practice.

1) Collision modeling: In practice, we found that it was
necessary to use separate values of d0 and possibly ds for
each sample to better model the geometry of the arm. Ideally,
each sample should be chosen to maximize distance from
the exterior of the arm, and d0 should consequently be set
to the maximum distance of each sample to the exterior
of the arm, plus a small multiple of ds. This corresponds
to modeling the arm as a set of soft spheres with radii
determined by the values of d0. Although this is not as
accurate as collision modeling with a mesh model, it results
in a cheaply computed cost function and a collision model



accurate enough for comparatively tight passages.
2) Coarse-to-fine planning: A significant benefit of our

method over others is that it trivially admits a coarse-to-
fine implementation by simply evaluating the FMM on a
coarse lattice in early iterations and progressively refining
the lattice in subsequent iterations. We monitor the objective
value at each iteration and increase the refinement by a
fixed factor whenever the objective fails to improve. Note
that LDD’s guarantee of monotonically decreasing objectives
only applies to the continuous limit; in practice, objective
values may increase due to discretization effects. Increasing
the refinement when the objective fails to decrease therefore
helps to ensure convergence as well as provide a high-
resolution final solution with much reduced computational
cost compared to a fixed-resolution approach.

3) Choice of basis dimension: We found that for almost
all the situations we attempted, it was sufficient to optimize
over a two-dimensional surface in each iteration; i.e., it was
sufficient to choose each W k to be a single column of
W . However, more complex scenarios might require opti-
mization steps over higher-dimensional manifolds in some
iterations to escape local minima. This could also be imple-
mented in a similarly coarse-to-fine approach, where early
iterations optimize over higher-dimensional manifolds than
later iterations, though this feature was not implemented.

4) Iteration depth: In practice, some of the learned co-
ordinates have such little effect on the cost function that
optimizing them does not prove worthwhile. We therefore
found it useful to skip these coordinates in favor of spending
more time optimizing more relevant dimensions.

III. EXPERIMENTS

We implemented LDD in a mixture of OCaml and C++
with interfaces to ROS, the open-source Robot Operating
System1. The resulting code is freely available online under
an open-source license2.

LDD was applied specifically to the problem of arm
planning for the Willow Garage PR2 robot. The PR2 is
designed primarily for mobile manipulation tasks, and is
equipped with a variety of sensors and two arms, each of
which has seven DOF in addition to a one-DOF gripper.
Our experiments consisted of planning for the seven-DOF
arm in two scenarios featuring cluttered environments: one
in which the gripper was placed in a small window and
made to plan a path to another window, and another in
which the arm was made to move between two highly-
constrained configurations in the midst of pole-like obstacles.
LDD was compared to SBL [3] (a bidirectional sampling-
based planner with lazy collision checking), using the open-
source OMPL [23] implementation of the latter. Since SBL
itself attempts no optimization, like most sampling-based
planners, we smoothed the output of SBL using a standard
trajectory filter package found in ROS, which employs a
combination of cubic splines and shortcuts.

1http://www.ros.org
2Package penn-ros-pkgs/ldd plan, available at https://
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Fig. 4: Setup of windows experiment. Scale of windows and
approximate cross-sections of end-effector at start and goal
locations are shown.

Our objective was mainly to compare the consistency and
quality of the solutions obtained with both methods. We
used measured arc length of the seven-dimensional joint
trajectories as a primary metric in order to compare the
quality of the solutions. In the limit of infinitesimal ds and d0
set appropriately, LDD can be made to essentially optimize
arc length; we therefore set these parameters aggressively in
order to obtain as close an approximation to arc length min-
imization as possible, although we were ultimately limited
in our ability to do so both by our relatively crude collision
modeling and numerical issues that arise in this limit. We
also note that both methods are randomized, as LDD relies
on a sampling-based method to estimate the W matrix, and
this was re-learned from a blank slate for each trial.

Details of the windows experimental setup are shown in
Fig. 4. The gripper is roughly 11 cm in width, while both
the start and goal configurations were inside windows with a
smallest measured side length of 19 cm. For all experiments,
the robot’s own laser scanner was used to provide an obstacle
voxel grid with a resolution of 2 cm.

Some qualitative results of the windows experiment are
shown in Fig. 5. Although differences between the results of
the different methods were sometimes not obviously visible
in real-time, analysis of videos taken during the experiment
revealed several cases where the smoothed SBL trajectory
was inefficient in obvious ways. In one case, the arm was
observed to move to first back away to the left before
proceeding to the goal on the right. In another case, the
wrist needlessly rotated the gripper. By contrast, we never
observed a trajectory generated by LDD that could be im-
proved in an obvious way. Furthermore, the LDD trajectories
were nearly indistinguishable between trials, indicating that
the W matrix had been learned well.

Qualitative results for the poles experiment are depicted
in Fig. 6. The observed differences here were often more
dramatic and very obvious in real-time. In particular, the



Fig. 5: Stills from accompanying video showing extraneous
motions remaining in sampling-based planner’s trajectory
post-smoothing.

smoothed SBL trajectory occasionally took the arm on a
circuitous route around and over the pole on the left. The
LDD trajectories by comparison were again always very
direct and again basically indistinguishable across trials.

Quantitative analysis of the experimental data corroborated
these observations, as shown in Fig. 7 (see caption for
detailed interpretation). Visualizing the joint trajectories bore
out our observation that the LDD trajectories were usually
nearly identical across trials. Smoothing the LDD trajectories
also provided fairly little benefit in terms of decreasing arc
length (vertical axis), indicating that these solutions were
probably nearly optimal to begin with. As expected, the SBL
trajectories were long and inconsistent across trials before
smoothing. Smoothing these sometimes helped dramatically,
but results were generally unpredictable. In both experiments,
the unsmoothed LDD output almost always surpassed even
the smoothed output of SBL. Finally, the consistency of SBL
between trials was not obviously improved by smoothing.

For a number of reasons, we feel that a direct comparison
of observed computation times would not be fair at this
point, but to give a rough idea, SBL plus smoothing usually
terminated in a few seconds, while LDD plus smoothing
usually terminated in 12-20 seconds, with the majority of the
time being spent in the DP iterations. The planning times of
LDD were entirely dependent on how many iterations we
allowed it to run, resolution parameters, number of samples
drawn in the learning phase, and other details. We set these
parameters to produce reliable, high-quality results for the
given experiments. However, we informally noted that LDD
could also be tuned to terminate in roughly 1-3 seconds to
find plans for relatively simple problems, and even some
slightly more challenging ones. In the future, we hope to
parallelize the cost computation and learning steps, which
together account for most of the planning time, in addition
to making many other optimizations.

IV. CONCLUSIONS

We have demonstrated empirically that LDD finds high-
quality plans for a robot arm operating in cluttered environ-
ments. The solutions obtained thus were of a significantly
higher quality and much more consistent than those obtained
using the common method of finding a feasible path with a
sampling-based planner followed by post-smoothing.

This provides important experimental validation of the
concept that learning and exploiting low-dimensional struc-
ture is a promising avenue for further research as well as
a practical method for solving difficult planning problems
today. We therefore hope to refine our method and imple-
mentation in the near future in order to show the value of
this paradigm in increasingly challenging planning scenarios.

REFERENCES

[1] J. Kuffner and S. LaValle, “RRT-connect: An efficient approach to
single-query path planning,” in ICRA, 2000.

[2] L. Kavraki, P. Svestka, J.-C. Latombe, and M. Overmars, “Probabilistic
roadmaps for path planning in high-dimensional configuration spaces,”
IEEE Transactions on Robotics and Automation, 1996.

[3] G. Sánchez and J.-C. Latombe, “A single-query bi-directional proba-
bilistic roadmap planner with lazy collision checking,” in Proceedings
International Symposium on Robotics Research, 2001.

[4] E. Tunstel, M. Maimone, A. Trebi-Ollennu, J. Yen, R. Petras, and
R. Willson, “Mars exploration rover mobility and robotic arm oper-
ational performance,” in Systems, Man and Cybernetics, 2005 IEEE
International Conference on, vol. 2, 2005, pp. 1807 – 1814 Vol. 2.

[5] S. Karaman and E. Frazzoli, “Incremental sampling-based algorithms
for optimal motion planning,” in RSS, Zaragoza, Spain, June 2010.

[6] D. Ferguson and A. Stentz, “Anytime RRTs,” in IROS. IEEE, 2006.
[7] R. Diankov and J. Kuffner, “Randomized statistical path planning,” in

IROS. IEEE, 2007, pp. 1–6.
[8] D. Berenson, T. Simeon, and S. Srinivasa, “Addressing cost-space

chasms for manipulation planning,” in ICRA, 2011.
[9] M. Likhachev, G. Gordon, and S. Thrun, “ARA*: Anytime A* with

provable bounds on sub-optimality,” in NIPS, 2004.
[10] M. Likhachev and A. Stentz, “R* search,” in AAAI, 2008.
[11] J. Morimoto, G. Zeglin, and C. Atkeson, “Minimax differential dy-

namic programming: application to a biped walking robot,” in IROS,
2003.

[12] S. Quinlan and O. Khatib, “Elastic bands: Connecting path planning
and control,” in ICRA, 1993, pp. 802–807.

[13] N. Ratliff, M. Zucker, J. Bagnell, and S. Srinivasa, “CHOMP: Gradient
optimization techniques for efficient motion planning,” in ICRA, 2009.

[14] P. Vernaza and D. D. Lee, “Learning dimensional descent for optimal
motion planning in high-dimensional spaces,” in Twenty-Fifth AAAI
Conference on Artificial Intelligence, 2011.

[15] ——, “Efficient dynamic programming for high-dimensional, optimal
motion planning by spectral learning of approximate value function
symmetries,” in ICRA, 2011.

[16] J. Barraquand and P. Ferbach, “Path planning through variational
dynamic programming,” in IEEE International Conference on Robotics
and Automation. IEEE, 1994, pp. 1839–1846.

[17] A. Shkolnik and R. Tedrake, “Path planning in 1000+ dimensions
using a task-space Voronoi bias,” in ICRA, 2009.

[18] R. Diankov, N. Ratliff, D. Ferguson, S. Srinivasa, and J. Kuffner,
“Bispace planning: Concurrent multi-space exploration,” RSS, 2008.

[19] D. Berenson, S. Srinivasa, D. Ferguson, A. Collet, and J. Kuffner,
“Manipulation planning with workspace goal regions,” in ICRA, 2009.

[20] I. A. Sucan and L. E. Kavraki, “Kinodynamic motion planning by
interior-exterior cell exploration,” in WAFR, 2008.

[21] S. Dalibard and J. P. Laumond, “Control of probabilistic diffusion in
motion planning,” Algorithmic Foundation of Robotics VIII, 2009.

[22] J. A. Sethian, “A fast marching level set method for monotonically
advancing fronts,” PNAS, vol. 93, no. 4, pp. 1591–1595, 1996.

[23] “The Open Motion Planning Library (OMPL),” 2010. [Online].
Available: http://ompl.kavrakilab.org



SBL

LDD

Fig. 6: Video stills from poles experiment comparing worst-case performance of LDD and SBL (both with smoothing).
End-effector is highlighted in intermediate frames. SBL path takes a long detour behind and over the pole on the left,
whereas LDD takes a much more direct path.
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(b) Poles experiment

Fig. 7: Experimental comparison of repeatability and quality of trajectories obtained with LDD and SBL, with and without
post-smoothing, for each of two scenarios. Each plot shows 35 joint angle trajectories: one for each matching of seven joints
and five trials. Trajectories are plotted with (offset-normalized) joint angle on the horizontal axis and arc length (i.e., time)
on the vertical axis. A thick horizontal line is plotted to mark the arc length at the end of each seven-dimensional trajectory.
SBL produces trajectories that are generally long and highly variable across trials. Although smoothing helps to narrow the
gap somewhat, LDD produces trajectories that are much more smooth and consistent across trials. Post-smoothing has little
effect on the LDD trajectories, presumably because they are nearly optimal in the first place.


