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ABSTRACT

Extreme teams, large-scale agent teams operating in dgreawi-
ronments, are on the horizon. Such environments are praliem
for current task allocation algorithms due to the lack ofldg in
agent interactions. We propose a novel distributed tasication
algorithm for extreme teams, called LA-DCOP, that incogtes
three key ideas. First, LA-DCOP's task allocation is basadao
dynamically computedninimum capability thresholdvhich uses
approximate knowledge of overall task load. Second, LA-IFCO
uses tokens to represent tasks and further minimize conmauni
tion. Third, it createpotential tokengo deal with inter-task con-
straints of simultaneous execution. We show that LA-DCOR co
vincingly outperforms competing distributed task allécatalgo-
rithms while using orders of magnitude fewer messagesyaitpa
dramatic scale-up in extreme teams, upto a fully distrithpeoxy-
based team of 200 agents. Varying threshold are seen as a key t
outperforming competing distributed algorithms in the d@mof
simulated disaster rescue.

Categories and Subject Descriptors

1.2.8 [Arti cial Intelligence ]: Distributed Arti cial Intelligence—
Multiagent Systems

General Terms
Algorithms
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Task Allocation, Distributed Constraint Optimization

1. INTRODUCTION

Distributed task allocation is a fundamental researchehgé in
multiagent systems, with recent results reporting sigantprogress
in task allocation in teams[13, 7, 22, 19, 9]. However, a isigmt
large class of practical applications — that we eaitreme teams
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— has emerged, imposing new requirements for task allatatio
teams. Extreme teams include mobile sensor or UAV teams|6],
robot teams for Mars colonies[5], disaster rescue scenawell
as large-scale future integrated manufacturing and sexvigani-
zations (e.g., hospitals)[15]. Extreme teams require tezm-
bers, each with limited resources, to act in real-time dyinan-
vironments. More importantly, team members possess @rg
functionality, but differing capabilities to perform déffent tasks.
For instance, in disaster rescue simulations, differeat ghters
and paramedics comprise an extreme team; and while re ighte
and paramedics have overlapping functionality to rescuéasis,
for a speci c rescue task, one set of paramedics may havetehig
due to their speci ¢ training and current context.

The problem of task allocation in teams is one of optimally as
signing tasks in a team plan to agents to maximize overathtea
utility[12, 22]. Extreme teams emphasize four key conatsabn
task allocation: (i) domain dynamics may cause tasks toapge
disappear; (ii) agents may perform multiple tasks withisotace
limits; (iii) many agents have overlapping functionalitygerform
each task, but with differing levels of capability; and (imjer-task
constraints (such as simultaneous execution requireinerap be
present. This task allocation challenge in extreme teanfisbei
referred to as E-GAP, as it subsumes the generalized assignm
problem (GAP), which is NP-complete[21].

The rst two constraints in E-GAP above (dynamics and mul-
tiple tasks) make approximations necessary, since it ieedly
dif cult to obtain optimal solutions in a timely fashion. Ehre-
maining two constraints emphasileek of localityin agent inter-
actions, e.g., due to overlapping agent functionality, Seigning
a speci c task, an agent must potentially consider all otgents
(and not a small subset). However, in practical extreme tédam
mains agents will frequently possess reasonable estimétimw
overall team capabilities or the situation. For example, ghter
team members may know the number of re trucks to an order of
magnitude, and have (only) a probability distribution oa tbca-
tions of res. This imperfect team knowledge is a key propert
extreme teams, and provides a valuable way to restrict thelse
space to good (if suboptimal) solutions.

This paper builds on Distributed Constraint Optimizatib€OP)[11,
4] for task allocation, as DCOP offers the key advantagesisf d
tributedness, presence of fast/approximate algorithnasaarich
representational language which can consider costtiegitf tasks.
Despite these advantages, previous DCOP approaches tallask
cation suffer from three key weaknesses. First, DCOP alyos
are unable to use imperfect team knowledge to ef ciently afid
fectively allocate tasks. Second, constraints exist betveay team



members with overlapping functionality, resulting in dereon-
straint graphs that dramatically increase communicatignmDCOP
algorithms; even approximate DCOP algorithms. Third, DGOP
gorithms handle interdependencies between tasks (sueljaise-
ments of simultaneous execution) very inef ciently, asshare, in
effect, non-binary constraints.

We propose a novel DCOP algorithm called LA-DCOP (Low-
communication Approximate DCOP) to meet the requiremehts o
E-GAP. LA-DCOP uses a representation where agents ardlesia
that can take on values from a common pool, i.e., the poolsista
to be assigned. The mechanism for allocating tasks to agaotgp-
sulates three novel ideas. First, LA-DCOP improves ef cigby
not solving for an exact optimal reward; instead, it focusesnax-
imizing the team's expected total reward, given availabiebp-
bilistic information, by computing a minimum capabilityreshold
for each task. This threshold is dynamically computed ateted

based on dynamic knowledge of the team and task environment.
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While GAP captures many aspects of task allocation, its sim-
plistic relationship between capability and reward dodscapture
interdependencies between tasks. Also, the soldtionrresponds
to a single static allocation, and thus is not suited for dyicado-
mains. We tackle both shortcomings next by extending GAP.

Extended GAP

Coordination constraintg, , are interdependencies between tasks.

Second tokenbased access to values reduces the communication FOr example, inaAND  constraint, the team only receives reward

overhead due to constraint graph denseness by allowingsitane
agent to perform each task at any given time. Third, to de#i wi
groups of interdependent tasks, we introduce the idea ofvalh
values to be represented bptential tokens By accepting a po-
tential token, an agent con rms that it will perform the taskce
the interdependencies have been worked out. In the mearttime
agent can perform other tasks.

We have extensively, empirically evaluated the LA-DCOP al-
gorithm using a mixture of high and low delity simulation €n
vironments. Experiments on a simpli ed testbed illustriatgr key
points. First, the key features of the algorithm, includthgesh-
olds and potential tokens, signi cantly improve its perfance.
Second, when compared to other approximate DCOP algorjthms
LA-DCOP nds better task allocations, while using up to six o
ders of magnitude fewer messages. Third, we illustrate tthet
algorithm performs well on two realistic domains, by embaddt
in teamwork proxies. LA-DCOP has allowed a dramatic scale up
in feasible task allocation for proxy teams, from 20 ageat2a0
agents. We also illustrate effective task allocation inrgdascale
disaster rescue application and illustrate LA-DCOP sigantly
outperforming its competitors.

2. PROBLEM STATEMENT

A static task allocation problem is an example of a GAP instan
with a set

team membee 2 E has a capability to perform each tagk2
and a limited amount of resources with which to perform alitef
tasks. Capability re ects the quality of the output or theeg of
task performance or other factors affecting output, and risea-
surement of the reward the team receives for the agent parfgra
task. Mathematically, the capability ef to perform ; is given by:
Cap(e; j) ! [0;1];if Cap(ei; j) > 0, we say thag; is func-
tional for . In extreme team<Cap(e; ;) > 0 for a signi cant
proportion (or even allg for each ;j, to model overlapping func-
tionality. We assume that each agent has a single type afimeso
with which to perform tasks, and denote the amount of resmurc
available toe; by e :res; e must spendRes(e; ;) to perform ;.

Following convention, we de ne an allocation matx, where
a; is the value of théth row andj th column given by

1 if & is performing ;

a = :
! 0 otherwise

The goal in GAP is to ndA that maximizes team reward:

for each task if all the constrained tasks are simultangoest-
cuted. AnAND constrained set of tasks can be used to represent a
task that requires multiple agents to successfully perf@auch as
extinguishing a large re). More complex coordination ctramts
such asXOR or XOR -K may specify that exactly one or ex-
actly K of the constrained tasks be simultaneously performed, or
else the team suffers a penalty. We explicitly focusA®hD con-
straints here, but the formalization can be extended taetbdser
constraint types as well.

kth set of AND constrained tasks. The number of tasks inthat
are being performed is the)le X
Xk = Qik
€ 2E Kj 2
Lettingvj = Cap(e; j) aj , we then have that the value @f
performing ; giveSnI is

EVij if8 x 2/, j2 k
Vale; ji/)= v 119 2/ with |2 " xi=] (]
0 otherwise

where the rst case is the reward for unconstrained taskstlaad
last two are for constrained tasks.
To introduce the dynamics of extreme teams into GAP, we index
,E, Cap, Res, / andV al by time. The most important conse-
guence of this is that we no longer seek a single allocaiprather
we need a sequence of allocatioAs, , one for each discrete time
step. A delay cost functiol)C * J-‘), captures the cost of not per-
forming J‘ at timet. Thus, the objective of the E-GAP problem is
to maximize:

(A" )= (Val'(el; /1) aj)
t el2Et j‘z t
X X t t t
(1 a;) DC(j)
tot2 0t el2Et
such that X
8t; 8¢ 2 E'; Res'(el; [) a €res
2 !
and
88,2 a; 1
el 2E!

Thus, extreme teams must allocate tasks rapidly to accwerds,
or else incur delay costs at each time step.



3. LA-DCOP

LA-DCOP is a DCOP algorithm that attempts to solve E-GAP
in an approximate fashion, since high delay costs and dymami
changes in costs precludes an optimal response.
framework, each agent is provided with a variable to whighust
assign values[4, 23, 11] which correspond to tasks the agint
perform. Since agents can execute multiple tasks at once, va
ables can take on multiple values simultaneously, as inrgrayti-
coloring. LA-DCOP exploits key properties of extreme tedhrat
arise due to their large scale and similar agent functignalihe
task allocation algorithms run by each agent is shown in Allgms
land?2

A central requirement of E-GAP is that at most one team mem-
ber performs each task, or, in DCOP terms, the same valud is no
assigned to two distinct variables. Thus, there is a "neaécgcon-
straint between every agent with functionality for the saask,
which results in dense graphs due to the overlapping fumatio
ity of extreme team members. Dense graphs are problematic fo
DCOP algorithms[11, 4] because of the large amount of connmun
cation required to remove con icts. To avoid this commultiiza,
we create @okenfor each value. The holder of a token has the ex-
clusive right to assign the corresponding value to its \deiaand
must either do so or pass the token to a teammate. In this way,
con icts cannot occur and so communication is reduced.

Given the token-based access to values, the decision fagtre
becomes whether to assign to its variable values represbytto-
kens it currently has or to pass the tokens on. First, a teambee
must decide whether it is in the best interests of the teaitfoas-
sign the value represented by a token to its variable (Alqng,8).
Algorithms like DSA and DBA[23] attempt hill-climbing at eh
step by enabling an agent to change its value to enable maximu
gain to the team, given knowledge of neighboring agents. é¥ew
communication of neighboring agents' values is expensieet{on
5 provides detailed experimental results). Instead, LAAGBRQIses
a thresholdon the minimum capability an agent must have in or-
der to assign the value. This threshold is attached to thentok
If the agent computes that its own capability is less thamtire
imum threshold, it passes it randomly to a teammate. (Todavoi
agents passing tokens back and forth, each token maintarist
of agents it has visited; if all agents have been visitedtdken can
revisit agents, but only after a small delay.) In this way-DEOP
performs a search for a local maximum similar to DBA and DSA,
but without additional communication beyond passing tHeto
the threshold guides the tokens towards agents with higipedisl-
ities to perform them.

The burden of nding a good allocation thus rests with comput
ing good thresholds. Computing thresholds that maximipeeted
utility is a key part of this algorithm and is described in @t
4. The threshold is calculated once (Alg 1, line 7), when skt
arises due to team plan instantiation. A token's threshuoddefore
re ects the state of the world when it was created. As the @vorl
changes, agents will be able to respond by changing thehibices
for newly-created tokens. This allows the team great dkipin
dealing with dynamics by always seeking to maximize exjkcte
utility based on the most current information available.

Once the threshold is satis ed, the agent must check whétieer
value can be assigned while respecting its local resourtsti@nts
(Alg. 1, line 15). If the value cannot be assigned within theaurce
constraints of the team member, it must choose a value(gjeotr
and pass on to other teammates in the form of a token(s) (Alg. 1
lines 20 and 22). The agent chooses the set of values that maxi
mize the sum of its capabilities for those values, while eesipg
its resource constraints (performed in th@ MCAP function, Alg.

In the DCOP

1, line 16), and so acts in a locally optimal manner.

Algorithm 1: VarMonitor
L Vv ; PV
while true
msg  getMsg()
if msg is token
token msg
if token:threshold = NULL
token:threshold CALCTHRESHOLD(token)
if token:threshold < Cap (token:value)
if token:potential

(20) PV PV [ token:value
(11) SENDMsG(token:owner |, “retained”)
(12) else
(23) V V[ token:value
(15) if P v2y Resources(v) agentresources
(16) out V. MAaAxCapr(V)
a7) foreachv 2 out
(18) if vipotential
(29) SENDMSG(pv:owner , “release”)
(20) PrssON(new tokeny, potential))
(21) else
(22) PrnssON(new tokeny))
(23) V. V out
(25) else
(26) PAssSON(token) /* threshold< Cap */
(27)  elseifmsg is “lockva "
(28) ifv2 PV
(29) PV PV v
(30) V. V][v
(31) else
32) 8a 2 a SENDMSsG(a, “released”)
(33) elseifmsg is “releasev”
(34) PV PV v
AND Constrained Tasks

In addition to dynamics, E-GAP presented the dif culty of-co
ordination constraints between tasks. When thereA® con-
straints between tasks there is the potentiatitadlockr, at best,
severe inef ciencies. To avoid such problems we introdinecidea
of potential values A second algorithm, shown in Algorithm 2,
runs alongside Algorithm 1 and works as follows. The tokears f
alltasks inarAND constrained set are given to one team member.
For each of the tokens the team member sends out a small number
of potential tokengAlg. 2, line 3). The potential tokens work in
exactly the same way as “hormal” tokens except that whenra tea
member accepts a potential token it agrees to accept thedapsk
resented by the token (Alg. 1, line 1@nly if a potential token
for each of the other real tokens is accepted by another ageht
may perform other tasks in the meantime. Thus, LA-DCOP alow
agents to continue working on individual tasks while subrteare
formed for constrained tasks. This parallelism is not améd to
other DCOP algorithms and is a major advantage of LA-DCOP.

When the team member holding the real tokens is informed that
at least one potential token for each real token has beemptacte
by a team member focksthe group. Locking is done by selecting
the holder of one potential token for each real token andiegnd
them the real token (Alg. 2, line 15). A list of agents acoagpti
the other real tokens is also sent. Note that this mechanisrdg
against deadlocks: if an agemsends a “Release” message rstand
then receives a “Lock” messagejs now responsible for sending
messages to other receivers of the “Lock” message to alsasel
(Alg. 1, line 32). Holders of potential tokens that are ngtlaeed
with real tokens are also released (Alg. 2, line 19).



Algorithm 2: ANDMonitor

(1) foreachv2 V
2) for 1to No. Potential Values
3) PassON(new tokeny,potential))

/* Wait to accept potential tokens */

(6) while ,y jRetained [v]j =0

(M msg  getMsg()

(8) if msg is “retainedv”

9) Retained [v]  Retained [v][ msg:sender
(20) else ifmsg is “releasev”

(11) Retained [v] Retained [v] msg:sender
(13) /* Send real tokens */

(14) foreachv 2 V

(15) a = 8a2 Retained [v] Cap(a ;v) > Cap (a;v)
(16) foreacha 2 a

a7) SENDMsG(a, f “lock v, a g)

(18) foreacha 2 Retained [v] a

(29) SENDMSG(a, “releasev”)

(21) /> Watch out for agent releasing after lock */

(22) while true

(23) msg  getMsg()

(24) if msg is “releasev”

(25) Retained [v] Retained [v] msg:sender
(26) goto 6

Observe that a similar approach would be suf cient for other
constraints such @8OR K. Instead of waiting for all agents
to respond, a lock could be issued as soon as potential td&ens
the rst K tasks are accepted, and any agents not part of thetb
group could be released. The exibility to deal with muleglypes
of constraints demonstrates the generality of the potentian ap-
proach.

4. CALCULATING THRESHOLDS

In this section, we present a model which allows calculatibn
themaximum expected utility (MEU) threshdta one simple class
of problems. This type of calculation can be done by a team-mem
ber to determine the best threshold for a newly-createdntoae
described in the previous section. Our calculation is basethe
expected utilitEU ) to the team of using that threshold. Speci -
cally, we calculate an expectation of which tasks will becexed
and the capability of the agents that will be executing thas&s
when the algorithm settles into a steady state. Abstrastycan
write the EU of using a particular threshold, as:

EU(T) = E(# tasksexecutedjT)
E (capability of capable agentT)
= E(# capable agentgT)

E (# tasks per capable ageniT)

E (capability of capable agentT)

where a capable agent has at least one capability abovertsinth
old. Notice that since we are using expectations for eaaleydhe
result is an expectation of the utility to the team, not a {se=cal-
culation of the utility it will receive. While the above edian is
the most general, calculating the values of the the termsgfeci ¢
teams is non-trivial. Below we look at class of models thatece
a wide range of extreme team domains.

We assume thatlasseof tasks require the same capability and
that there aré/ tasks,N agents and& classes of task%( tasks
of each class). Each agent has a capability for a class of thek
sen from a uniform, random distribution ovg; 1]. An agent's

capability to perform one type of task is independent of kit
to perform any other type.

We also assume that each agent has one normalized unit of re-
sources (i.e8e; erres= 1). Tasks within a class require different
amounts of resources. Speci cally, we discretize the resmue-
quirements of taskstd<r i <r,<:::<r ¢ 1andsaythata
proportionp; of the tasks requires an amounof resources. To ex-
ecute all tasks requiring a speci ¢ amount of resourgerequires
number of agentdl;, = pi ri M (which is an approximation
ofbrtc Nr =p M)

Due to the independence and uniformity of the capabilityridis
butions, we can writ& (# capableagent§T)=(1 TX) N =
Nt . Due to the independence between capability distributidns
all tasks cannot be performed, a good approximation of thledst
utility is received when the tasks requiring the most resesirare
not performed. Thus we can write a calculation based onissig
tasks requiring least resources rst, as shown in Eqn. lethe
uniform capability distribution, the capability of an ag@erform-
ing a task will be.™. Hence, substituting fdd+ andN,, , we get
the equation for EU given T shown in Egn. 2. Since this is a con-
tinuous, piecewise function, if we take the maximum of eddhe
pieces, we see that the maximum of these is the maximum of the
overall function. We can readily determine the maximizirajue
of T on each of the pieces via linear time numeric methods, and so
nd the maximizing value forT . In the next section, we show that
the MEU threshold determined via this approach yields a réwa
that is very close to the experimentally determined maximum

5. EXPERIMENTS AND RESULTS

We have tested LA-DCOP extensively in three environments.
The rst is an abstract simulator that allows us to run many ex
periments with very large numbers of agents[14]. We sinaubat
different classes of task. Each of the agents had randorsigraed
capabilities uniformly drawn from zero to one for each of tike
ferent classes of task. For each time step that the agenhbas t
task and has the resources to execute it, the team receives a r
ward equal to the agent's capability. The team aims to maemi
the sum of total reward over the length of the simulation. Mes
sage passing is simulated as perfect (lossless) commiamidat
a fully connected network. During each simulation stepheae
ken was allowed to move from one agent to another only once. As
the simulation progresses, new tasks arise spontaneondlyha
corresponding tokens are distributed randomly. The nelkstap-
pear at the same rate that old tasks disappear, thus keépitotal
number of tasks constant. This allows a single, xed thrégior
all tasks to be used throughout the experiment. Each datd ipoi
the Figures below represents the average from 20 runs. éNibtat
the experiments below are based on this speci ¢ setup ofithe s
ulation. However, a large number of additional experimenits
other con gurations were performed, e.g., more differdasses of
task or different distributions of capabilities, and whitere were
some differences, the results below are representatileatsults
achieved.

The rst set of experiments tested LA-DCOP against three-com
petitors. The rst is DSA, which is shown to outperform other
approximate DCOP algorithms in a range of settings [11, 4; w
choose optimal parameters for DSA [23]. As a baseline we also
compare against a centralized algorithm that uses a “gtezsly
signment[3]. Results are shown for LA-DCOP using two differ
ent thresholds, T=0.0, i.e., keep a token if functional aageh
available resources, and T=0.5 which was determined toggeel
performance for these con gurations. Figure 1(a) showsréte
ative performance of each algorithm as the number of agents i
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Eqn 2: Calculation of the expected utility of a particular threlh T .

increased. The experiment used 2000 tasks over 1000 tirpg. ste
The y-axis shows the total reward, while the x-axis showstha-

ber of agents. Not surprisingly, the centralized algorienforms
best. LA-DCOP performs signi cantly better with a thresthaf

0.5 than with no threshold. LA-DCOP with either thresholatist
tically outperforms DSA (with probability greater than 9%, as
determined by a t-test).

The real key to the comparison, however, is the amount of com-

munication used, as shown in Figure 1(b). Notice that thgiy-a 000000
a logarithmic scale; thus LA-DCOP uses approximately fodecs 1800000
of magnitude fewer messages than the greedy algorithm amal-si 1600000
ders of magnitude fewer messages than DSA. LA-DCOP performs o 400000
better than DSA despite using only a tiny fraction of the nemtf By
messages and only marginally worse than a centralized agipro S 800000 |
despite using far less communication. We can also see aoffade ¥ 600000 |
in the volume of messages that LA-DCOP uses compared to its 400000 1 -4 LA-DCOP, T=0.5
reward; with no thresholds, LA-DCOP uses fewer messages tha 200002 —&~ LA-DCOP, T=0.0
with a threshold of 0.5, at the cost of reduced reward. 500 1000 1500 2000 2500 3000 3500 4000 4500 5000

To validate the calculation of MEU threshold, Figure 2a show Number of agents
the reward found experimentally versus the expected reasodl- (a)
culated via the theory when the ratio of tasks to agents|¢he)
is 1. The data points have a correlation coef cient of 0.9678e
close match of the theory and experimental results illtessréhat Loee -
we can rely on mathematical analysis to approximate MEUsthre  LOE+09 |
olds. % 1.0E+08 1

Figure 2b shows the reward obtained using different thigsho 3 1352;
over experiments with loads of 0.2, 0.5, and 2.0, averaged 20 g LOE+05
runs each. Such load variance models expected dynamicsevent B 10E+04 v \Hf,._._._._.ﬂ_.ﬂ
in extreme team domains, e.g., the spread of res causingkan e § ig;gg Tl o™
plosion in disaster rescue. As load is increased, the thléshat 1.0E+01 Wzt:gg‘;;ljg:g
yields maximal reward decreases. However, no single xeest- LOE#00 =

. .. 500 1000 1500 2000 2500 3000 3500 4000 4500 5000

old is able to maximize reward under all three loads. The b, Number of agents

labeled DC, shows the reward obtained using the MEU threshol
for each load (as calculated by Equation 2), as is done in IGOP. (0
The gure clearly shows that the LA-DCOP approach of dynami-
cally computing thresholds outperforms xed, static thralsls un-

der varying load.

Even when load does not change dynamically in an extreme team
domain, tasks will often turn over at a rapid rate. In Figuae\Be
show that LA-DCOP performs well even when this change is very
rapid. The four lines represent different rates of changty @01
meaning that every time step (i.e., the time it takes to sevechees-
sage) 1% of all tasks are replaced with tasks potentiallyiragy
a different capability. The x-axis measures the probabiliait an
agent is functional in type of task. When this value is 50%hwi
1% dynamics, LA-DCOP loses 10% of reward/agent on average,

Figure 1: (a) comparing the reward versus the number of agents. (b)
the number of messages sent versus the number of agents
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threshold (b) the number of targets hit by UAVs versus threslold.

but when more agents are likely to be functional, the losstdue
even high dynamics is within 10% reward/agent.

Finally, Figure 3b shows the utility of potential tokens whe
groups of tasks are AND constrained. In the gure, 60% of all
tasks (900 tasks) are AND constrained into groups of ve sask
Unless a functional agent is assigned to each task in thepgtoe
team receives no reward. It is clear that potential tokefs $iace
the lowest output is received without the potential tokdabgled
“None”). Moreover, allowing agents to have up to ve potettio-
kens (labeled “Retain 5”) leads to better performance thlawing
them to have only one potential token (labeled “Retain 1He €f-
fect is most pronounced when about 40% of agents are furadtion
because this is the case when most deadlocks and idlenass occ
otherwise.

In our second set of experiments, we used 200 LA-DCOP en-
hanced versions of Machinetta proxies[19], distributedravnet-
work, executing plans in two simple simulation environnsefithe
proxies execute sophisticated teamwork algorithms asasgdlA-
DCOP and thus provide a realistic test of LA-DCOP. The rstien
ronment is a version of a disaster response domain whereucks
must ght res. Capability in this case is the distance of tieck
fromthe re, since this affects the time until the re is emjuished.
Hence, in this case, the threshold corresponds to the maxidis+
tance the truck will travel to a re. Figure 5(a) shows the rhenof
res extinguished by the team versus threshold. Increagingsh-
olds initially improves the number of res extinguished,thoo
high a threshold results in a lack of trucks accepting tasksa
decrease in performance. In the second domain, 200 sirdulate
manned aerial vehicles (UAVs) explore a battle space, anty
targets of interest. While in this domain LA-DCOP effectjval-
locates tasks across a large team, thresholds are of notbdre
key point of these experiments is to show that LA-DCOP carkwor
effectively, in a fully distributed environment with restic domains
and large teams.

RoboCup Rescue Experiments

We also tested our approach in the RoboCup Rescue environ-
ment [8]. RoboCup Rescue provides an ideal, realistiatgsfiound



for LA-DCOP in allocating roles to an extreme team comprieéd
re engines. Our experimental setting features 10 re gtgend
18 ignition points. We considered different distributimfsagents
and res, testing our approach in situations where res dustered
in one, three, and four regions of the map (Clusters-1, €tas?,
and Clusters-4, respectively). Figure 5 shows the RoboGagz e
simulator with three clusters of res.

Figure 5: RoboCup Rescue environment with three clusters of
res

In previous work, researchers have documented the failtire o
auction based algorithms for role allocation in RoboCupd@efL 2],
due to the high communication requirements. To test whetAer
DCOP can allocate roles within the communication and timre li
itations of RoboCup Rescue, we compared against a shoitest d
tance based strategy, which exploits domain charactesiatid is
similar to that used by top-performing RoboCup Rescue teams
Agents' capabilities are computed considering whetherathent
is blocked or not and its current distance from the re. Besmthe
number and strength of res varies with time, we also comgare
against LA-DCOP run with xed thresholds.
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Figure 6: LA-DCOP outperforms SD

Figure 6 compares the different strategies, averaged ovents.
LA-DCOP with dynamically computed thresholds (LA-DCOP-PC
is seen to outperform (i.e., extinguish res faster thaninpeti-
tors for the Clusters-1 and Clusters-3. Indeed, in Clus3etsA-
DCOP-DC extinguishes res in 100 time units, while SD is uleab
to extinguish the res within even 300 units (our cutoff). Glus-
ter4, res spread throughout the city, creating a scen&ibit very
dif cult for LA-DCOP-DC. The key to note is that even in thisfe

cult cluster4 scenario, LA-DCOP-DC is performing similarto
SD.
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Figure 7: average threshold versus time

Figure 7 shows how the thresholds in LA-DCOP-DC change
with time. The thresholds averaged over all tokens areeqadibr
each of the three scenarios. Average thresholds beginthigifall
as load increases. Since thresholds stay constant ongmeddo
tokens, this means that as new tasks arise, the MEU thresbald
culated for them are lower than at previous times. Thistghilnder
LA-DCOP to compute thresholds based on current condititresg
it valuable exibility in dealing with the dynamic domaine ivhich
extreme teams must operate.

6. SUMMARY AND RELATED WORK

In this paper, we have described a novel approach to task allo
cation in extreme teams. Our DCOP based approach sub#itantia
outperforms other approximate DCOP algorithms, both ial -
ward and in communication, where we demonstrated a dramatic
six orders of magnitude reduction in messages. It allowsabrgg
up in team size by an order of magnitude, while coping with ad-
ditional challenges of extreme team domains that otherrigtgos
cannot address. In particular, the ability to use team kedgg
to dynamically compute MEU thresholds allows LA-DCOP to nd
good allocations even in dynamic domains. The strengthdirand
tations of LA-DCOP will be thoroughly tested in coming mositis
in plays a key role in some major projects. The DEFACTO priojec
is aimed at developing high delity simulation environmsrfor
training of rescue response teams (see Figure 8) and LA-DCOP
must perform task assignment for a large, dynamic rescpenss
team[20]. The CAMRA project is focused on coordination of un
manned aerial vehicles and LA-DCOP will feature in a majghi
test in late 2005[18].

Task allocation is an extensively studied area with workgran
ing from high complexity, forward looking optimal model&][ to
symbolic matching that ignores cost[22, 16], to centraizeic-
tions[7], to swarm techniques[17, 1, 2], to distributedstoaint op-
timization[23, 11, 10]. Among these, the forward lookingiopal
models and centralized auctions are not only highly cemtrd) but
their computationally expensive considerations of oplitydead
to dif culties in their application in highly dynamic extnee team
domains. The symbolic matching models ignore costs comiglet
which is highly detrimental. Swarm techniques use locaksen
to modulate exibility, but LA-DCOP permits additional gbal
knowledge to factor into thresholds. Finally, we have désed
the DCOP models, particularly incomplete DCOP algorithins,
detail throughout the paper and presented comparison of/ork
to these algorithms. Complete DCOP algorithms like ADOHT[1
and OptAPOJ[10] are appropriate in key domains where optimal
ity is critical, but the signi cant amount of communicati@mgen-
dered would be highly problematic in densely connected tcaims
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