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15-744: Computer Networking

L-10 Changing the Network

Clean-Slate vs. Evolutionary 

• Successes of the 80s followed by failures of the 
90’s
• IP Multicast
• QoS
• RED (and other AQMs)
• ECN
• …

• Concern that Internet research was dead
• Difficult to deploy new ideas
• What did catch on was limited by the backward 

compatibility required
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Adding New Functionality to the Internet

• Changing the network itself is very hard!!
• Big, expensive, many parties must agree, ..

• Overlay networks: build another network on top of 
the Internet
• Can change or add functions at the application level
• Many examples in next three lectures

• Develop new network architectures
• Active networks
• Recent activity in Future Internet Architecture
• Often initially deployed as an overlay
• Next ~3 lectures

Examples of “Overlay” Networks

• Overlay routing infrastructure
• Distributed name look up
• Content delivery networks
• Peer-to-peer content sharing 
• Distributed hash tables
• Disruption tolerant networks
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Today’s Lecture

• Overlay routing – RON
• DNS
• Content delivery networks

• Reading: 
• [AB+01] Resilient overlay networks
• [RD10] Peer to Peer Systems
• [F03] A Delay-Tolerant Network Architecture for 

Challenged Internets (4 pages)
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Outline

• Overlay Routing
• Overview
• RON

• DNS

• Content delivery networks
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The Internet Ideal

• Dynamic routing routes around failures
• End-user is none the wiser
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Lesson from Routing Overlays

• End-hosts can measure path performance metrics 
on the (small number of) paths that matter

• Internet routing scales well, but at the cost of 
performance

End-hosts are often better informed 
about performance, reachability

problems than routers.
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Overlay Routing

• Basic idea:
• Treat multiple hops through IP network as one hop in 

“virtual” overlay network
• Run routing protocol on overlay nodes

• Why?
• For performance and resilience – can run more clever 

protocol on overlay to avoid congested links and 
failures  RON

• For functionality – can provide new features such as 
multicast, active processing, IPv6  DTN, active nets
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Overlay for Features

• How do we add new features to the network?
• Does every router need to support new feature?
• Choices

• Reprogram all routers  active networks
• Support new feature within an overlay 

• Basic technique: tunnel packets 
• Tunnels

• IP-in-IP encapsulation
• Poor interaction with firewalls, multi-path routers, etc.
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Examples

• IP V6 & IP Multicast
• Tunnels between routers supporting feature

• Mobile IP
• Home agent tunnels packets to mobile host’s location

• QOS
• Needs some support from intermediate routers 

maybe not?
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Outline

• Overlay Routing
• Overview
• RON

• DNS

• Content delivery networks
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How Robust is Internet Routing?

• Slow outage detection and recovery
• Inability to detect badly performing paths
• Inability to efficiently leverage redundant paths
• Inability to perform application-specific routing
• Inability to express sophisticated routing policy

Paxson 95-97 • 3.3% of all routes had serious problems

Labovitz 97-
00

• 10% of routes available < 95% of the time
• 65% of routes available < 99.9% of the time
• 3-min minimum detection+recovery time; often 15 mins
• 40% of outages took 30+ mins to repair

Chandra 01 • 5% of faults last more than 2.75 hours
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Routing Convergence in Practice

• Route withdrawn, but stub cycles through 
backup path…

Resilient Overlay Networks: Goal

• Increase reliability of communication for a small 
(i.e., < 50 nodes) set of connected hosts

• Main idea: End hosts discover network-level path 
failure and cooperate to re-route.
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RON: Routing Using Overlays
• Cooperating end-systems in different routing domains 

can conspire to do better than scalable wide-area 
protocols

• Types of failures
– Outages: Configuration/op errors, software errors, backhoes, 

etc.
– Performance failures: Severe congestion, DoS attacks, etc.

Scalable BGP-based 
IP routing substrate

Reliability via 
path monitoring
and re-routing

Reliability via 
path monitoring
and re-routing

Reliability via 
path monitoring
and re-routing

Reliability via 
path monitoring
and re-routing

18



5

RON Design

Prober ProberRouter Router
Forwarder Forwarder
Conduit Conduit

Link-state routing protocol, 
disseminates info using RON!

Performance
Database

Application-specific
routing tables

Policy routing module

RON library

Nodes in different
routing domains 

(ASes)
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An order-of-magnitude fewer failures

Loss Rate RON Better No Change RON Worse
10% 479 57 47
20% 127 4 15
30% 32 0 0
50% 20 0 0
80% 14 0 0
100% 10 0 0

30-minute average loss rates

6,825 “path hours” represented here
12 “path hours” of essentially complete outage
76 “path hours” of TCP outage

RON routed around all of these!
One indirection hop provides almost all the benefit!

6,825 “path hours” represented here
12 “path hours” of essentially complete outage
76 “path hours” of TCP outage

RON routed around all of these!
One indirection hop provides almost all the benefit!

21

22

Main results

• RON can route around failures in ~ 10 seconds

• Often improves latency, loss, and throughput

• Single-hop indirection works well enough
• Motivation for another paper (SOSR)
• Also begs the question about the benefits of overlays
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Open Questions

• Scaling
• Probing can introduce high overheads
• Can use a subset of O(n2) paths  but which ones?

• Interaction of multiple overlays
• End-hosts observe qualities of end-to-end paths
• Might multiple overlays see a common “good path”
• Could these multiple overlays interact to create 

increase congestion, oscillations, etc.?
• Selfish routing 



6

Efficiency

• Problem: traffic must traverse bottleneck link both 
inbound and outbound

• Solution: in-network support for overlays
• End-hosts establish reflection points in routers
• Reduces strain on bottleneck links
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Upstream ISP

Scaling
• Problem: O(n2) probing required to detect path 

failures.  Does not scale to large numbers of hosts.

• Solution: ?
• Probe some subset of paths (which ones)
• Is this any different than a routing protocol, one layer higher?
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Scalability

Performance (convergence speed, etc.)

BGP

Routing overlays 
(e.g., RON)

???
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Benefits of Overlays

• Access to multiple paths
• Provided by BGP multihoming

• Fast outage detection
• But…requires aggressive probing; doesn’t scale

Question: What benefits does overlay routing provide 
over traditional multihoming + intelligent routing selection
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Outline

• Overlay Routing (RON)

• DNS

• Content delivery networks
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Obvious Solutions (1)

Why not centralize DNS?
• Single point of failure
• Traffic volume
• Distant centralized database
• Single point of update

• Doesn’t scale!
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Obvious Solutions (2)

Why not use /etc/hosts?
• Original Name to Address Mapping

• Flat namespace
• /etc/hosts 
• SRI kept main copy
• Downloaded regularly

• Count of hosts was increasing: machine per 
domain  machine per user
• Many more downloads
• Many more updates
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Domain Name System Goals

• Basically building a wide area distributed 
database

• Scalability
• Decentralized maintenance
• Robustness
• Global scope 

• Names mean the same thing everywhere
• Don’t need

• Atomicity
• Strong consistency
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DNS Records

RR format: (class, name, value, type, ttl)

• DB contains tuples called Resource Records (RRs)
• Classes = Internet (IN), Chaosnet (CH), etc.
• Each class defines value associated with type

FOR IN class:

• Type=A
• name is hostname
• value is IP address

• Type=NS
• name is domain (e.g. foo.com)
• value is name of authoritative 

name server for this domain

• Type=CNAME
• name is an alias name for 

some “canonical” (the real) 
name

• value is canonical name
• Type=MX

• value is hostname of 
mailserver associated with 
name
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DNS Design: Hierarchy Definitions

root

edunet
org

ukcom

gwu ucb cmu bu mit

cs ece
cmcl

• Each node in hierarchy 
stores a list of names that 
end with same suffix

• Suffix = path up tree
• E.g., given this tree, where 

would following be stored:
• Fred.com
• Fred.edu
• Fred.cmu.edu
• Fred.cmcl.cs.cmu.edu
• Fred.cs.mit.edu
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DNS Design: Zone Definitions

root

edunet
org

ukcom
ca

gwu ucb cmu bu mit

cs ece
cmcl Single node

Subtree

Complete 
Tree

• Zone = contiguous 
section of name space

• E.g., Complete tree, 
single node or subtree

• A zone has an associated 
set of name servers
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DNS Design: Cont.

• Zones are created by convincing owner node to 
create/delegate a subzone
• Records within zone stored multiple redundant name 

servers
• Primary/master name server updated manually
• Secondary/redundant servers updated by zone transfer 

of name space
• Zone transfer is a bulk transfer of the “configuration” of a DNS 

server – uses TCP to ensure reliability

• Example:
• CS.CMU.EDU created by CMU.EDU administrators
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Servers/Resolvers 

• Each host has a resolver
• Typically a library that applications can link to
• Local name servers hand-configured (e.g. 

/etc/resolv.conf)
• Name servers

• Either responsible for some zone or…
• Local servers

• Do lookup of distant host names for local hosts
• Typically answer queries about local zone
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DNS: Root Name Servers

• Responsible for 
“root” zone

• Approx. dozen root 
name servers 
worldwide
• Currently {a-m}.root-

servers.net

• Local name servers 
contact root servers 
when they cannot 
resolve a name
• Configured with well-

known root servers
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Lookup Methods

Recursive query:
• Server goes out and 

searches for more info 
(recursive)

• Only returns final answer 
or “not found”

Iterative query:
• Server responds with as 

much as it knows 
(iterative)

• “I don’t know this name, 
but ask this server”

Workload impact on choice?
• Local server typically does 

recursive
• Root/distant server does 

iterative requesting host
surf.eurecom.fr

gaia.cs.umass.edu

root name server

local name server
dns.eurecom.fr

1

2

3
4

5 6authoritative name 
server

dns.cs.umass.edu

intermediate name server
dns.umass.edu

7

8

iterated query
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Workload and Caching

• What workload do you expect for different servers/names?
• Why might this be a problem? How can we solve this problem?

• DNS responses are cached 
• Quick response for repeated translations
• Other queries may reuse some parts of lookup

• NS records for domains 

• DNS negative queries are cached
• Don’t have to repeat past mistakes
• E.g. misspellings, search strings in resolv.conf

• Cached data periodically times out
• Lifetime (TTL) of data controlled by owner of data
• TTL passed with every record
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Typical Resolution

Client Local 
DNS server

root & edu 
DNS server

ns1.cmu.edu 
DNS server

www.cs.cmu.edu

ns1.cs.cmu.edu
DNS

server
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Subsequent Lookup Example

Client Local 
DNS server

root & edu 
DNS server

cmu.edu 
DNS server

cs.cmu.edu
DNS

server

ftp.cs.cmu.edu
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Reliability

• DNS servers are replicated
• Name service available if ≥ one replica is up
• Queries can be load balanced between replicas

• UDP used for queries
• Need reliability  must implement this on top of UDP!
• Why not just use TCP?

• Try alternate servers on timeout
• Exponential backoff when retrying same server

• Same identifier for all queries
• Don’t care which server responds
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Protecting the Root Nameservers

• Redundancy: 13 root nameservers 
• IP Anycast for root DNS servers {c,f,i,j,k}.root-servers.net

• RFC 3258
• Most physical nameservers lie outside of the US

Defense Mechanisms
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Defense: Replication and Caching

source: wikipedia
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Outline

• Overlay Routing

• DNS

• Content delivery networks
• Server selection in Akamai
• CoralCDN
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CDN

• Replicate content on many servers
• Challenges

• How to replicate content
• Where to replicate content
• How to find replicated content
• How to choose among known replicas
• How to direct clients towards replica

• DNS, HTTP 304 response, anycast, etc.

• Akamai
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Server Selection

• Service is replicated in many places in network
• How to direct clients to a particular server?

• As part of routing  anycast, cluster load balancing
• As part of application  HTTP redirect
• As part of naming  DNS

• Which server?
• Lowest load  to balance load on servers
• Best performance  to improve client performance

• Based on Geography? RTT? Throughput? Load?

• Any alive node  to provide fault tolerance
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Routing Based 

• Anycast
• Give service a single IP address
• Each node implementing service advertises route to 

address
• Packets get routed  from client to “closest” service node

• Closest is defined by routing metrics
• May not mirror performance/application needs

• What about the stability of routes?
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Routing Based

• Cluster load balancing
• Router in front of cluster of nodes directs packets to 

server
• Can only look at global address (L3 switching)
• Often want to do this on a connection by connection 

basis – why?
• Forces router to keep per connection state
• L4 switching – transport headers, port numbers

• How to choose server
• Easiest to decide based on arrival of first packet in exchange
• Primarily based on local load
• Can be based on later packets (e.g. HTTP Get request) but 

makes system more complex (L7 switching)
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Application Based

• HTTP supports simple way to indicate that Web 
page has moved

• Server gets Get request from client
• Decides which server is best suited for particular client 

and object
• Returns HTTP redirect to that server

• Can make informed application specific decision
• May introduce additional overhead  multiple 

connection setup, name lookups, etc.
• While good solution in general HTTP Redirect has 

some design flaws – especially with current 
browsers?
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Naming Based

• Client does name lookup for service
• Name server chooses appropriate server address
• What information can it base decision on?

• Server load/location  must be collected
• Name service client

• Typically the local name server for client

• Round-robin
• Randomly choose replica
• Avoid hot-spots

• [Semi-]static metrics
• Geography
• Route metrics
• How well would these work?
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How Akamai Works

• Clients fetch html document from primary server
• E.g. fetch index.html from cnn.com

• URLs for replicated content are replaced in html
• E.g. <img src=“http://cnn.com/af/x.gif”> replaced with 

<img 
src=“http://a73.g.akamaitech.net/7/23/cnn.com/af/x.gif”
> 

• Client is forced to resolve aXYZ.g.akamaitech.net 
hostname
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How Akamai Works

• How is content replicated?
• Akamai originally only replicated static content

• Served about 7% of the Internet traffic ! (in 2003)
• Now also host services (dynamic content)

• Modified name contains original file
• Akamai server is asked for content

• First checks local cache
• If not in cache, requests file from primary server and 

caches file
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How Akamai Works

• Root server gives NS record for akamai.net
• Akamai.net name server returns NS record for 

g.akamaitech.net
• Name server chosen to be in region of client’s name 

server
• TTL is large

• G.akamaitech.net nameserver choses server in 
region
• Should try to chose server that has file in cache - How 

to choose? 
• Uses aXYZ name and consistent hash
• TTL is small
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How Akamai Works

End-user

cnn.com (content provider) DNS root server Akamai server

1 2 3

4

Akamai high-level DNS server

Akamai low-level DNS server

Akamai server
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6
7

8

9

12

Get 
index.
html

Get /cnn.com/foo.jpg

11

Get foo.jpg

5
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Akamai – Subsequent Requests

End-user

cnn.com (content provider) DNS root server Akamai server

1 2 Akamai high-level DNS server

Akamai low-level DNS server

Akamai server

7

8

9

12

Get 
index.
html

Get /cnn.com/foo.jpg
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Looking Ahead

• CDN wrap up: CoralCDN
• Peer-to-Peer

• Look up mechanisms
• BitTorrent
• BitTyrant

• Distributed hash tables
• Chord
• I3

• DTNs
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