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RESEARCH INTERESTS

The modern speech or language processing system typically consists of a
pipeline of components daisy chained together linearly. While this makes it
easy to isolate and work on individual aspects of the system, it ignores
important relationships between those components closer to the front of the
pipeline and those close to the back. I'm interested in coming up with ways to
bring these disjoint components closer together so that we can fully exploit the
power of modern systems. I currently focus on Text-To-Speech (TTS) systems
which have a text processing front-end and a signal processing back-end. I
investigate the use of modern machine learning techniques in integrating the
front-end and back-end closer together. One example of this is using the
back-end to automatically derive phonemes for the front-end to use. Another
would be the use of lexical information to help the back-end model the audio
signals better

- MACHINE LEARNING FOR SPEECH AND LANGUAGE - SPEECH SYNTHESIS - DEEP
LEARNING - AUDITORY MODELS -

EDUCATION

2010-2015 Carnegie Mellon University

School of Computer Science
Thesis: Towards Integrated Acoustic Models for Speech Synthesis
Advisor: Prof. Alan W BrLack

2008-2009 Carnegie Mellon University

GPA: 3.46/4.00 - Carnegie Institute of Technology
Specialization in Signal Processing, Biomedical Imaging, Speech Technology,
Computer Vision

2004-2008 Anna University

SSN College of Engineering
GPA: 80/100 - Graduated First class with distinction

PUBLICATIONS

ArXiv:1601.07215 Recurrent Neural Network Postfilters for
Statistical Parametric Speech Synthesis

Authors: Prasanna Kumar Muthukumar, Alan W BLACK

Statistical Parametric Speech synthesizers typically use regression trees to
predict the parameters of their speech models. These predictions are usually
noisy. This paper uses Recurrent Neural Networks as a postfilter to correct the
errors in the trees’ predictions.
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Interspeech’1s  Random Forests for Statistical Speech Synthesis

Authors: Alan W BLAck, Prasanna Kumar Muthukumar

The acoustic model of a parametric synthesizer uses regression trees. Random
Forests can perform much better than single trees, especially when there is
limited available data.

Interspeech’1s  Using Articulatory Features and Inferred
Phonological Segments in Zero Resource Speech Processing

Authors: Pallavi BALJEKAR, Sunayana SITARAM, Prasanna Kumar
Muthukumar, Alan W BLack

When dealing with speech corpora in an arbitrary new language where no
linguistic knowledge is available, Articulatory Features and Inferred Phones
(from previous paper) are a vital resource.

ArXiv:1409.8558 A Deep Learning Approach to Data-driven
Parameterizations for Statistical Parametric Speech Synthesis

Authors: Prasanna Kumar Muthukumar, Alan W BLack

The ideal parameterization for statistical parametric speech synthesis is
invertible, noise-robust, interpolable, and low-dimensional. This paper
describes a method for deriving such a representation automatically.

ICASSP 14 Automatic Discovery of a Phonetic Inventory for
Unwritten Languages for Statistical Speech Synthesis

Authors: Prasanna Kumar Muthukumar, Alan W BLack

Speech is composed of fundamental units called phones which are based on
phonemes. Traditionally phonemes are defined by linguists after a careful and
thorough study of the language. This paper though provides a successful
technique for automatically deriving phones for an arbitrary language without
the use of any linguistic knowledge.

Interspeech’13  Optimizations and Fitting Procedures for the
Liljencrants-Fant model for Statistical Parametric Speech
Synthesis

Authors: Prasanna Kumar Muthukumar, Alan W Brack, H. Timothy
BUNNELL

The speech analysis algorithm used in most synthesis acoustic models are
based on speech coding algorithms from 20 years ago or earlier. These
algorithms have little knowledge of the underlying text. A more modern
speech analysis technique is proposed that can take into account lexical
information from the TTS front-end

S. Prosody 12 Emotion Identification for Evaluation of
Synthesized Emotional Speech

Authors: Stefan SterpL, Tim Porzenr, H. Timothy BunNELL, Ying Dou,
Prasanna Kumar Muthukumar, Daniel PERrRY, Kishore PRAHALLAD, Callie
VAuGHN, Alan W Brack, Florian METZE

Evaluation of speech synthesizer quality typically requires extensive listening
tests, and the situation is even worse when dealing with emotional speech
synthesis. This paper applies the latest techniques from automated emotion
identification as an evaluation criterion for emotional speech synthesis.
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Articulatory Features for Expressive Speech

Authors: Alan W Brack, H. Timothy BuNNELL, Ying Dou, Prasanna Kumar
Muthukumar, Florian METZzE, Daniel PERRY, Tim Porzenr, Kishore
PrAHALLAD, Stefan SteIDL, Callie VAUGHN

Articulatory Features are a purely phonetic representation of the speech signal.
This paper investigates the use of these features in creating synthesized speech
with more emotion.

SSW 10 Improving Speech Synthesis for Noisy
Environments

Authors: Gopalakrishna ANUMANCHIPALLI, Prasanna Kumar Muthukumar,
Udhyakumar NaLrLasamy, Alok PARLIKAR, Alan W BLAck, Brian LANGNER
Humans change their speaking styles in noisy enviroments to make themselves
more intelligible. This paper analyzes some of those effects, and tries to apply
them on synthesized speech to increase intelligibility in noise.

OTHER RESEARCH PROJECTS

Automatically correcting the transcripts of a speech corpus using an
Automated Speech Recognition system. Speech Recognition and
Understanding class, Fall 2011

Automatic classification of hyper-articulated and disfluent speech. Machine
Learning class, Spring 2011

Dynamically adapting language models that retrain themselves periodically.
Language and Statistics class, Spring 2010

Apple detection from pictures of apple orchards. Computer Vision class, Fall
2009. My project was one of the top 5 best performing systems in the class

Human action recognition. Computer Vision class project, Fall 2009

Bouton detection in brain image slices. (Boutons are thickenings on the axon
part of the neuron). Advanced Bio-image Informatics class, Spring 2009

COMPUTER SKILLS

C, Perl, Lua, Bash, Scheme

Linux, Mac OS X

Festival, ClusterGen, Torchy, Theano, QuickNet, Matlab

CODE REPOSITORIES

https:/ /bitbucket.org/pmuthuku

https:/ / github.com/pmuthuku

TEACHING EXPERIENCE

Introduction to Biomedical Imaging

Machine Learning for Signal Processing
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Digital Signal Processing for Computer Science

Ran two-day DNN tutorial workshop and lab session at CMU. I was
responsible for the overall organization and for teaching Torchy
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