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Abstract

This paper proposes a method for region segmentation by which occlusions are extracted from a non-repeating, non-parametric texture.  Based on a method of texture synthesis proposed by Efros and Leung [1], this method of segmentation assumes the texture can be described by a Markov random field with probabilities conditioned on neighboring pixels.  Instead of generating a new texture, the 

Markov model is used to determine the acceptance of pixels as part of the texture.

This method has the advantage of not requiring any special filter preprocessing or texton processing. [3]

Introduction

Image segmentation has a wide variety of applications in both computer vision and Image-based modeling and rendering.  This paper covers a specific subset of the image segmentation problem, focusing on images with at least two distinct regions: a region which can be classified as a region containing an instance of single texture and a region that contains the complement of the former region, i.e. all pixels that do not belong to the texture occupying the first region.

For the purposes of this paper, the regions can be disjoint in the image, e.g. if two continuous regions both contain the same texture, they are considered part of the same texture region.  Also the method described in this paper was only attempted on 2-D planar textures orthogonally projected onto the image plane.  Planar perspective warps, though possible, are beyond the scope of this paper.

Extracting shaded regions: regions in which the texture is visible as a scaler multiple of the true texture is also not discussed.  Unlike other region segmentation algorithms, this method has not been applied to video streams.

Under these operating assumptions, the problem becomes region segmentation on a single still frame image assuming the image is comprised of two regions, a region containing a single texture, and a region containing objects that occlude the region containing the texture.  Changes in lighting across a texture are considered occlusions. 

This paper attempts to expand on the belief stated by Efros and Leung: 

Textures have been traditionally classified as either regular (consisting of repeating textels) or stochastic (without explicit textels).  However, almost all real-world textures lie somewhere between these two extremes and should be captured with a single model. [1]

Along similar lines, this method was designed to be able to accept the same class of textures that the Efros and Leung method synthesizes.

Previous Work 

A histogram approach is commonly used to segment a region, which contains a texture. However, this method is erroneous when the texture and the occlusion have the same histogram.

Jitendra Malik, Serge Belongie, Jianbo Shi, and Thomas Leung have devised a method of region segmentation based on the notion of textons, grounded in biology, and thought to be the basis of preattentive human texture perception.

[3].  Defined by Julesz in 1981, a texton is qualitatively a binary line segment stimulus, e.g. oriented segments, crossings, and terminators. [3] Malik et al. define a texton to be a prototype of the output of these line segment filters after clustering. [3]

Since the method discussed in this paper is based on texture-synthesis and not previous work on region segmentation, it is useful to define a texture in texture-synthesis terms.  DeBonet defines a texture to be the set of images generated by the same stocastic process. [2] Efros and Leung further refine this for their paper, defining a texture as some visual pattern, which at some scale has a stationary distribution. [1].  

The Approach 

The method discussed in this paper is an adaptation of Efros and Leung's texture synthesis method. [1] However, instead of synthesizing new pixels based on a Markov Random Field probability distribution, a pixel is accepted into the texture, based on the probability distribution from Efros-Leung.  This probability function is computed in a similar way to Efros and Leung, i.e. the probability of a pixel having a certain color is proportional to the correlation its neighboring pixels have with pixels neighboring a pixel in the seed region.  Further similarities between this texture acceptance approach and Efros-Leung include using a square window around a pixel to specify the neighborhood.  Similarly, The correlation between to windows being compared is based on the sum of squared differences of the pixels in the two windows.  Instead of growing the texture pixel by pixel, the method accepts pixels on a pixel-by-pixel basis.  

The texture acceptance approach differs from Efros-Leung in several ways.  Efros-Leung requires the generation of a probability distribution function (which is randomly sampled) to generate a new texture pixel.  The acceptance approach is only concerned with the most probable correlation between the pixel window under question and the pixel windows in the seed region.  Efros and Leung also assume the seed region and the synthesized region are in two separate images.  The method described here starts with the seed region and grows that region until the entire image is consumed.  When synthesizing a new image, Efros and Leung do not use values from pixels that have not been synthesized in the new image in probability distribution calculations.  If the method here were to not include untested or unaccepted pixels in the correspondence function, the method would produce several undesired results.  The first of which is that it would be unable to extract isolated areas of texture surrounded by occlusion.  Second, The algorithm would err to the side of acceptance rather than rejection.  It is the choice of the designer to err on the side of rejecting pixels.  To not include rejected pixels in the probability calculation would require a means to accept or reject a pixel from the texture as the pixel is tested.  This would require fixing a probability threshold before the algorithm is run.  It is also the choice of the algorithm's designer to not have this limitation.  

However, this method will also produce some undesirable results.  Edges of occlusions will have some texture in them up to w-1 pixels in from the detected edge, where w is the width in pixels of the texture window being compared.  Therefore, it is necessary to introduce a second refinement phase in which this effect is alleviated.  Unlike the first phase (the global acceptance phase), this refinement (local acceptance phase) does not include unaccepted pixels in its probability calculation.  It can, because a threshold has already been determined at this point.  Initially the unaccepted pixels are the pixels that were not accepted globally, but as each edge pixel is tested this set is shrunk.

Anti-aliasing or jaggy removal is the final phase of the segmentation process.  Even after refinement, anti-aliased edge pixels should be rejected by design and should neighbor a pixel totally occluded and a pixel totally in the texture.  This phase attempts to find two color values for each of these pixels: a texture value, and an occlusion value.  Once these values are found, an alpha value can be determined from them.

The occlusion value is simply the average of all occlusion pixels bordering the pixels that are not also edge pixels.  The texture value is taken from the closest matching window in the seed region.  Since this is computed during the global acceptance phase, there is no additional overhead to use it here. 

The Algorithm 

Global Acceptance Phase

The first phase in the texture acceptance algorithm is dubbed the global acceptance phase.  Initially, the user is responsible for supplying an input image and a seed region for the texture inside the input image.  All pixels within this initial seed region are considered to be wholly part of the texture.  This region also specifies the set of pixels already tested as part of the texture, so it follows that the set of pixels tested is grown out from this initial test region.  Let 
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 denote some perceptual distance between two patches. [1].  Instead of using the conditional probability distribution 
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to synthesize a new pixel, this probability (or an approximation thereof) is used to determine which patch in the seed region most matches the window around p and whether or not the pixel should be accepted as part of the texture based on this probability.  In effect the objective is to minimize 
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where p is the pixel being tested. Let 
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in this paper differs slightly from the d given in Efros-Leung [1]. Efros-Leung weighs the function by the distance between the points being compared, by use of a Gaussian kernel.  They explain this is to “preserve the local structure of the texture as much as possible”[1].  Since this paper does not attempt to synthesize texture, assuming the texture in the image preserves its own local structure, this extra computation is omitted, primarily for speed.  For this phase 
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The first phase produces two intermediate output images: Ierr which contains
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 has two channels, one for each p' x and y coordinates.  A pixel is said to be part of the texture 
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 is set interactively by the user after 
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is computed.  From this process of thresholding a binary mask image (the global image mask) is created, segregating pixels into pixels globally accepted and pixels globally rejected.

Local Acceptance Phase (Refinement)
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Consider an image in which 
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 in the global acceptance phase can be zero.  For instance, a synthetic image with a regular repeating texture in which the seed region includes at least one textel of that texture.  In the global acceptance phase, occlusions in the edges of the window being compared will cause non-zero 
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 to result for all seed regions. 

However, the parts of the window being tested that are not part of the occlusion are part of the texture, and are rejected erroneously.  The set of pixels that are possibly rejected wrongly is the set of pixels in the globally rejected region that are within w pixels of the edge of the globally accepted region.  The local acceptance phase attempts to alleviate this effect.  Now that an error has been established, pixels that have not been tested or already rejected need not be considered in 
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.  In a similar manner to the global acceptance phase, the local acceptance mask is grown out from the global acceptance mask.  Pixels not yet locally tested, or already locally rejected are not considered in the SSD calculation.

The only pixel not tested that is considered is the pixel currently being tested.  Since an acceptance threshold has already been established, a pixel can be rejected as that pixel is being tested.  No supplemental thresholding is required by the user beyond the global acceptance phase.
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Anti-Aliasing

An interesting feature about this technique is if w, the width of a texture window, is 1, this method becomes the histogram approach to segmentation.  A commonly employed histogram technique is the blue-screen in which occlusions are masked out from a blue backdrop, and another scene is composited behind the extracted occlusion.  A nasty artifact resulting from this process is the appearance of semi-blue edge pixels on the occlusion.  This results from edge pixels on the occlusion being anti-aliased with the blue backdrop.  For this paper, it is useful to consider again the example where
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 is zero.  Even after the local acceptance phase, anti-aliased edge pixels will still reside in the occlusion.  This paper assumes this premise will also hold for 
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The equation for alpha blending is
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 is constrained to [0,1], B is the background image, F is the foreground image being matted, and I is the resulting image.  This paper attempts to extract
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 using this equation, since I is known, and B and F can be estimated.  This method uses 
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 computed in the global acceptance phase to index 
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 to find B.  Since F is part of the occlusion, no assumption can be made about it being a texture, or a composite of other textures.  To estimate F the pixels in the occlusion neighboring the pixel in question that are not edge pixels, are averaged together.  Once B and F are found, a separate alpha value for each color channel of the pixel is computed. If the alpha value is less than 0 or greater than 1, it is set to 1.  The alpha values for each channel are averaged together to make a single alpha value for a pixel.

Figure 1 shows a diagram of the entire process.
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Figure 1:  Texture Extraction Process
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Figure 2:  Source Image of non-repeating tile floor texture occluded by towel.  Seed region is outlined in red.
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Figure 3:  dmin(p), showing relative likelihood of global acceptance.  Darker pixels are lower in value.  The seed region is outlined in green.
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Figure 4: accepted pixels after the local refinement phase.  The threshold was ~2%, where 100% is the maximum discrepancy in d.  The Window size was 11.  White pixels are part of the texture; black pixels are part of the occlusion.  Notice the blue in the towel was not accepted, but the blue tiles were. The blue in the bathmat would have been accepted by a histogram technique.
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Figure 5: Portion of Alpha Channel after the anti-aliasing phase.  White pixels are occlusions, and dark pixels are texture.
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Figure 6:  Beer coasters occluding a carpet texture
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Figure 7: Error image computed with w=3
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Figure 8: Global Acceptance Mask.  White pixels are texture.  The Threshold is 0.24911385995%.
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Figure 9:  Local acceptance mask.  It happens to be the same as the global acceptance mask.
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Figure 10: Recovered Alpha Channel.  White pixels are occlusions.


Results Discussion


This paper demonstrates successful region segmentation of multi-channel images through an adaptation of the Markov Random Field implementation used by a texture synthesis technique.  Unfortunately as it stands now, this technique is too slow for real-time embedded systems, but it has the advantage of being easy to implement and highly symmetric.

Future Work


Future work would involve extending this basic algorithm and making it more useful in applications of region segmentation, namely robotics, image editing, and special effects.  Since this algorithm is highly symmetric, several processors can work on accepting different pixels concurrently.  Monochromatic shadow regions should also be able to be extracted with this method.  It would be worthwhile to examine this method on texture under warp, being a perspective warp, or arbitrary warp.


It would be interesting to adapt competing methods of texture synthesis [2] to the problem of region segmentation.  After the method is further refined and optimized, it would be useful to compare this method to other texture based region segmentation methods [3].
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How texture pixels are falsely rejected in global phase.
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source image with anti-aliased edge pixels which are treated as occlusions
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