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Overview

® last week
o Thanksgiving holiday!
® This week’s schedule
o Quiz 12
m Friday, 12/01
o Team Project Phase 3
m Live test on Sunday, 12/03



Module to Read

 UNIT 5: Distributed Programming and Analytics
Engines for the Cloud

— Module 21: Distributed Analytics Engines for the
Cloud: GraphLab

— Module 22: Message Queues and Stream «
Processing
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Reminders

Monitor AWS expenses regularly and tag all resources

o Check your bill (Cost Explorer > filter by tags)

Piazza Guidelines

o Please tag your questions appropriately

o Search for an existing answer first

Provide clean, modular and well documented code

o Large penalties for not doing so

o Double check that your code is submitted!! (verify by
downloading it from TPZ from the submissions page)

Utilize Office Hours
o We are here to help (but not to give solutions)

Use the team AWS account and tag the Team Project

resources carefully
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Query 4: Interactive Tweet Server

In this query, you are going to build a web service that supports
READ, WRITE, SET and DELETE requests on tweets. Our server
will send a mix of read, write, set and delete requests to your
web service to test for correctness and performance.

General Info:

1. Four operations:
® write, set, read and delete

2. Operations under the same uuid should be executed in the
order of the sequence number.

3. Be wary of malformed queries.



Query 4: Interactive Tweet Server

| userid

| username

| timestamp

| text

| favorite_count

| retweet_count

long int
long int
string
string
string
int

int

example |

156190000001 |
CloudComputing |
Mon Feb 15 19:19:57 2017 |
Welcome to P4!'#CC15619#P3 |
22 |
33 |



Query 4: Interactive Tweet Server

® Write Request
/gd4?op=write&payload=json string&uuid=unique idé&s
eg=sequence number

e Response
TEAMID, TEAM AWS ACCOUNT ID\n

success\n
® payload isthe url-encoded json string; same structure as the original

tweet json; only contains the seven fields needed. For tid and uid, don’t
get them from the “id_str” field, only get them from the “id” field.



Query 4: Interactive Tweet Server

e Read Request
/g4?op=read&uidl=userid l&uid2=userid 2&n=max num
ber of tweets&uuld=unique id&seg=sequence number

e Response

TEAMID, TEAM AWS ACCOUNT ID\n
tid n\ttimestamp n\tuid n\tusername n\ttext n\tfavo

rite count n\tretweet count n\n

® Range read



Query 4: Tweet Server

e Delete Request
/g4?op=delete&tid=tweet id&uuid=unique id&seg=seq
uence number

e Response
TEAMID, TEAM AWS ACCOUNT ID\n

success\n

® Delete the whole tweet
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Query 4: Tweet Server

Set Request
/g4?op=set&field=field to set&tid=tweet id&payloa
d=string&uuilid=unique 1dé&seg=sequence number

Response
TEAMID, TEAM AWS ACCOUNT ID\n

success\n

Set one of the text, favorite_count, retweet_count of a particular tweet
Payload is url-encoded
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Query 4: Tweet Server

e Malformed Request
/g4?op=set&field=field to set&tidl=tweet id&tid2=
<empty>&payload=0;drop+tables+littlebobby&uuid=un
ique 1dé&seg=sequence number

e Response
TEAMID, TEAM AWS ACCOUNT ID\n

success\n
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Team Project General Hints

|dentify the bottlenecks using fine-grained profiling.

Do not cache naively.

Review what we have learned in previous project modules
o Scale out

o Load balancing (are requests balanced?)

o Replication and sharding

Look at the feedback of your Phase 1 and Phase 2 reports!
To test mixed queries, run your own load generator.

o Use jmeter/abl/etc.
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Team Project, Q4 Hints

Start with one machine if you are not sure that your
concurrency model is correct. Pay attention to scalability.
Adopt a forwarding mechanism or a non-forwarding
mechanism

o You may need a custom load balancer

May need many connections at the same time, in the case
of out of order sequence numbers.

Consider batch writes. Writes and reads are exclusive due
to the consistency model.

Make sure your front end server can accept many (1007?)
concurrent requests.
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Team Project - Q4 Solutions

e How to order requests?

o With ELB
m A random machine receives a request
m Forward to the instance based on hash(uuid)
m Queueing & R/W at a single instance for one uuid
m Similar to Project 3.3

o Without ELB / Register 1 instance to ELB
m Queueing at one front end, forward to datacenters
m Probably a bit slower, acceptable

o Replication
m Use a lot of messages to keep all replicas in sync
m Unlikely will work



Team Project - Q4 Optimizations

Cache size
Ack non-reads immediately
Think of schema design
o Need range query on UID, and point fetch on TID
o Possible: UID (pk); TID (index); data
Try different MySQL engines
Front end caching (advanced)
o Will work, will be faster
o But need to write to DB eventually



Phase 3 Live Test, 12/03

Time

Value

Target

Weight

4:00 pm ET

Deadline to submit your DNS

5:30 pm - 5:31 pm

Validate your DNS. Last chance to update your DNS for the Live Test

6:00 pm - 6:30 pm

Warm-up (Q1 only)

0%

6:30 pm - 7:00 pm Qf 28000 5%
7:00 pm - 7:30 pm Q2 10000 15%
7:30 pm - 8:00 pm Q3 2500 15%
8:00 pm - 8:30 pm Q4 2000 15%
8:30 pm - 9:00 pm Mixed 7000/2500/600/500 5+5+5+5 = 20%

Reads(Q1,Q2,Q3,Q4)
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Team Project Time Table

Phase Query Start Deadline Code and Report
Due
Phase 2 -
Phase 3 Q1, Q2, Q3, Q4 Sunday 12/03/2017 | -
15:59:59 EST
Live Test Sunday 12/03/2017 | Sunday 12/03/2017 | Tuesday 12/05/2017
Q1, Q2, Q3,Q4 18:00:01 ET 21:00:00 EST 23:59:59 EST




Questions?
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