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Abstract

A lot of practical machine learning applica-
tions deal with interactive classification prob-
lems where trained classifiers are used to help
humans find positive examples that are of in-
terest to them. Typically, these classifiers
label a large number of test examples and
present the humans with a ranked list to re-
view. The humans involved in this process
are often expensive domain experts with lim-
ited time. We present an online cost-sensitive
learning approach (more-like-this) that fo-
cuses on reducing the time it takes for the
experts to review and label examples in inter-
active machine learning systems. We target
the scenario where a batch classifier has been
trained for a given classification task and op-
timize the interaction between the classifier
and the domain experts who are consuming
the results of this classifier. The goal is to
make these experts more efficient and effec-
tive in performing their task as well as even-
tually improving the classifier over time. We
validate our approach by applying it to the
problem of detecting errors in health insur-
ance claims and show significant reduction in
labeling time while increasing the overall per-
formance of the system.

1. Introduction

A lot of practical machine learning applications deal
with interactive classification scenarios where trained
classifiers are used to help humans find positive ex-
amples that are of interest to them. Typically, these
classifiers label a large number of test examples and
present the humans with a ranked list to review, verify,
and correct (if the classification is incorrect). These
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humans are often expensive domain experts with lim-
ited time and attention. Fraud Detection, Intrusion
Detection, Medical Diagnosis, Information Filtering,
and Video Surveillance are some examples where these
systems are currently being used to aid humans in find-
ing examples of interest. All of these applications in-
volve a limited number of labeled examples with a high
cost of labeling, and a large number (millions) of unla-
beled examples, with majority of them being negative
(skewed class distribution). The goal in these appli-
cations is to maximize the efficiency of these domain
experts in finding positive examples by providing them
with a high proportion of positive examples and help-
ing them verify the classification efficiently.

The motivation for this paper came from the problem
of reducing payment errors when processing health in-
surance claims. The goal is to minimize processing
errors by detecting claims that are likely to have er-
rors, and presenting them to human auditors so that
they can be corrected before being finalized. The typ-
ical process for insured healthcare in the US is that
a patient goes to a service provider (medical facility)
for the necessary care and the provider files a claim
with the patient’s health insurance company for the
services provided. The insurance company then pays
the service provider based on multiple complex factors
including eligibility of the patient at time of service,
coverage of the procedures in the benefits, contract
status with the provider etc.

Payment errors made by insurance companies while
processing claims often result in re-processing of the
claim. This extra administrative work to re-process
claims is known as rework and accounts for a signif-
icant portion of the administrative costs and service
issues of health plans. These errors have a direct mon-
etary impact in terms of the insurance company pay-
ing more or less than what it should have. (Anand
& Khots, 2008) estimates from a large insurance plan
covering 6 million members had $400 million in iden-
tified overpayments. In our discussions with major
insurance companies, we have found that these errors
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result in loss of revenue of up to $1 billion each year.
In addition to the direct monetary impact, there is also
an indirect monetary impact since employees need to
be hired to rework the claim and answer service calls
regarding them. According to estimates by an Ac-
centure study, 33% of the administrative workforce is
directly or indirectly related to rework processing. As
the health insurance costs across the world have in-
creased alarmingly in recent years, insurance compa-
nies are being forced to reduce their administrative
costs and decrease the insurance premiums. These
statistics make the problem of rework prevention ex-
tremely important and valuable to the healthcare in-
dustry and motivated the work described in this paper.

In the machine learning formulation, we have an (inter-
active) classification problem with some labeled data
available, a large number of unlabeled examples, and
human auditors available (at a cost) to look at the
classifications performed by the classifier and verify or
relabel them. The goal of these auditors is to find
as many positive examples as they can in the lim-
ited time they have. The machine learning system
faces the dilemma of either providing them examples
that are very likely to be positive (and thus helping
them with their task) or asking them to label exam-
ples that will improve future performance (accuracy)
of the overall system. Since the user’s time is limited,
the system needs to explicitly manage this exploration-
exploitation tradeoff. Active learning algorithms aim
to improve future classifier performance by minimizing
the number of labels that need to be acquired from ex-
perts, but often at the expense of immediate rewards
for the task the humans, used as labelers, are trying
to accomplish. The number of examples that need
to be labeled is just one aspect when considering the
cost of running a machine learning system. Another
dimension that is not often discussed is reducing the
time it takes to label an example, which is equally
important when dealing with interactive business ap-
plications where the experts are expensive and have
limited time. In this paper, we describe an online cost-
sensitive learning framework that focuses on reducing
the overall time experts spend on labeling (verifying
or correcting) examples provided to them by a classi-
fier. We show that our online cost-sensitive learning
strategies result in both improving the accuracy of the
baseline system and reducing the time it takes for the
auditors to review and label the examples needed to
reach that performance.

We do not describe the details of the overall system
in this paper which can be found in (Kumar et al.,
2010). The Rework Prevention Tool that is the basis of
our work in this paper has been developed in conjunc-

tion with industry experts from Accenture’s Claims
Administration group who currently work with most
of the large insurance companies in the US. We have
applied this system to two large US health insurance
companies and results so far show potential savings
of over $15-25 million each year for a typical insurer
which would have a large effect on the healthcare costs
as well as help make the healthcare process smoother.

2. Related Work

There has been work in the areas of active learn-
ing, reinforcement learning (exploration exploitation
tradeoffs), and contextual bandits that is related to
cost-sensitive interactive classification. In addition,
there have been exciting advances in the research area
of cost-sensitive active learning (Settles et al., 2008),
(Haertel et al., 2008), (Margineantu, 2005) where the
aim is to minimize the overall cost of training an ac-
curate model, recognizing that the annotation costs
are not constant across instances, and can vary con-
siderably. A related area is active feature acquisi-
tion where the goal is to select the most informative
features to obtain during training (Saar-Tsechansky
et al., 2009). Budgeted learning (Guha & Munagala,
2007), (Kapoor & Greiner, 2005) where the goal is to
learn the most accurate ‘active classifier’ based on a
fixed learning budget for acquiring training data which
is also related to the idea of Exploitation/Exploration
from Reinforcement Learning. (Settles, 2009) provides
an excellent survey of the latest advancements in the
field of Active learning.

3. Background

We formulate the problem of rework prediction as
an interactive classification problem and produce a
ranked list of claims that need to be manually re-
viewed. Figure 1 gives a generalized view of the claim
processing pipeline. Claims are created by service
providers and submitted to the insurance company.
They go through automatic validation checks and then
the appropriate pricing is applied to the claims using
benefit rules and contracts. This takes place auto-
matically in some cases and in other cases, manual
intervention is required. Once the pricing is applied,
claims get finalized and payment is sent to the service
provider. The system we describe in this paper is the
module placed after the pricing is applied to detect
potential issues with the claim before it is finalized so
it can be corrected before payment is sent.
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Figure 1. Claim Processing Pipeline

3.1. System Overview

We worked with domain experts to come up with re-
quirements that would make a rework prediction so-
lution practical and useful for insurance companies.
Our system consists of the following components: Data
Collection, Feature Construction, Model Learning and
Selection, Item Scoring, Explanation Generation, User
Feedback, and User Interface. We only give a brief de-
scription of our baseline system here since details are
given in (Kumar et al., 2010).

We obtain data from health insurance companies along
with the labels: rework or correct. The claims assigned
the label rework are those that were manually exam-
ined in the past and contained errors. Those assigned
the label correct are ones that were manually examined
in the past and found to be correct. Once the data is
collected and labeled, feature construction is the next
step that takes place. There are four classes of infor-
mation in each claim: Member information, Provider
information, Claim Header, and Claim Line Details.
Our features are extracted from these classes of infor-
mation. Overall, we end up with ∼15,000 categorical
and numerical features to build our models.

We experimented with SVMs as the main learning
algorithms. We used SVMperf (Joachims, 2006) for
SVMs because of efficiency reasons. Since we have
more than 238,000 features after creating binary fea-
tures from the categorical data, we experimented with
frequency-based feature selection techniques which
made our system more efficient both in terms of ex-
ecution time and storage requirements.

Accurately identifying rework and presenting it to au-
ditors is one aspect of our system. Another equally
important aspect is to give the auditors the ability to
quickly determine if the claim being presented to them
is rework or not. Currently, auditors in most compa-
nies are given a claim without any hints about why a
claim could be rework. One of our goals is to explain
the predictions of the classifier to the auditor to reduce
the time it takes them to determine the label of the
claim. In our case, we use the feature weights learned
by the SVM to generate the explanations. (Mladenic
& Brank, 2004) have also used a similar approach to
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Figure 2. User Interface with the Auditor view (sensitive
PHI fields are blanked out).

perform feature selection by retaining features with
high weights.

We also get feedback from auditors to improve future
predictions. We obtain claim level feedback (labels of
examples) as well as feature-level feedback using the
user interface we have developed. We worked with do-
main experts and designed an interface that was simi-
lar to what auditors typically use (a claim form) when
auditing the claim but enhanced it with some new fea-
tures. Figure 2 shows a screenshot of the user interface
for the auditors. This interface provides the auditors
with a list of claims in their work queue with a re-
work likelihood score assigned to each claim that is
generated by the classifier. In addition, we use the in-
fluence scores described earlier to highlight the data
fields. The intensity of the highlight color is propor-
tional to the influence score assigned by the classifier.
This feature has been designed to focus the attention
of the auditor to the influential data fields and help
them audit the claim faster. We also allow the audi-
tors to click on any field to unhighlight it (if it’s high-
lighted) or to highlight it and give us feedback that
field is influential (or not).

4. Online Cost-Sensitive Learning

When we deployed the system described in the previ-
ous section and tested it with auditors from a large
US health insurer, we got encouraging results but also
noticed several problems that affected the efficiency of
the auditors when interacting with our rework predic-
tion system.
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Context Switching Costs: We used the confidence of
the SVM classifier to rank the test examples. The
auditors were then provided with the ranked list of
claims and started from the top of that list and worked
their way down. One problem they experienced was
high switching costs when moving from example to
example. This switching cost arose from the fact that
the auditors spent considerable time (up to 20 min-
utes) reviewing a claim to figure out whether it was
a positive or a negative example. Once they had in-
vestigated (and labeled) that claim, they were given
the next claim (from the ranked list using the SVM
confidence scores) that was often completely different
(in terms of the reason for flagging) from the previous
one. At a later stage, they would be given a claim
that was lower down in the ranked list but was scored
highly by the classifier for similar reasons as an earlier
claim. Unfortunately, by that time, they have already
gone through enough different claims that they need
to redo the investigation and the time it takes them
to label it is the same as the earlier ones. We hypoth-
esize that if we can group similar claims together, it
would reduce the context switching and help make the
reviewing times shorter.

Low Precision when Reviewing Top 2% Scored Claims:
Based on the class distribution, claim volumes, auditor
workload, and audit times, we determined that it’s
optimal to manually review top 2% of the claims that
are scored by our classifier, making precision at 2%
the metric we optimize1. The scores assigned by the
SVM to the top few percent of the claims are fairly
similar which results in poor ranking at the top of
this list. Also, based on the feedback we got from the
auditors, we found that as they went down the list
reviewing the claims, they encountered several series
of consecutive claims that were all negative examples
(and often for similar reasons). We hypothesize that
this was because the ranking was purely based on SVM
scores and did not have any notion of diversity. Again,
grouping similar claims together could help group a lot
of these negative examples together and improve the
performance of the human auditors.

Intuitive Explanations: The interface we designed for
the auditors highlight data fields in the claim form that
had high scores using the hyperplane that was learned
by the SVM. Even though the weights learned by the
SVM result in a classifier that provides high classifi-
cation accuracy, they were not necessarily intuitive as
an explanation for the auditors.

Batch Retraining/Learning: Because we are dealing
with a system that is interactive with costly human

1More details on that are in (Kumar et al., 2010)

auditors in the loop, we do not have the time to retrain
the system (in real-time) after each claim is reviewed
by the auditors. The long wait time that is required for
retraining makes the process too expensive since the
auditors have to be idle during that time. This situ-
ation forces us to deal with the tradeoff between po-
tentially better results (by retraining after every new
label) and maximizing the use of the auditor time (by
retraining after a certain number of new labels have
been acquired).

4.1. Our Approach for Online Cost-Sensitive
Learning

The four issues we described above form the basis of
our strategy that uses online cost-sensitive learning in
order to maximize the efficiency of the auditors while
helping them achieve their goal of finding positive ex-
amples. We deal with the scenario where a batch clas-
sifier has been trained for a given classification task
and focus on optimizing the interaction between the
classifier and the domain experts (auditors in our case)
who are consuming the results of this classifier. The
goal is to make these experts more efficient and ef-
fective in performing their task as well as eventually
improving the classifier over time.

4.1.1. More-Like-This Strategy

Our More-Like-This (MLT) strategy (Algorithm 1) is
motivated by the context switching costs, low preci-
sion, and explanation issues described above. The goal
of this strategy is to group the scored claims into clus-
ters that contain claims that have been scored highly
for similar underlying reasons. This allows us to pro-
vide the auditors with a cluster of claims that are both
highly likely to be positive and can also be audited
very quickly with small incremental audit costs. The
cost gets reduced because once the auditors have in-
vested the effort in reviewing the first couple of claims
in a cluster, the rest of the claims will have similar
labels due to similar reasons. At the same time, this
technique also allows us to disregard a large number
of claims that are similar to each other and are in fact
negative examples but have been incorrectly ranked
highly by the classifier. This is done by our online
strategy where we rank the clusters using a variety of
metrics (described later) and give the auditors a few
claims from a cluster. If the claims are verified by the
auditors as being positive, we continue giving them
claims from that cluster. Otherwise, we move on to
the next cluster thus avoiding a large number of highly
scored claims that were in fact negative. This strat-
egy also implicitly provides the auditors with an ex-
planation for the classification by providing them with
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other claims that are similar to what they have just
labeled. MLT works as a post-processing step on the
test (unlabeled) examples that have already been clas-
sified (scored) by the trained classifier.

Algorithm 1: Online More-Like-This Algorithm

Require: a labeled set L and an unlabeled set U

1. Train classifier C on L

2. Label U using classifier C

3. Select the top m% scored unlabeled examples UT

(we use m=10 in our case)

4. Cluster the examples UT

∪
L into k clusters

5. Rank the k clusters using a cluster-based ranking
function (described in the next section)

6. For each cluster in the ranked cluster list

(a) Rank the claims within the cluster based on
their informativeness of the quality of the
cluster

(b) For each claim in the ranked list within the
cluster

i. Query human expert for the label of the
claim

ii. Move to the next cluster if the evalua-
tion metric (we use precision in our ex-
periments) calculated over claims labeled
so far in the cluster falls below threshold
P

The intuition behind our MLT approach is to use a
supervised classifier like SVM to initially provide a
rough partitioning of the test examples and then use
a clustering algorithm to do a more finer-grained par-
tition. The function of the clustering is to take the
examples that are scored highly by the classifier and
group similar ones together, hopefully creating clusters
that correspond to claims that have similar underly-
ing reasons for being errors. Our two-step approach of
post-ranking (or classification) clustering is also poten-
tially useful in cases where there are different under-
lying subgroups (or reasons) in the positive class that
may be disjoint which could create issues for a binary
classifier (unless multiclass labels are available).

In Step 3, we use m=10% for our experiments which
selects the top 10% of the examples. Setting m=100%
would be equivalent to clustering all the examples
without taking into account the classifier scores. In-
tuitively, we would choose m based on the class priors

and the budget available for reviewing the examples.

In Step 4, we vary k (number of clusters) from 200
to 2800. The higher the number of clusters, the more
coherent/similar each group will be which can decrease
the audit time and provide better explanations but
increases the number of clusters to examine. Another
trade-off is that the larger the number of clusters the
test examples may be split in different clusters thus
not resulting in reduction of context-switch cost.

In Step 5, we experiment with a variety of metrics to
rank the clusters described in the next section. These
ranking metrics are a function of the number of posi-
tive examples (from L in the cluster), the mean score
assigned by the classifier to the unlabeled examples
U in this cluster, the ratio of the positive to negative
labeled examples (from L), the inter-cluster similarity
score of the cluster, and the intra-cluster similarity of
the cluster.

To rank the claims for review within a cluster (in Step
6a), we use the score assigned by the classifier as the
metric in our experiments. This is just one example
of a metric that can be used. Other metrics we plan
to experiment with include distance from the centroid
of the cluster (to select prototypical examples from a
cluster first), and sample selection metrics from active
learning literature (based on uncertainty sampling for
example). In Step 6b(ii), we use precision as the metric
and set the threshold to 30%. This is chosen empir-
ically based on the baseline precision scores and the
class distribution.

4.1.2. Pool-based Active Learning

The More-Like-This (MLT) strategy is designed to re-
duce the time it takes to review (or label) an exam-
ple and also to provide the auditors with immediate
rewards. We also use active learning strategies to im-
prove the future performance of the system. We use
the standard pool-based active learning setting and use
different sample selection strategies such as density-
based and uncertainty sampling. This approach is po-
tentially not immediately rewarding to the human au-
ditors and focuses on future improvement of the clas-
sifier.

4.1.3. Hybrid Active Learning with
More-Like-This

The tradeoff between the two previous strategies mo-
tivates a strategy that combines the benefits of both
of them. We propose three different approaches to im-
plement this hybrid strategy.
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MLT-then-Active: This strategy performs MLT clus-
tering as described in Section 4.1.1 but then uses ac-
tive learning (with different sample selection metrics)
to select examples to provide to the user for review
and labeling.

Hybrid Sample Scoring: Hybrid Sample Scoring strat-
egy assigns a score to every unlabeled example based
on both strategies. Each example gets a score using
active learning (which indicates it’s utility in improv-
ing future classifier performance) as well as with the
More-Like-This strategy (which indicates it’s immedi-
ate utility). We can then use a weighted combination
of these scores to create a final ranking.

Online Hybrid Learning: This hybrid strategy treats
the two strategies independently and alternates among
them based on the recent past, availability of expert
resources, and business needs.

We have discussed these strategies with domain ex-
perts in claims processing and have found them to be
quite receptive to the last strategy as a tradeoff. In
the experiments presented in this paper, we don’t use
any hybrid strategies but we believe that these can be
highly effective and are currently running experiments
to evaluate their suitability in practical situations.

5. Experimental Results

5.1. Data and Experimental Setup

In this paper, we present experimental results using
real claims data from a major insurance company in
US as part of our project with them. We got approxi-
mately 23 million claims spanning 23 months. Of these
23 million claims, 379,000 had been manually labeled.
In this labeled data set, around 65% claims were Re-
work and the rest Correct. It is important to remem-
ber that this distribution does not hold in the opera-
tional world since the labeled data has a skewed class
distribution (described in section 4.1). Since SVMs
are not able to handle categorical data we create bi-
nary features from the categorical features resulting in
around 238,500 features.

We ran two sets of experiments for evaluating the ideas
described in this paper. The first experiment was a live
study with auditors from the insurance company where
we gave the auditors a set of claims to audit based on
system’s recommendations and different strategies. In
this paper, we will not describe the entire user study
but just a part of the larger evaluation that motivated
and verified the More-Like-This strategy. We present
results with a second set of offline experiments that
were designed to analyze our strategies in more detail.

5.2. Live System Deployment

We did a user study as part of a larger evaluation of
the system to evaluate the usefulness of More-Like-
This strategy in a real life deployment. The baseline
system precision was 29% where the auditors audited
200 claims and found 58 claims to be Rework. With
More-Like-This strategy, we obtained a hit rate of 55%
where the auditors audited 307 claims and found 105
claims to be Rework. Thus we got a 90% relative im-
provement over the baseline system. The average au-
dit time per claim was reduced from 3 min 55 sec for
the baseline system to 2 min 52 sec for More-Like-This
strategy, a relative reduction of 27% in audit time over
baseline system. The reduction in time for auditing as
well as the improvement in precision is statistically
significant with p << 0.001 for Student’s T-Test.

We also ran further experiments over a period of 3
weeks with two auditors to validate different aspects
of our system but the details/discussion of the study
are beyond the scope of this paper.

5.3. Offline experiments

Due to the high cost and limited availability of the au-
ditors, we limited the live experiments using only the
strategies that we thought would work the best. To
conduct further in-depth analysis of different strategies
described in this paper, we ran a large number of offline
experiments. We performed 5-fold cross-validation ex-
periments on claims data from last 5 months with
70,179 claims having 52% positive claims.2. Since the
distribution of the positive class is skewed in histori-
cal data we create the test cases in each fold with 5%
positive ratio as follows. We select all the negative
examples belonging to the fold and then exclusively
sample from the remaining examples so that the test
data has 5% positive examples. We keep creating test
cases until we exhaust all the positive examples in the
fold. Thus each test fold has same negative examples
but unique positive examples. In our case, we got 4
folds with 20 test cases and 1 fold with 19 test cases
with the desirable 5% positive class ratio.

5.3.1. Metrics

For the large insurance company we worked with, the
estimated capacity for auditing the claims is about 760
claims per day (379K claims in 23 months) whereas the
volume of claims that need to be processed daily is ap-
proximately 46,000 claims per day (23 million claims

2Since we wanted to run multiple detailed experiments,
we had to select a smaller dataset for practical runtime
considerations
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Figure 3. Precision Recall averaged over five folds with ap-
prox 20 test sets in each fold

in 23 months). The audit capacity is approximately
1.5-2% of the total daily volume of the claims which is
the case, in general, for most of the insurance compa-
nies.

Standard metrics such as accuracy, precision, or re-
call are useful in comparing different models and ap-
proaches, but not enough to minimize the number of
claims errors, which is the eventual metric. Based on
the audit capacity and discussions with domain ex-
perts, we decided that we need a metric that evaluates
performance for the top 2-5% scored claims to max-
imize benefits in real scenarios. Hence, we use Pre-
cision (or hit rate) at 2nd Percentile as our metric.
This is similar to the evaluation metric, Precision at
top 10 documents, popularly used in the Information
Retrieval community. In our experimental framework,
we do have the flexibility to modify the metric easily
and do model selection based on different metrics. In
the results reported below, we show precision recall
graphs where appropriate, as well as our precision at
top 2% metric when comparing different models.

5.3.2. Is our system accurate?

We ran five fold validation experiments where each
fold has approx 20 test sets with 5% Rework ratio to
show the effectiveness of our baseline system. Figure 3
shows the Precision-Recall graph for this experiment
averaged over five folds with approx 20 test sets each.
The average precision at 2nd percentile is 60.5%. Com-
pared to the 2-5% hit rate that the insurance compa-
nies get in their auditing practice currently, this is a
significant boost in performance.

5.3.3. How well does More-Like-This work?

We use the More-Like-This strategy on top of the
baseline system. We experimented with varying the
number of clusters (k ranging from 200 to 2800), the
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Figure 4. Comparison of performance of More-Like-This
strategy with the baseline system

clustering algorithms (Repeated Bisections, Repeated
Bisections with global optimization and direct k-way
clustering), and different cluster ranking metrics as de-
scribed in Section 4.1.1. We used CLUTO (Karypis,
2002) for the clustering.

The best performance was achieved with a cluster size
of 500 with repeated bisection clustering algorithm.
The ranking criterion for the clusters was ratio of train-
ing Rework to Correct claims in a cluster followed by
mean prediction score for test claims. Figure 4 shows
the performance improvement over the baseline sys-
tem. We obtain 9% relative improvement for Precision
at 2nd percentile, which is the metric that we want to
optimize. The improvement is statistically significant
with p << 0.001 for paired, two-tailed Student’s T-
test.

5.3.4. How well do typical Active sample
selection strategies work?

We experimented with the typical pool-based Active
sample selection strategies: uncertainty and density
based sampling along with the baseline random sam-
pling in a batch learning setting. At every iteration,
we select a batch of 1000 examples to query. Uncer-
tainty is measured by the distance to the linear deci-
sion boundary of the SVM classifier where the closest
instances to the boundary are most uncertain. We do
density sampling by clustering the pool of candidate
instances into the number of clusters equal to the batch
size (1000 in our case) and then selecting the centroid
of each cluster as the example to be queried, similar to
(Nguyen & Smeulders, 2004). The results are shown
in Figure 5. We notice that the performance is quite
similar for the different strategies. This result is not
too surprising as has previously been pointed out by
(Guo & Schuurmans, 2008) that standard strategies
applied myopically in batch learning setting are often
worse than random querying.
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Figure 5. Performance of various Active strategies

6. Summary and Future Work

In this paper, we described an online cost-sensitive
learning approach designed for applications where a
batch classifier has been trained for a given classifica-
tion task and focus on optimizing the interaction be-
tween the classifier and the domain experts (auditors
in our case) who are consuming the results of this clas-
sifier. The goal is to make these experts more efficient
and effective in performing their task as well as eventu-
ally improving the classifier over time. We describe a
More-Like-This strategy that uses a supervised classi-
fier to initially provide a rough partitioning of the un-
labeled examples and then uses a clustering algorithm
to do more finer-grained partitions. We validate our
approach on the problem of detecting errors in health
insurance claims and show significant reduction in la-
beling time while increasing the overall performance
of the system.

We believe that focusing on reducing the time it takes
to label an example is a promising area of research, es-
pecially when combined with traditional active learn-
ing strategies. This setting occurs in many practical
deployments of machine learning systems (including
the insurance claim processing system we have built).
We are currently exploring ways to combine the two
techniques and integrate it into system so the perfor-
mance can be evaluated. Another area of current re-
search for us is to evaluate user interfaces that can
help reduce the labeling cost and also collect feedback
to improve classification performance. We have devel-
oped one such interface (described earlier) but have
not done detailed experiments to evaluate it’s effec-
tiveness.
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