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Abstract

Inspired by probabilistic path planning, we contribute a plan-
ning approach that probabilistically balances heuristics and
past plans as guidance to planning search. Our ERRT-PLAN
algorithm generates multiple search branches probabilisti-
cally choosing to extend them towards the current goal or to-
wards actions or goals of a past given plan. We have defined
domains to show where current techniques could be trapped.
Also, we show experimental results with a variety of domains,
where we show the strengths of ERRT-PLAN.

Introduction and Related Work

As the complexity of planning is realized, researchers cre-
ate a variety of planning approaches to try to increase the
scalability horizon of their planning search. We view three
different classes of domain-independent approaches to au-
tomated planning, as we sketch in Figure 1.1 Given a do-
mainD, and a new problem P , planners can extract domain-
independent heuristics to guide their search. Such “Planning
from scratch” has shown to be very efficient in large classes
of problems, as is the case of forward-chaining search using
a combination of a well-informed heuristic, coming from a
relaxed planning graph (Hoffmann & Nebel 2001). “Plan-
ning with learning” can in addition rely on training expe-
rience as compiled into domain-dependent heuristics. And
“Planning with reuse” can use specific past solution plans.

In this work, we focus on planning with reuse, as we assume
that a similar past solution plan may be available in several
situations where the new planning problem naturally just de-
viates from a past problem, as for example may be the case
when there is a need for replanning during plan execution.

Thus, according to the three classes of domain-independent
guidance defined in Figure 1, the closest related works to the
one presented in this paper are reuse approaches. They could

1We leave out from this classification all domain-dependent
planning approaches, as Hierarchical Task Networks (Nau et al.
2003) or approaches based on manually defined domain-dependent
heuristics (Bacchus & Kabanza 2000).
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Figure 1: A view of planning according to search guidance.

be classified in turn as single plan reuse and multiple plans
reuse. In the first category, we find all techniques that reuse
only one plan, and this is the category where our work lies
in. It mainly focuses on replanning and uses the current plan
in execution to guide the search for the new plan. So, when
the execution of a plan fails, the planner is invoked to gener-
ate a new plan from the current state and plan and the goals.
As an example, LPG-ADAPT (Fox et al. 2006) focuses on re-
planning with minimum changes to previous plans using the
LPG planner. They adapted LPG plan-modification heuris-
tics, trying to maximize the reused actions in the new plan.
We have in common that both approaches rely on stochas-
tic search, and in reusing the plan from a previous search.
However, their goal is to maximize the reused actions (plan
stability), while ours is guiding the new search by using pre-
vious plans, not necessarily requiring plan stability. Thus, as
we show in the experiments, they find problems even if the
previous problem was very similar to the new one. We also
add goal-reuse, which is not considered by them.

In the second category, multiple plans reuse, we find case-
based reasoning applied to planning or case-based plan-
ning approaches (Veloso & Carbonell 1993; Kambhampati
& Hendler 1992; Serina 2010; De la Rosa, Garcı́a-Olaya, &
Borrajo 2007). But, we focus only on the reuse of one so-
lution, as the approaches in the previous paragraph. So, we
do not deal here with other CBR tasks as the computation of
a similarity metric, or the efficient storage of past cases, and
any reasonable previous approach would work well with our
approach.



At this time, we therefore assume that a past plan is given
that is found to be similar to the new problem, and address
the question on how the planner should reuse the past solu-
tion plan in its new search for a solution to the new prob-
lem. All of the past case-based planning or planning with
reuse approaches, to our knowledge, proceed by trying to
adapt the past plan with the hope that such adaptation will
lead to improved search time, and with no significant sacri-
fice to plan quality. However, given the unpredicted effect
of the fact that the past planning problem is only similar to
the new problem, the adaptation process is known not to be
guaranteed neither to save planning effort nor to hold plan
quality (Nebel & Koehler 1995). But it is also the case that
being guided by a past solution plan has the potential (not
the guarantee) to be beneficial. Our planning with reuse al-
gorithm differs from past algorithms in the fact that it con-
siders both the potential “danger” and “benefit” of using a
similar past plan.

Concretely, we contribute in this paper a probabilistic
planning with reuse approach inspired by the ERRT algo-
rithm (Bruce & Veloso 2002).2 Our ERRT-PLAN algorithm
probabilistically balances an heuristic-based guided search
for a solution to the new problem and a past-plan guided
search. The algorithm generates multiple search branches
probabilistically choosing to extend them towards the cur-
rent goal or towards actions or goals of a past given plan.
Basically, ERRT-PLAN expands its search probabilistically
as: heuristic search towards the goal of the current prob-
lem; reuse of an action of the past plan; and heuristic search
towards a goal of the past plan. Through this probabilis-
tic choice, ERRT-PLAN considers the past plan as a bias
to its search for a new problem, and it does not try to de-
terministically adapt it. The past plan is hence present in
the search as waypoints to direct the new search. As such,
interestingly ERRT-PLAN can probabilistically both be well
guided and not misguided by the past plan. There have been
other approaches in planning that are based on the “Plan-
ning from Scratch” paradigm and RRT (Burfoot, Pineau, &
Dudek 2006; Alcázar, Veloso, & Borrajo 2011). However,
they belong to a different category as we do “Planning with
Reuse”.

The paper is organized as follows. First, ERRT is presented.
We then present the ERRT-PLAN planning algorithm and
show examples and results in two especially designed do-
mains to show its advantages with respect to heuristic for-
ward search from scratch. We then focus on conceptu-
ally comparing with examples our ERRT-PLAN with LPG-
Adapt (Fox et al. 2006), as an available planner with reuse.3
We also include some results using domains of the IPC.

2The RRT (Rapidly exploring Random Trees) algo-
rithm (LaValle & Kuffner 2001) efficiently searches by sampling
its space. ERRT (Execution extended RRT) (Bruce & Veloso
2002) further successfully includes past experience in the sampled
search.

3We thank the authors of (Fox et al. 2006) for making the plan-
ner available to us and informing us on how to run it appropriately.

We draw conclusions summarizing the contributions of the
work, while discussing the general aspect of our probabilis-
tic commitment as not specific to our approach but of poten-
tial use to any other current planning technique.

Path Planning. Extended RRT

We introduce the basic components on top of which we
build our solution: the ERRT technique and the new search
method. The heuristic planner we use is a re-implementation
of the METRIC-FF planner (Hoffmann 2003). It uses
forward-chaining search with the relaxed planning graph
heuristic, and has several implemented search algorithms.
As FF, our ERRT-PLAN search algorithm is built on top of
EHC followed by a call to A∗ in case EHC fails. We use this
scheme given that these techniques (heuristic and forward
search techniques) are a backbone of most current planners.

Extended RRT (ERRT) is an extension over the standard
RRT algorithm (LaValle & Kuffner 2001) targeted at effi-
cient replanning. ERRT stores waypoints of a path, i.e.,
states in a path, and probabilistically reuses them in the next
search (Bruce & Veloso 2002). ERRT takes as input an ini-
tial state, a goal state, a set of waypoints (states that were
part of the solution path from a previous search) and two
probabilities: p is the probability that at a given search step
ERRT will focus on the goal state; and r is the probability
with which at a given search step ERRT will focus on a pre-
vious waypoint (instead of the goal state). Finally, with a
probability of 1−p−r, it will focus towards a random state.
The random target ensures a level of exploration of poten-
tial benefit in path planning with obstacles. Note that the
three sources (goal, past plan, and random) act as “biases”
to the new ERRT search. Through the adjustment of the dif-
ferent probabilities, the algorithm gives preference to one
or another bias, e.g., if the environment and the goal are of
low dynamics, then a high value of r is desirable, as the new
search may be quite similar to the past one. In contrast, if the
dynamics are high, a high value of p captures a preference
to a new search rather than plan reuse.

ERRT-PLAN

We now present our ERRT-PLAN algorithm, inspired by
ERRT, but now suitable for classical task planning problems.
We can use this algorithm with any search technique, but in
this paper we have used it in combination with EHC. We will
first define the main concepts.

Definition1. A planning problem is a tuple < P,A, I,G >,
where P is a set of propositions, A is a set of grounded ac-
tions, I ⊆ P is the initial state andG ⊆ P is the set of goals.
As in STRIPS planning, each action a ∈ A is represented as
three sets: pre(a) ⊆ P , add(a) ⊆ P and del(a) ⊆ P (pre-
conditions, adds and deletes).



Definition2. A plan π = {a1, a2, . . . , an} is an ordered set
of grounded actions ai ∈ A, that achieves a goal state from
the initial state I (G ⊆ δ(an, δ(an−1, . . . δ(a1, I) . . .))).4

Definition3. Given a plan π, the set of weakest precondi-
tions, wpi, of any given action ai ∈ π is the set of proposi-
tions that are required to be true in the state before applying
ai, so that the goals can be achieved from ai by applying the
actions in the remaining of the plan {ai+1, . . . , an}.

The standard way of computing this set for each action in the
plan consists of performing goal regression on the totally-
ordered plan. Since there might be parallel paths to achieve
the goals, we use a slightly different version of weakest pre-
conditions. First, we compute a partially-ordered plan from
the totally-ordered plan returned by most current planners.
Then, we compute the weakest preconditions of each ac-
tion on the remaining of the branch of the partially-ordered
plan from that action towards the goal. In the partially-
ordered plan, two ficticious actions are inserted at the be-
ginning, ao, and at the end of the plan, a∞. The weakest
preconditions are usually computed by goal regression as:
wpi = pre(ai) ∪

⋃
aj∈T (ai)

pre(aj) ∩ si. pre(ai) are the
preconditions of action ai, T (ai) is the set of actions in the
transitive closure of causal links from ai to the end action
a∞ (all actions that come after ai in the same branch of the
partial plan), and si is the state before applying ai. One
last improvement is that we remove from that set those lit-
erals that are static (no action adds or deletes them). As we
will see next, we will use the weakest preconditions of each
action in the plan as potential subgoals to focus on during
search.

The Algorithm

The algorithm is an adaptation of ERRT. Figure 25 shows
the top-level ERRT-PLAN algorithm, which takes as input the
planning problem (i.e., the initial state I and set of goals G),
the domain description (i.e., the set of actions A), and our
new ERRT-PLAN specific probabilities for node expansion:
p towards the goal; ra (action-reuse) towards an action of
the past plan; and rg = 1 − p − ra (goal-reuse) towards a
goal in the past plan, as we further explain below. A last in-
put W (waypoints) contains the solution (plan) represented
as an ordered set of pairs of actions and their weakest pre-
conditions, ai, wpi:

W = [(a0, wp0), (a1, wp1), . . . , (ak, wpk)]. Action-reuse
targets some ai while goal-reuse targets some wpi.

There are two main differences between ERRT and ERRT-
PLAN. First, in ERRT-PLAN, the distance between nodes is

4The function δ(ai, Sj) returns the state after applying action
ai in state Sj .

5For the sake of clarity, we do not show the failure conditions,
but they relate to dead-ends or reaching resource bounds (time or
memory).

function ERRT-PLAN(I,G,A, p, ra,W ): plan

I: initial state
G: goal state
A: set of domain actions
p: probability of selecting EHC in the expansion of each node
ra: probability of doing action-reuse

(rg = 1− (p+ ra): will be the probability of doing goal-reuse)
W = [(a0, wp0), (a1, wp1), . . . , (ak, wpk)]:

array of actions ai and their weakest preconditions wpi

tree = {I}
while not(CloseEnough(tree,G)) do

i: UniformRandom in [0.0 .. 1.0]
if 0 < i < p
then tree = expand-tree(EHC,I,G,A, φ,tree)
else if p < i < p+ ra

then tree = expand-tree(action-reuse,I,G,A,W ,tree)
else tree = expand-tree(goal-reuse,I,G,A,W ,tree)

return Extract-plan(tree)

Figure 2: The ERRT-PLAN algorithm.

computed according to the planning heuristic. The function
CloseEnough checks whether the goal is true in the heuris-
tically closest node of the tree. The second difference relates
to the representation of states and goals. While in ERRT both
states and goals are represented as vectors of N dimensions,
in planning, initial states and goals are represented as sets of
literals. Furthermore, goals in task planning are partial de-
scriptions of states, so they cannot be used interchangeably
with states as in ERRT.

ERRT-PLAN carries the planning search expanding its search
tree using three possible biases, namely using EHC, action-
reuse, or goal-reuse. The search tree keeps multiple open
nodes (internal and leaves), and all such nodes are candi-
dates for expansion. At each iteration, one of the nodes in
the open list is found to be the closest to the chosen target
and is expanded. The children of expanded nodes are not
added to the search tree immediately. They remain as chil-
dren until the search chooses to expand one of them and adds
it to the tree. As in the ERRT algorithm, the expansion of
the tree includes the three main functions to: choose a target
(ChooseTarget); compute the closest node to the chosen tar-
get (Nearest); and extend such closest node (Extend). We
now present these three functions for the EHC, action-reuse,
and goal-reuse expansions.

• The EHC expansion corresponds to:
– ChooseTarget selects the goal G as the current target;
– Nearest returns the closest open node to the chosen tar-

get;
– Extend iteratively generates the children of nearest,

and as soon as one returns a heuristic value less than
nearest, it stops and adds that node to the tree. If no



child is better than nearest, it performs a breadth-first
search until it finds a better one. This is implemented
similarly as in METRIC-FF by first expanding succes-
sors that are helpful actions (actions that are thought to
be relevant to achieve the goals and can be directly ap-
plied in the current state).6 If that fails, then we switch
to non-helpful ones. As in (Burfoot, Pineau, & Dudek
2006), we set a limit on the number of nodes in this ex-
pansion. We start with a limit of 100 nodes, and then
we increase it by 50, every time we perform a breadth-
first search. Also, we add to the tree the path from near-
est to the best node in that search (even if it is not better
than the nearest heuristic value).

• The action-reuse expansion corresponds to:

– ChooseTarget selects the goal G as the current target;
– Nearest and Extend are done jointly. Nearest returns

the first open node in which an action ai from the past
plan can be applied. In each node, we keep a pointer
of the last action of the previous plan that was appli-
cable in that node. We start searching for applicable
actions at nodes whose pointer leads to actions closer
to the end of the previous plan. If node ni has a pointer
to action ak and node nj has a pointer to action am,
and m > k, then we first try to find an applicable ac-
tion in node nj starting at positionm+1 of the previous
plan. If an applicable action is found, then we try to ap-
ply as many actions as possible from the previous plan.
We set the pointer to the position of the last applied
action, so next time we start looking for applicable ac-
tions from that action on. When we create a node, its
pointer is initialized to 0. And once we reach the end of
the previous plan in a node, then that node is not tried
again for action reuse, and we try the other nodes in
the search tree. If no applicable action is found at any
node, we do an EHC expansion. This allows solving
some problems even in the case of using pure action
reuse (p = 0, ra = 1.0, rg = 0) and when the previous
solution does not solve completely the new problem.

• The goal-reuse expansion corresponds to:

– ChooseTarget selects a goal from the previous search.
It randomly selects the weakest preconditions of ac-
tions of the previous solution that have a later position
than the one referred to by a global pointer, in the same
spirit as the action-reuse (in this case we keep a global
pointer instead of a node-dependent pointer). So, if the
pointer is g, we randomly pick one weakest precondi-
tions set from < wpg+1, . . . , wpk >. If none is avail-
able (g ≥ k), then it returns the goals of the current
problem G.

– Nearest computes the heuristic distance from each
node in the search tree and the selected target, and re-
turns the node with the lowest heuristic value. If more
than one, then the deepest one is preferred. Given that
the computation of the heuristic distance of each node

6They are computed at the same time as the heuristic value of
nodes.

in the tree towards a given goal (the problem goals or
one of the weakest preconditions of the previous solu-
tion) can be repeated many times, we cache in a hash
table the results of those heuristic computations.

– Extend expands the nearest node, if not already ex-
panded, and adds one of the successors according to
EHC. So, this is exactly the same behavior as the Ex-
tend function of the EHC expansion.

Experiments

In this section we will show through several examples the
benefits of the approach when dealing with tasks for which
ERRT-PLAN outperforms other approaches. In particular, we
compare against a baseline planner, FF, and a re-planning
algorithm, LPG-ADAPT. We focus our study on the fea-
tures of the tasks that make it particularly difficult for them.
More specifically we will present examples for the following
cases:

• heuristic search approaches might fail, and the previous
plan can help on solving the task

• but, strongly relying on past plans might also not be al-
ways beneficial:
– LPG-ADAPT does not remove unnecessary parts of past

plans
– some small difference in the initial state makes LPG-

ADAPT generate non-optimal plans
– small differences in the goals make LPG-ADAPT use

parts of the previous plan, but there is a better solution
to solve the difference if you do not use those parts

– past plans are reused, while other parts are dynamically
build by the planner

We have used 0.0, 0.3, 0.7 and 1.0 as parameters values for
both p and ra (resulting on the same range of values for rg),
removing those configurations with p + ra + rg > 1.0.
Since ERRT-PLAN is stochastic, we run each ERRT-PLAN
configuration five times and show the median of the results.
The base configuration in most experiments was the stan-
dard FF algorithm (EHC followed by A∗ in case no solu-
tion was found) with the relaxed planning graph heuristic.
It can also be seen as a special case of ERRT-PLAN, when
p = 1.0, ra = 0.0, rg = 0.0. We used a time bound of 600s
and a memory bound of 3Mb.7

On Solving Difficult Planning Tasks

As it is well known, no single technique is better than the
others in all domains. For instance, one of the best domain-
independent heuristics for planning, the relaxed plan heuris-

7No problem could not be solved due to exceeding the memory
bound.



tic of FF that is used one way or another in most current plan-
ners, can lead a greedy search algorithm to dead-ends. Un-
fortunately, many real world tasks present dead-ends. Some
planners, as FF or LAMA, try to avoid dead-ends by resorting
to best-first search and/or combining it with other heuris-
tics. But in some domains, even with a very good heuristic,
best-first search can expand an arbitrarily large number of
nodes (Helmert & Roger 2008). The knowledge on previ-
ous plans can help guide the planner to avoid those dead-
ends or exploring a huge useless area of the state space. In
this section, we show that ERRT-PLAN stochastically selects
whether to reuse parts of the previous plans or to build some
parts from scratch. This allows ERRT-PLAN to solve tasks
with dead-ends and show how we can improve over the com-
bination of the relaxed plan graph heuristic+EHC on those
domains by using ERRT-PLAN.

We contribute a new planning domain, NewGrid, similar to
the ones used by the path-planning community, where we
define two new planning tasks. We show that these tasks
are well targeted at illustrating the features of our technique.
This domain is a proof-of-concept of the problems of the
combination of EHC +planning graph heuristic.8 In this do-
main, a robot has to reach any of the several positions that
have gold on them. Gold is stored on closed boxes that can
be opened by a key that the robot carries at the beginning.
The world is defined as a grid with walls and obstacles.
Walls can never be traversed. Obstacles can be traversed,
but once they are traversed by the robot, the robot loses the
key that it carries. Thus, once the robot traverses a cell with
an obstacle, it cannot open any box, resulting in a dead-end
(no goal is reachable from those states). Given that losing
the key appears as a delete effect, the relaxed plan heuristic
does not detect those situations. So, the combination of the
relaxed plan heuristic and any non-backtraking search tech-
nique (as, for instance, EHC) leads to dead-ends. Obstacles
can be thought in general as places where we lose our non-
renewable resources, or highly dangerous areas in other do-
mains. Figure 3 shows examples of scenarios of this domain
with two goals (G) and one obstacle (O) (a), three goals and
two obstacles (b), and one goal and several obstacles (c and
d). The robot appears as R.

In this domain, and in some others also, given that EHC is a
very greedy search algorithm, the order in which the nodes
are studied is very relevant. This aspect influences the be-
havior of EHC-based planners. So, we created two types of
tasks in the NewGrid domain to highlight the difficulties that
we can find using it: the L (a and b) and Cup tasks (c and d).
The names refer to the shape of the cells without obstacles.
Figure 3 shows an example of training and test problems for
both tasks. These tasks could not be solved by EHC because
it tried to eagerly follow the shortest path to the goal. Thus,
it does not notice that when traversing the obstacles it loses
the key and cannot solve the problem. If we follow another

8Similar domains, as GoldMiner or Matching Blocksworld, can
be found in the first learning track of the IPC held at ICAPS’08
(http://eecs.oregonstate.edu/ipc-learn/).
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Figure 3: Example tasks in the L and Cup tasks in the New-
Grid domain. (a) training L problem, (b) example of 6 × 6
L task with one corridor, (c) training Cup problem, and (d)
Cup task with 10 columns. R is the robot, O represents an
obstacle and G a goal.

algorithm after failing (as FF does using A∗), it can take it
a huge amount of time to find the solution, given that the
heuristic continues to force the search algorithm to select
nodes that are in the wrong direction. In the case of the L
tasks (a) and (b), given that EHC evaluates the successors of
a node in a given order, if it decides to move to the places
where gold comes after passing though an obstacle, it will
find dead-ends. And, if a planner switches to A∗ (as it is the
case of FF), it might be that we have a high number of dead-
end corridors branching out of that part of the search tree, so
that it can take a long time to find the right branch. If, by
chance, the order of the successors makes it to move to the
right on (a) or (b), we can always create the complementary
version in which all the corridors are on the bottom part and
branching from it will lead to dead-ends.

In the second task, that we call the Cup task, the heuristic
finds that going directly towards the only goal is better than
going first to the left of the wall. So, EHC will never find
a solution of this task. If we change to A∗ and the space
among the walls is sufficiently large, it will have to explore
all that area before going to the left of the wall. So, the time
to solve the problem grows quadratically with the size of that
area,9 as shown in the following experiments.

For these tasks, we generated problems by increasing size
of the grid from 10 × 10 to 70 × 70 in increments of 10
in the L task. We also added a number of corridors that
would branch out of the corridor going up (the one with the
obstacle) that would be N − 4 where N is the number of
rows/columns. Those corridors also hold gold at their ends,
but always with an obstacle before them. In the Cup task,
we fixed the number of rows and set the number of columns
from 10 to 150 (in steps of 10) with the same structure for
the walls and obstacles, and the same relative positions for

9We assume full duplicate detection is performed.



the robot (always starts at (0,3)) and gold position (always
at (N − 1,7)). In these two tasks, we solved the training
problems (a) and (c) with the reimplementation of FF (EHC
followed by A∗ where EHC could not solve either task).

Then, using the solution to these two simple problems (Fig-
ure 3(a) and (c)), we tried to solve the test problems with FF
and with the ERRT-PLAN configurations. Figure 4 shows the
time employed to solve the Cup task. The time spent to solve
the problems is in most configurations four/five times less
than the one employed by FF, where EHC could not solve
a single problem and it had to always resort to A∗. One
of the potential drawbacks of ERRT-PLAN with respect to
EHC could be the extra nodes that it keeps in memory. In
the case of these experiments, the number of nodes explored
by ERRT-PLAN was linear to (even almost the same as) the
number of steps in the solution. The reason why time grows
non-linearly is that the heuristic computation (FF heuristic)
grows non-linearly with the size of the grid. It goes from
an average of 0.001s per evaluation with N = 10 to around
100s in the case of N = 150. We also changed the initial
position of the robot (by moving it one and two positions
to the right), and of the goal (one position to the right) and
results were similar.

Figure 4: Time to solve problems on the NewGrid domain
for the Cup task. ERRT-PLAN results are the median of plan-
ning time.

Figure 5 shows the time to solve problems in the L task.
With respect to solvability, FF could not solve problems
starting on 40−36, even after resorting to A∗. In the case of
ERRT-PLAN, most configurations can solve problems of up
to 70− 56 in the given time bound.

Strong Bias Towards Previous Plans Might Not
Help

In the previous section, we have shown that guidance from
the past plan can help planners to find solutions avoiding re-
peating the same mistakes as before. However, on the other

Figure 5: Time to solve problems on the NewGrid do-
main for the L task with maximum number of corridors (N
rows/columns, N − 4 corridors). ERRT-PLAN results are the
median of planning time.

extreme, strongly relying on the past plan sometimes can
also be a bad choice. In this section, we show that replan-
ning systems as LPG-ADAPT find difficulties, because they
are too tied to the previous plan. In fact, it starts the search
in the plan graph space from the initial node representing
the past plan. And it tries to diverge as little as possible
from that plan by using stochastic local search with multi-
ple restarts and an evaluation function that is biased towards
maintaining stability (minimizing the difference of the new
plan with respect to the previous plan). We show three ex-
amples where this scheme does not work well, because LPG-
ADAPT returns bad quality solutions.

Avoiding Removing Past Actions. In the first example, it
tries to avoid removing actions from the past plan, since it
focuses on maximizing plan stability. So, sometimes the so-
lutions contain unnecessary actions. Consider, for instance,
the Unnecessary-past-steps domain on Figure 6. We first
give LPG-ADAPT the solution to a previous problem that is
only composed of action a1. If we now give it the problem
with I={g2} and G={g+}, LPG-ADAPT generates the solu-
tion π={a1,a3,a1+}. In this solution, a1 is not needed, given
that g+ is achieved with a1+, and its preconditions are g2
that is true in the initial state, and p3 that is achieved by a3.
But, LPG-ADAPT tries to reuse as much as possible from the
previous plan in order to solve the new problem. This is just
a simple example of this behavior, but it is very easy to make
the previous solution as long as we want and it still keeps the
previous solution there. LPG-ADAPT is reluctant to remove
that part of the previous plan, since it adds g2 that is needed
for applying a1+, even if in the new problem this plan is not
needed because g2 is true in the initial state. On the con-
trary, all configurations of ERRT-PLAN are able to find the
right plan, getting rid of the unnecessary actions.



a1
Pre:
Adds: g1,g2
Dels:

a1+
Pre: g2,p3
Adds: g+
Dels:

a2+
Pre: p4,p5
Adds: g+
Dels:

a3
Pre:
Adds: p3
Dels:

a4
Pre:
Adds: p4
Dels:

a5
Pre:
Adds: p5
Dels:

Figure 6: Unnecessary-past-steps domain that shows how
LPG-ADAPT generates plans with unnecessary actions.

Small Difference on Initial States. In the second example,
a small variation in the initial state makes the previous plan
highly suboptimal, but LPG-ADAPT returns the same previ-
ous plan, without noticing. Consider for instance two new
simple tasks in the NewGrid domain graphically shown in
Figure 7. The robot should go from its initial position, R, to
the goal position, G. Suppose we use the plan for the prob-
lem on the left to bias the solution of the problem in the right
where suddenly a new direct path appears – the obstacle in
(0,1) disappears. LPG-ADAPT always selects the previous
path to solve the problem. If asked for multiple solutions,
then it finds the new path, but it returns suboptimal solu-
tions (by repeating states, for instance). In the case of ERRT-
PLAN, it consistently finds the new optimal path. Note that
the corridor to the right might be as long as we want, and
LPG-ADAPT behavior always selects that plan, instead of the
new one. Also, one might call LPG-ADAPT for multiple so-
lutions, but then we have created an arbitrary number of new
holes in the wall going to the right, and it takes LPG-ADAPT
a long time until discovering the optimal solution.

R

G

(a)

R

G

(b)
Figure 7: (a) is the past problem and its solution and (b) is
the same problem, except for a small difference in the initial
state (the path in the left is not blocked). In (b), LPG-ADAPT
solution is represented by the dashed line and ERRT-PLAN
solution is shown by the solid line.

Small Difference on Goals. In the third example, a small
variation in the goals makes LPG-ADAPT reuse past of the
previous plan, without noticing there is a better solution.
We base our example in the domains presented in (Veloso
& Blythe 1994). More specifically, we merge the Labori-
ously linkable domain with our previous Unnecessary-past-
steps domain. The Linkability-Hidden domain is shown in
Figure 8. Suppose the solution to the previous problem is
again π ={a1} and the new problem is I={} and G={g+}.
LPG-ADAPT starts with a plan graph that contains a1 and
tries to build a solution from that point on. The only actions

that add g+, the only goal now, are a1+ and a2+. The eval-
uation function of LPG-ADAPT thinks a1+ is a better option
since g2 is already true (through a1), g* can be achieved in
one step with a*, and it thinks that p3 can be achieved in
three steps (ap1, ap2 and ap3). On the other side, a2+ seems
a worse option since it needs one step for achieving g3, an-
other for g* and three steps to achieve q3 (aq1, aq2 and aq3).
So, it selects a1+, which is the unoptimal solution, as shown
in Figure 9.

a1
Pre:
Adds: g1,g2
Dels:

a1+
Pre: g2,p3,g*
Adds: g+
Dels:

a2+
Pre: g3,q3,g*
Adds: g+
Dels:

a3
Pre:
Adds: g3
Dels:

a*
Pre:
Adds: g*
Dels:

ap1
Pre: g*
Adds: p1
Dels: g*

ap2
Pre: p1,g*
Adds: p2
Dels: p1,g*

ap3
Pre: p2,g*
Adds: p3
Dels: p2,g*

aq1
Pre:
Adds: q1
Dels:

aq2
Pre: q1
Adds: q2
Dels: q1

aq3
Pre: q2
Adds: q3
Dels: q2

Figure 8: Linkability-Hidden domain to show how LPG-
ADAPT generates suboptimal plans with small variations of
the goals.

0.0000: (A1) [D:1.00; C:1.00]
0.0000: (A*) [D:1.00; C:1.00]
1.0000: (AP1) [D:1.00; C:1.00]
2.0000: (A*) [D:1.00; C:1.00]
3.0000: (AP2) [D:1.00; C:1.00]
4.0000: (A*) [D:1.00; C:1.00]
5.0000: (AP3) [D:1.00; C:1.00]
6.0000: (A*) [D:1.00; C:1.00]
7.0000: (A1+) [D:1.00; C:1.00]

0: (A3 ) [1]
1: (AQ1 ) [1]
2: (AQ2 ) [1]
3: (AQ3 ) [1]
4: (A* ) [1]

LPG-ADAPT plan ERRT-PLAN plan

Figure 9: Plans generated by LPG-ADAPT and ERRT-PLAN
on the problem.

In fact ap1+ needs seven steps for achieving p3, but those
steps are hidden by the deletion of g* in all actions, as well
as deleting the previously achieved proposition. This was
the main difference between the behavior of total-order non-
linear planners, as PRODIGY, and partial-order planners, as
UCPOP. The latter tried to eagerly achieve open precondi-
tions with actions from the current partial plan, failing in this
case. We have presented the simplest case where the previ-
ous plan was composed of only one action and one goal, g1.
But, the same phenomena happens when the previous solu-
tions have another thousand actions in the plan achieving a
set of goals of any size, and we made the small change in
the goals of changing g1 for g+. Even if this domain seems
far fetched, consider now that g* is a renewable resource as
fuel, and then it matches the behavior of many real world
domains. Again, the configurations of ERRT-PLAN are able



to find the right solution, given that for it the previous plan
is not the starting point of a local search, but a guidance that
can be used or not as needed.

Combining Reuse of Past Plans with Planning

We have also performed experiments in the Satellite and
Rovers IPC domains,10 In Satellite, we used the given 20
IPC problems, and generated three variations of each prob-
lem by adding a random goal (so, the total number of prob-
lems per domain was 60). Then, we solved each original
problem with FF for a seed plan and used its solution for
solving each newly generated problem with FF and each
ERRT-PLAN configuration.

In Figure 10 we show the planning time of FF and ERRT-
PLAN in the last problem of the IPC of the Satellite do-
main, pfile20, given that the rest of problems were solved
in less than 1 second. We run each ERRT-PLAN configura-
tion five times and show the median. The configuration with
ra = 1.0 could not solve the problems, while the rest could
solve most of the runs (114 runs out of 123). As we can
see, the configurations with no action reuse (ra = 0.0) have
worse performance, while the rest are two orders of magni-
tude better than FF.

Figure 10: Median of the planning time of five runs for three
modifications of pfile20 of the Satellite domain.

In Figure 11 we show the results on the Rovers domain.
We used in this case four problems of the IPC (p30 to p33)
as representatives of medium complexity problems (solving
time greater than a few seconds and less than 600 seconds).
The setting is the same as the previous experiments. Again,
we see the same behavior as in the Satellite domain: config-
urations with no action reuse have bad performance, while
the rest can obtain up to two orders of magnitude improve-
ment over FF.

In Figure 12 we show the results on the Zenotravel domain
of the most difficult problems of the competition, pfile16

10International Planning Competition.

Figure 11: Median of the planning time of five runs for three
modifications of problems p30 to p33 of the Rovers domain.

to pfile20. And we see the same behavior as in the previous
domains: two orders of magnitude improvement on planning
time and worse results by ra = 0.0 configurations.

Figure 12: Median of the planning time of five runs for three
modifications of problems pfile16 to pfile20 of the Zeno-
travel domain.

In summary, we can see how using both reuse approaches at
the same time improves over using only one of them (ra =
0.0 or rg = 0.0). In general, using action-reuse is a better
strategy than using goal-reuse. The reason is that, in the
extreme, goal-reuse ends up being almost the same as EHC
given that when the goal-reuse pointer reaches the end of the
previous plan, there are no more goals to point to, and the
goals of the new problem are always selected. But, action-
reuse by itself does not have a good behavior either, because
once actions of the previous plan have been reused, we still
might need to do some extra work to achieve the new goals.



So, the combination of both goal- and action-reuse makes
the approach robust and compensate EHC drawbacks. Also,
we can see that almost all configurations use much less time
than pure EHC: two orders of magnitude less in many cases.

Conclusions and Future Work

We have presented a new approach to planning that stochas-
tically uses either a greedy planning heuristic or prior knowl-
edge in the form of actions or goals to achieve. Given that
nor current planning heuristics and search techniques, nor
previous knowledge (plans) are proved to be always correct,
we use them as biases, and use probability values that drive
the search direction. Results show that our ERRT-PLAN ap-
proaches are able to successfully address difficult open ques-
tions in planning such as how to efficiently use knowledge
of a previous plan to solve new similar problems. This work
opens further avenues of research, including the use of any
other search technique, instead of programming it on top of
EHC as best-first techniques. In addition, any multiple bi-
ases can be stochastically included in ERRT-PLAN, such as
different heuristics or specific human guidance.
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C. L.; and Likhachev, M., eds., Proceedings of the Fourth
International Symposium on Combinatorial Search (SoCS-
2011), 2–9. Cardona (Spain): AAAI Press.
Bacchus, F., and Kabanza, F. 2000. Using temporal logics
to express search control knowledge for planning. Artificial
Intelligence 116:123–191.
Bruce, J., and Veloso, M. 2002. Real-time randomized path
planning for robot navigation. In Proceedings of IROS-
2002.
Burfoot, D.; Pineau, J.; and Dudek, G. 2006. RRT-Plan:
A Randomized Algorithm for STRIPS Planning. In Pro-
ceedings of ICAPS’06, 362–365. Ambleside (UK): AAAI
Press.
De la Rosa, T.; Garcı́a-Olaya, A.; and Borrajo, D. 2007.
Using cases utility for heuristic planning improvement. In
Weber, R., and Richter, M., eds., Case-Based Reasoning
Research and Development: Proceedings of the 7th In-
ternational Conference on Case-Based Reasoning, volume

4626 of Lecture Notes on Artificial Intelligence, 137–148.
Belfast, Northern Ireland, UK: Springer Verlag.
Fox, M.; Gerevini, A.; Long, D.; and Serina, I. 2006. Plan
stability: Replanning versus plan repair. In Proceedings of
ICAPS’06, 212–221.
Helmert, M., and Roger, G. 2008. How good is almost
perfect. In Proceedings of AAAI’08, 944–949.
Hoffmann, J., and Nebel, B. 2001. The FF planning sys-
tem: Fast plan generation through heuristic search. Journal
of Artificial Intelligence Research 14:253–302.
Hoffmann, J. 2003. The Metric-FF planning system:
Translating “ignoring delete lists” to numeric state vari-
ables. Journal of Artificial Intelligence Research 20:291–
341.
Kambhampati, S., and Hendler, J. A. 1992. A validation
based theory of plan modification and reuse. Artificial In-
telligence 55(2-3):193–258.
LaValle, S. M., and Kuffner, J. J. J. 2001. Randomized
kinodynamic planning. In Proceedings of the International
Journal of Robotics Research, volume 20, 378–400.
Nau, D.; Au, T.-C.; Ilghami, O.; Kuter, U.; Mur, J. W.; and
Wu, D. 2003. SHOP2: An HTN planning system. Journal
of Artificial Intelligence Research 20:379–404.
Nebel, B., and Koehler, J. 1995. Plan reuse versus plan
generation: A theoretical and empirical analysis. Artificial
Intelligence 76:427–454.
Serina, I. 2010. Kernel functions for case-based planning.
Artificial Intelligence 174:1369–1406.
Veloso, M. M., and Blythe, J. 1994. Linkability: Exam-
ining causal link commitments in partial-order planning.
In Proceedings of the Second International Conference on
AI Planning Systems, 170–175. Chicago, IL: AAAI Press,
CA.
Veloso, M. M., and Carbonell, J. G. 1993. Derivational
analogy in PRODIGY: Automating case acquisition, stor-
age, and utilization. Machine Learning 10:249–278.


