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Abstract

As software and its supply chains grow more complex, sandboxing will continue
to grow in importance. A sandbox is an encapsulation mechanism that is applied to a
subset of a software system to impose a security policy, thus reducing the problem of
verifying the security of the subset to that of verifying the sandbox. While sandboxes
are often smaller and easier to verify than the system subsets they encapsulate, they
are not always easy to apply effectively because the software we want to sandbox has
complex supply chains, contains high coupling, and suffers from varying degrees of
confidence across components. Even without the complexity present in the software
itself, sandboxes can be tedious and error prone to apply.

Given a complex system of the type that motivates sandboxing (e.g. a browser),
how does an architect select a subset to sandbox? How does she pick an appropriate
sandbox for her purpose and apply it correctly? To answer these questions I propose:
(1) a qualitative investigation of the sandboxing landscape aimed at understanding
the techniques used to encapsulate computations and the classes of vulnerabilities
and potential malice mitigated by each technique, (2) an analytics framework that
uses program analysis techniques to prioritize untrusted system components based
on findings from plugins that detect vulnerabilities and potential malice (e.g. file
exfiltration over a network), and (3) a tool-assisted approach for sandboxing subsets
of Java applications, thus ensuring both that (a) they are constrained by a stricter
security policy than the rest of the application and (b) the sandbox was applied
correctly.

1. An Introduction to Sandboxing and Trust
Isolation is the last available option when attempting to secure a system in the pres-
ence of components we must use but are unable to verify or trust. Tools that isolate
computations are typically referred to as sandboxes. The term “sandboxing” has grown
ambiguous since it was first used to describe an approach for achieving fault isolation
[1]. Discussions where practicing programmers are trying to understand what sand-
boxing is often fail to achieve a precise resolution and instead describe the term by
listing products that are typically considered to be sandboxes [2, 3, 4, 5]. Even recently
published sandboxing surveys have either acknowledged the ambiguity then used fuzzy
definitions that were so broad as to include mechanisms traditionally considered to be
access controls [6] or have relied on the use of examples instead of a precise definitions
[7]. None of these options are suitable for performing general sandboxing research that
goes beyond the creation of specific sandboxes:1 they create scopes for the work that
are so large that results are difficult or impossible to validate, when they scope the work
at all. In this section I will provide definitions for sandboxing and sources of confidence
in software systems that will clearly scope this work.

A sandbox is an encapsulation mechanism that imposes a security policy on software
components. The sandbox provides a degree of isolation when applied to one or more
existing components, thus protecting the rest of the system from the components or
visa versa. This reduces the problem of verifying the security of the system to that of
verifying the sandbox. Shifting the verification burden is necessary because software

1Papers that are about a specific sandbox often make no attempt to define the term.
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verification is often intractable for the systems we depend on in practice. However, in
cases where we cannot formally verify software due to its complexity, we still may
be confident enough in the software to remove the need for additional measures. Our
confidence is software lies on a gradient influenced both by human-based concerns and
our ability to gain confidence in a component through software assurance practices.

There are two fundamental reasons we may not have confidence that a software
component is secure enough for a given purpose: it may be vulnerable or it may be
malicious. The former case is always of concern, even if we developed the software
ourselves, but we typically only worry about the latter when software was developed by
a third party. We must understand the relationship between the different ways we gain
and lose confidence in a component to efficiently establish whether or not sandboxing
the component is necessary due to a lack of confidence. This proposal broadly groups
sources of confidence into one of two categories:

• Analytics-based assurance refers to a belief in the reliability and security of a
software component based on the outcomes of actions carried out by the trustor
in the form of structured, disciplined practices aimed at finding, fixing, and
preventing vulnerabilities or detecting, halting, or isolating malicious behavior.

• Trust refers to a belief in the reliability and security of a software component based
on a judgment grounded by the builder’s actions (both assumed and evidenced)
and his reputation viz. the builder is not malicious, developed the component to ad-
equately minimize vulnerabilities, and will responsibly handle any vulnerabilities
that are found after release.

Currently, the bar for when we are confident enough to make sandboxing unnecessary
is determined informally and on a case-by-case basis. However, this decision must
be made because we cannot sandbox everything. There are costs to sandboxing in
terms of both the complexity present in the software we want to sandbox and the
level of difficulty involved in effectively applying the sandbox itself. These sources
of complexity have implications on the performance, usability, maintainability, and
evolvability of sandboxed components.

2. The Challenge of Applying Sandboxes
Sandboxes typically do not generalize to all possible software components or computa-
tions. To apply a sandbox, an architect must determine what subset of her system needs
to be sandboxed, define what security properties the imposed security policy should
express, and pick a sandbox that is powerful and flexible enough to sandbox her chosen
subset while meeting the defined policy. After picking a sandbox, she must apply it
correctly or she’ll risk allowing attacks the imposed policy should prevent. The process
of sandboxing an application therefore requires an understanding of the techniques used
to encapsulate computations as well as a disciplined means of choosing what to sandbox,
which techniques to apply, and how to apply them.

A sandboxing technique is a process for enforcing a minimal security policy that
defines a constraint capable of mitigating some threat to the system. Sandboxes compose
a number of different sandboxing techniques to achieve their goals. Sandboxing tech-
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niques are implemented by an isolation mechanism. For example, Address Space Layout
Randomization (ASLR) in Microsoft Windows is an isolation mechanism capable of
implementing the policy that an attacker should not reliably know where a module is
loaded into memory, thus making it much more difficult to write a reliable memory
corruption exploit. Most modern operating systems have a similar mechanism to ASLR.

There is great diversity in available sandboxing techniques, which is further com-
plicated by differences in their realization via isolation mechanisms. A sandboxing
technique can be implemented via distinct isolation mechanisms, where each realization
applies to different types of computations. For example, virtualization is often used to
sandbox computations. Virtual machines vary in the instruction sets and the hardware
features they support. The various operating systems that implement an ASLR-like
mechanism randomize different operating system objects with varying entropies and
thus implement slightly different minimal security policies.

Applying these mechanisms incorrectly can be dangerous, as Adobe Systems learned
when their application of an old subset of the Google Chrome sandbox led to the
simultaneous bypass of that sandbox, ASLR, and Data Execution Prevention in Adobe
Reader X [8]. A tool to help apply the full sandbox may have helped Adobe avoid the
problems Google had fixed six months earlier. While this tool may have helped Adobe
overcome the complexities involved in applying the full Chrome sandbox, there are
still other challenges to effectively applying sandboxes. Section 2.2 will use a concrete
example to highlight how software can make sandboxing difficult as a result of complex
supply chains, high coupling, and confidence gradients where we have different degrees
of confidence in the various components of a software system.

This proposal describes an approach for conquering some of the challenge of
applying sandboxes we have discussed thus far. The approach includes the following
contributions:

1. A model of sandboxing techniques that (a) defines the basic mechanisms used
by existing sandboxes to enforce their policies and (b) provides structure for
classifying the relationship between isolation mechanisms and their outcomes
and mitigated risks. A model is necessary because the engineering of isolation
mechanisms is often ad hoc. A model will help us disambiguate the sandboxing
landscape and determine where existing sandboxes do or do not meet our needs.

2. An analytics framework for dealing with confidence gradients in Java applications
to help an analyst determine which components (JARs and classes) should be
sandboxed. The analytics take the form of findings from analysis plugins and
component priorities. The plugins detect vulnerabilities and potential malice in
Java bytecode, then the findings are used to set the component priorities. Higher
priority components are more likely to be worthy of sandboxing.

3. A tool-assisted approach for sandboxing selected subsets of Java applications.
This assistant will take as input a subset of a Java application in the form of
JARs and classes that should be contained by a sandbox. The assistant will then
generate an initial policy to constrain the subset that the user can modify and will
ensure the validity of the policy as it is modified. When the user is satisfied with
the policy and wants to apply it, the assistant will apply the appropriate sandbox
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for them.

The analytics framework incorporates both (1) analytics-based assurance by applying
diverse static and dynamic analysis techniques and (2) trust by allowing users to specify
the properties of components they are sufficiently confident in. By incorporating trust,
we avoid analyzing components the user is unlikely the sandbox, thus allowing us to
use more expensive analysis techniques on the remaining components. After choosing
what we want to sandbox with help from the analytics framework, applying a sandbox
with tool-assistance will ease the application process and mitigate the types of human
oversights that cause vulnerabilities.

2.1. The Economics of Sandboxing in Practice

Sandboxes have been applied to widely used software systems where attacks have been
prominent, but why are unmanaged programs (i.e. not managed by a virtual machine
such as the JRE or .NET framework) not sandboxed by default? Google sandboxes their
web browser, Chrome, and also provides a sandbox for running high performance native
code as part of a web page. Microsoft sandboxes Internet Explorer and Word and Adobe
Systems sandboxes the Adobe Acrobat family of PDF readers. These systems all have
several points in common: they are extremely complicated with code bases well into the
millions of lines of code2, and, aside from perhaps Microsoft, all of their vendors make
use of third-party code, thus introducing supply chain security risks. Furthermore, aside
from Chrome, all of these applications were subject to hundreds of attacks. Google
decided to sandbox Chrome citing the many attacks against popular browsers of the time
(2008), none of which were sandboxed. In short, all of these applications have been
sandboxed because their security states were so poor that applying a sandbox became a
necessity. The economics of sandboxing in these cases were in favor of incurring the
expenses in terms of the complexity, time, and money of applying a sandbox. I aim to
make contributions towards reducing the cost of applying a sandbox.

2.2. Why Firefox is the Last Unsanboxed Mainstream Browser?

Consider sandboxing a modern web browser. Browsers are ubiquitous and have grown
in complexity to support a number of use cases that include rich interactions with
dynamic websites. Figure 1, from [9], depicts a reference architecture for browsers. The
browser engine provides a high-level interface to the rendering engine, which handles
the parsing and layout of HTML/CSS documents, which may contain scripts executed
by the JavaScript interpreter. The display backend provides primitives for drawing and
displaying windows. Finally, the data persistence component is responsible for storing
data associated with browsing sessions, bookmarks, cookies, and caches. Each of these
components represent a complicated browser subsystem containing many components
that could be subject to attack.

Components of modern browsers are developed by the browser vendors themselves
and third-parties. For example, Mozilla Firefox makes use of the XML User Interface
Language (XUL), a Mozilla developed technology, to specify its user interface and the

2Chromium, the open source subset of Google Chrome, currently weighs in at 7.5 million lines of code.
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Figure 1. A reference architecture for modern web browsers. This picture is from [9].

interface for addons. However, in addition to XUL the Firefox user interface is also
dependent on the externally developed GTK+ widget toolkit. GTK+ is dependent on
libraries developed by other third parties including Cairo, a graphics library, which is
itself dependent on third-party libraries such as libpng. These complex supply chains
allow an attacker to compromise a given system not by directly subverting the project
itself, but by instead subverting a downstream dependency where a backdoor may be
easier to introduce undetected. In general, all of these dependencies may contain their
own unique, exploitable vulnerabilities that become the system’s vulnerabilities as soon
as the system is built against them.

Browsers, like many modern software projects, not only contain many large compo-
nents that must cooperate, they contain complex confidence gradients across the entire
architecture. One obvious way to sandbox Firefox is to focus on separating out and
sandboxing the components where we have the least confidence. In Firefox, user built
addons are an obvious target for sandboxing because anyone can write them, there
is essentially no vetting process to ensure addons are correct and not malicious, and
addons can currently alter the execution of the browser in almost any way they like.
Unfortunately, the addons are highly coupled with the rest of the browser. Mozilla
cannot sandbox Firefox without placing a well-defined API between the browser and
addons to decouple the two enough that one sandbox can be imposed on the addons
and another (or no) sandbox can be applied to the rest of the browser. Without this
decoupling the browser and addons must have the same sandbox, which does little to
prevent an addon from compromising the browser. This coupling concern is often cited
by Mozilla when they explain why Firefox is behind all other popular browsers in terms
of isolation, although they are now making progress in catching up[10].

This proposal envisions a solution that could one day mature to help Mozilla sandbox
Firefox automatically. A Mozilla architect could use an analytics framework similar
to the one I describe below for Java to specify that they trust the user interface, the
display backend, and the data persistence layer. The framework would then analyze
the untrusted components using plugins that find vulnerabilities and potential malice
in binary code. Searching vulnerability databases for browser issues suggests that the
largest number of vulnerabilities would be found in the rendering and plugin engines.
Assuming this is the case, the framework would highlight the engines as being worthy
of sandboxing. The architect could then choose to use an assistant to separate these
engines from the rest of the system and each other then sandbox them.
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3. Thesis
Thesis Statement. Applying a sandbox is difficult due modern software’s inherent
complexity, but the difficulty is enhanced by the lack of conceptual, analysis, and
support frameworks for (a) considering what sandboxes may be suitable for enforcing a
particular security policy, (b) automatically determining both which components of a
software system are most likely to benefit from sandboxing efforts, and (c) assisting in
the application of the suggested sandboxes. A theory and tools for sandboxing effectively
composed of the listed frameworks would ease the application of sandboxes as a critical
security practice.

Assumption1: Architects have difficulty sandboxing their existing software systems.

Assumption2: There is not a general understanding of what sandboxing is or how it is
achieved in industry.

Hypothesis1: We will better understand the sandboxing landscape with a model of
sandboxing techniques that classifies the universe of sandboxes based on the
techniques they apply and their outcomes.3

Hypothesis2: To establish a degree of analytics-based assurance, only analyzing soft-
ware modules architects do not trust combined with incremental re-analysis
substantially reduces the time required to deal with analysis results. (The architect
must only deal with results, particularly false positives, present in code they do
not already trust.)

Hypothesis3: Reducing the analysis burden will allow analysts to make use of more
diverse analysis techniques for the same reasons stated in Hypothesis2.

Hypothesis4: The combination of results from diverse static and dynamic analysis
techniques is an effective means of prioritizing software components for sandbox-
ing.

Hypothesis5: Tool-assisted sandboxing improves the security posture of software
systems by executing components in more constrained environments than can
currently be achieved given typical development resources.

4. Proposed approach
In this section I propose a theory and tools for applying sandboxed effectively. I will start
by discussing a model of sandboxing techniques. The model will provide a structured
way of thinking about categories of sandboxing techniques, their intended outcomes,
and typical isolation mechanisms for achieving them. Afterwards, an analytics frame-
work that prioritizes components for sandboxing will be summarized. Finally, I will

3My evidence that this is a hard problem is anecdotal. In industry I regularly consulted with developers
who were struggling to figure out which sandbox to use or who were not sure if the sandbox they wanted to
apply was appropriate for mitigating the issues at hand. Of course, this problem would only manifest as soon
as the developer either was told they needed to use a sandbox without receiving further guidance or assumed
they needed to use one because they were vaguely familiar with the topic.
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discuss a mechanism for assisting in applying sandboxing techniques to subsets of Java
applications where we want to constrain the execution of third-party code.

4.1. A Model of Sandboxing Techniques

Section 1 presented a case that the sandboxing landscape is often poorly scoped and
poorly understood. While stronger definitions for sandboxing were presented in that
section to scope this proposal, this section presents a model of sandboxing techniques
aimed at helping disambiguate the sandboxing landscape and the techniques applied in
it from the standpoint of a user of sandboxing (not a creator of sandboxes).

Sandboxes combine one or more sandboxing techniques to encapsulate components.
I propose a model of sandboxing techniques that classifies techniques based on their
isolation mechanisms and outcomes, where outcomes have an impact on the confiden-
tiality, integrity, and availability of the surrounding system. Outcomes may represent
a shift in TCB size and the degree of constraint imposed by commodity hardware and
software. To understand the outcomes of a sandbox we must understand the minimal
security policies it implements, which provides us a clear of understanding of the risks
the sandbox is capable of mitigating.

Al Ameiri constructed an early model that considers applied sandboxing techniques
[7], but the model suffers from a number of problems. Their model doesn’t allow for an
analyst to infer information about a sandbox based on the techniques it applies because
the model is not repeatable, and it is difficult to use because technique categories are
not mutually exclusive. I argue that a better model would fulfill requirements that most
similar models are expected to fulfill whether they are used to classify vulnerabilities,
plants and animals, or sandboxing techniques. The requirements for a better model
follow:

• Infer: Categories should repeatably classify sandboxing techniques. In other
words, two people classifying a sandboxing technique should be able to indepen-
dently place the technique in the same category.

• Simplify: Categories should be mutually exclusive. That is, a sandboxing tech-
nique should not be able to appear in multiple categories. In practice, sandboxes
tend to combine several techniques to enforce the desired security policy. There
should be a clear mapping from a sandbox to the techniques it uses.

• Reflect Reality: Categories should classify a sandboxing technique based on its
mechanism of operation.

• Generalize: Categories should reflect the outcomes of a sandboxing technique,
such as its effect on Confidentiality, Integrity, and Availability (CIA), performance,
and TCB size and complexity.

A better model of sandboxing techniques will allow us to infer the general capabilities
of a given sandbox in a repeatable way by solely understanding the techniques it applies.
This model is necessarily incomplete because new sandboxing techniques can be created
at any time. In any case, reasoning about the capabilities of a sandbox at a high level
is important for ultimately picking an existing sandbox to apply or identifying cases
where no existing sandbox is sufficient. The process of picking a sandbox requires
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the analyst to consider the risks they need to mitigate using a sandbox and identify
sandboxes whose outcomes mitigate those risks. While a high level model can create a
short list of potential sandboxes, the analyst must look at the actual outcomes of specific
sandboxes and their isolation mechanisms to make a decision.

Consider a component that is subject to memory corruption issues that could lead
to remote code execution, as is often the case in browser renderers. Software-based
Fault Isolation (SFI) is technique that imposes a degree of memory safety to ensure
that memory accesses do not cause corruption, but different isolation mechanisms vary
on how precisely they impose memory safety and the instruction sets they support.
If Mozilla were to sandbox the desktop version of Gecko, Firefox’s HTML render,
using SFI they must pick a mechanism that supports x86 and x64 while maintaining
adequate performance. Performance is an issue because in some cases it is not possible
to know how a particular set of instructions that access memory should be constrained
until runtime, so a dynamic check must be introduced. Two SFI mechanisms that are
otherwise identical may result in notably different performance outcomes depending
on how they decide to place dynamic checks and how the dynamic checks are actually
constructed. Similarly, different SFI mechanisms may impose different checks, thus
covering different subsets of the memory corruption landscape. We must consider
the risks we care about and the outcomes of isolation mechanisms to draw out these
concerns and make disciplined decisions.

4.1.1 Preliminary Work and Validation

After inspecting more than a dozen existing sandboxes, I have identified resource
redirection, rule constrained execution, runtime isolation, software-based fault isolation,
system-call inspection, and virtualization as sandboxing techniques. These categories
may be summarized as follows:

• Resource Redirection: the diversion of an operation on an output destination
or source of input to a different, semantically equivalent native resource. For
example, an in-memory stack may be moved to a random location at runtime, a
write to a file at a permanent location may be redirected to the system’s temporary
folder, or the system may tell an application that the filesystem’s root appears at a
different location than it actually does.

• Rule-Constrained Execution: the application of an external policy decision point
and policy enforcement point to restrict a sandboxed computation’s operations to
those allowed by a rule profile. Such techniques may allow a defender to specify
an application profile that defines what files an application is allowed to access
and at what privilege level, while denying any unspecified operation. Rules may
specify how and when operations may be performed on any system resource.

• Runtime Isolation: the execution of computations confined by an execution en-
vironment called the runtime (e.g. Java Runtime Environment). The runtime is
responsible for providing services to the computation such as interpreting or com-
piling and executing the computation, providing an API, and enforcing properties
such as memory safety. Programs are intentionally written (or modified at the
source code level) and compiled to run in sandboxes that utilize runtime isolation.
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• Software-based Fault Isolation: typically either the rewriting of binary code or
utilization of a special compilation process to insert instructions that enforce
control flow integrity or fault domains. Such techniques are commonly used to
prevent the instruction pointer from being redirected to a data-only location. The
TCB can be limited to just a validator, or it can be scoped by an entire operating
system if the technique is provided at that level (e.g., a loader rewriting a binary
to implement SFI right before runtime).

• SysCall Inspection: system calls made by an application are intercepted by a
policy enforcement point. Rules or a model representing a security policy are
used to decide whether or not a call or sequence of calls should be allowed in their
current state. In some cases, violating calls are rejected, however these techniques
are sometimes used as a gateway to other techniques. For example, a system
call that violates the security policy may be redirected to a virtual environment.
Binary rewriting is never required to implement SysCall Inspection, although it
may optionally be used to make the interception of system calls more convenient
from user-mode.

• Virtualization: the application of a hypervisor or similar technology to simulate
hardware/software resources. Virtualization can be used to isolate any compu-
tation that utilizes the virtualized instruction set without special compilation,
even those computations that were not written or modified to run in the virtual
environment.

Based on these categories I have carefully analyzed and classified the techniques em-
ployed by eight well known sandboxes while meeting the requirements imposed in the
previous section. You can see these classifications in table 1. Further considering the
relationship between risk, outcomes, and isolation mechanisms is future work.

Name R. Rdr. R.C.E. Rn. Isl. SFI SysIn. Vrt.
ASLR* [11] X
chroot X
Cuckoo X
Google NaCl X X
MSIE PM† X
Sandboxie [12] X X X
TRuE [13] X X X
TxBox X

*Address Space Layout Randomization
†Microsoft Internet Explorer Protected Mode

Table 1. A summary of the categories of sandboxing techniques used by a small
collection of research, open source, and commercial sandboxes.

I will use techniques from qualitative content analysis to validate these categories.
Qualitative content analysis methodology as it applies to Software Engineering research
is most substantially surveyed in section 5.3 of a recent thesis by Barnes [14]. The
process of defining categories of sandboxing techniques is substantially equivalent to
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that of creating coding frames in content analysis. Barnes summarizes two approaches
to creating coding frames: (1) a data-driven approach starts by collecting data and
creates categories by progressively summarizing relevant content from the data and (2)
a concept-driven approach starts with existing categories created through prior work or
other considerations. My preliminary work used an informal data-driven approach by
summarizing each sandbox’s mechanisms of operation and outcomes based on sandbox
code and available literature. I will re-create and more carefully define the categories
using a methodical data-driven approach that is informed by the preliminary work. I
will also collect a larger set of data from which to re-create the categories; there are a
number of existing sandboxes I have not yet inspected.

To validate the model, I will provide another researcher with an uncoded version of
my dataset and the definitions of my categories. The researcher will code the dataset
using my categories and should end up with classifications substantially similar to my
own. In other words, the undergraduate should claim that sandboxes in the dataset
use the same categories of sandboxing techniques that I claim they use when I take a
data-driven approach, aside from cases where the applied techniques are ambiguous.
Ambiguity can be present in some cases when inspecting proprietary sandboxes where
detailed literature describing the sandboxes is not available. In my preliminary study, I
found cases when inspecting proprietary sandboxes where one or two techniques were
explicitly applied, but an additional technique was implied vaguely enough to believe it
is present but not to classify it.

This approach validates that the model describes reality and is repeatable, but it
will not validate that the model is broadly useful. My intention is not to show that the
model is broadly useful, but to instead carry out a scientifically valid investigation of
the sandboxing landscape.

The existing model from my preliminary work led to the development of a new
category of sandboxing techniques known as in-nimbo sandboxing. While qualitatively
considering the outcomes of the listed sandboxing categories, I discovered that cases
were not sufficiently covered by existing techniques. In particular, no existing technique
was capable of flexibly designing attack surfaces and mitigating failures from other
sandboxes well enough to sandbox a particularly difficult application to isolate: Adobe
Reader. In-nimbo sandboxing is documented in prior work [15]. In-nimbo sandboxing
will appear in my thesis as a case study of using this model and of comparing sandboxes
based on their relative merits with respect to mitigating specific threats.

4.2. Deciding What to Sandbox

In the case of a formally verified component there is no reason to perform sandboxing
if the security policy that a sandbox would enforce was proved to already hold for the
component. However, in the absence of formal verification the problem of deciding
what to sandbox relies on a measure of how confident we are in components due to
software assurance practices such as analysis, inspection, threat modeling, etc. and how
much we trust the builder.

I propose an analytics framework that combines trust with findings from static and
dynamic analysis plugins to prioritize components for sandboxing. In particular, I use
the presence of adequate trust as a reason to skip the establishment of analytics-based
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assurance because people are unlikely to sandbox components they already trust. It is
not entirely clear that the two imply each other in a way that allows one to cancel out the
need for the other; that is, trust does not necessarily imply analytics-based assurance and
visa versa. However, the relationship between trust and analytics-based assurance as my
analytics framework uses them matches the way limited resources are often allocated
in practice. Companies and government are typically more concerned with allocating
resources to establish confidence in components where they don’t trust the builder than
where they do.

Humans often trust components they built themselves and components where they
trust the builder, which may constitute a large portion of a software system’s code.
However, modern software is often built using libraries and other components sourced
from third parties where the state of trust is not adequate to preclude sandboxing (a
developer may feel this way about his own code as well). In this case, it is useful to
use program analysis to see if we can establish enough confidence to make sandboxing
unnecessary. Due to cases where source code for third-party components is not available,
I propose a framework for analyzing the bytecode of Java applications. The framework
combines trust with analytics-based assurance in the following way:

1. The user of the framework specifies which components are trusted by describing
them abstractly, where a component is at the level of a Java class or a JAR file
(a container for classes). For example, the user may trust classes from a certain
package, classes and JARs with a certain cryptographic hash, or classes signed
using a certain asymmetric key-pair (validated using a digital certificate).

2. The user configures the framework to analyze a specific Java application.

3. The framework performs a dependency analysis on the Java application to form
a dependency graph. The dependency graph has two layers: a layer that shows
the dependencies between the application’s jars and a class layer showing the
dependency relationships between each class in the jar and any class external to
the jar that an internal class depends on.

4. The framework displays to the user a pruned version of the dependency graph,
where all nodes that were determined to be trusted based on the criteria specified
in 1 are removed. The dependency analysis also automatically ignores any jars
or classes included in the analysis that are not actually used statically (the user
should remove these nodes from his application to reduce the attack surface
unless the application is configured to dynamically use them). The dependency
analysis ultimately serves two purposes: (1) it provides an avenue for reducing the
analysis burden through liveness and (2) it allows the developer to specify which
components of an application they trust based on binary imports where source
code or architecture documentation are missing. This differs from more fine
grained dependency analyses for security, such as those defined by McDermid
et al. to verify information flow between variables and functions [16]. Tip et al.
used a more fine grained definition of liveness (i.e. at the instruction level instead
of the module level) to remove and generally transform bytecode to decrease the
download size of compiled Java applications [17].

5. The user configures an analysis session by specifying the analysis plugins he
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would like to use, and the framework uses each enabled plugin to analyze untrusted
nodes. The framework supports analysis plugins that use some combination of
static and dynamic analysis.

The pruning process allows the framework to reduce the analysis burden as only un-
trusted nodes are analyzed. The plugins will report vulnerabilities and potentially
malicious code they find to the framework, which will aggregate this information for
the user. The framework will then automatically rank all untrusted nodes from the most
suspect to the least based on the severity and quantity of the findings (e.g. a node with
few, low priority issues would be ranked lower than a node with many, high priority
issues). Inspecting these findings provides analysts one means of determining what risks
they need to mitigate through sandboxing.

Consider a class that both reads files and sends the contents of those files on a socket.
This class may be capable of maliciously exfiltrating data on the network, which may
not be concerning when it is expected but is particularly alarming where it is out of
place. If this class is prioritized above most other classes and we are concerned about
its access to files, we will likely sandbox it.

4.2.1 Preliminary Work and Validation

This analytics framework exists in an incomplete form. The dependency analysis and
both forms of pruning (trust and static-liveness) are complete, but support for analysis
plugins is very immature. Trust-based pruning works by noting which nodes are trusted
in the dependency graph as nodes are discovered. The starting point for discovering
new nodes is specified by the user as either a JAR file, a class, or a specific class in
a JAR. When a node and all of its dependencies are trusted, it and the dependencies
are removed from the graph. Classes and JARs are only added to the graph when the
dependency analysis sees that they are used as it iterates through all of the instructions in
a class. When a new class or JAR is found, it is added to the top of a worklist of known
nodes that need to be inspected (i.e. the dependency graph is created in a depth-first
manner). The analysis takes place in two steps: first the dependency graph is created,
then it is pruned based on trust.

After the dependency analysis completes, analysis plugins are executed to find issues
in remaining, untrusted nodes. Trusted nodes are not scanned even if they remain in the
graph due to untrusted dependencies. Currently, no attempt is made to prioritize nodes,
there are very few analysis plugins, and no attempt is made to display findings for the
user. I plan to integrate findbugs as a plugin and to introduce at least two plugins to
detect potential malice. The likely candidates for potential malice plugins are a plugin
that detects classes that read files and sends their contents on a socket and classes that
appear to weaken or disable the security manager. It will also be beneficial to make use
of incremental re-analysis to further the goal of reducing the analysis burden. In other
words, analysis results can be saved to prevent the framework from re-analyzing nodes
that have not changed since the last analysis.

The framework has only been validated by running it on itself while configured to
trust packages I wrote and packages that are part of the JRE. The framework makes
use of two large libraries made by third parties: ASM for bytecode analysis [18] and
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JUNG for graph management and visualization [19]. Maven resolves and downloads
20 JARs containing 2990 classes for these libraries. Including the framework’s code
brings the counts to 22 JARs and 3007 classes. I do not count JRE code because there
is a lot of it and I assume that it will be covered by human-based trust in all but rare
circumstances. Out of the counted JARs, 9 are used by the framework; only 1,152 of
the classes in those JARs are used in the current version. However, only 580 of those
classes are untrusted and shown to the user. The analysis burden is initially reduced by
about 60% by considering liveness and the remaining work load is reduced by a further
˜50% by considering human-based trust in this case.

Validation of this analytics framework will be limited to those points that support
tool-assisted sandboxing, which is discussed in the next section. Validation will require
case studies where the framework is used on several other applications to carefully
analyze the results of node prioritization. I plan to carry out experiments to determine
whether or not priorities are reasonable by providing analysts with example nodes and
their findings and asking them to prioritize the nodes manually. I will then compare
their priorities with how the tool would have ranked the nodes. I will also pick a couple
open source Java applications that may benefit from sandboxing to analyze, and I will
work with industrial collaborators to analyze their applications with them while also
applying the rest of the theory. The open source applications will allow me to see the
value of the framework in practice and work out issues on my own. Case studies with
industrial collaborators will demonstrate the usefulness of the entire sandboxing theory
in practice. In short, I will use case studies to validate the following for this analytics
framework:

• Classes and JARs that are statically used (as opposed to being loaded dynamically
via configuration – there is existing work that would handle this case [20]) are
scanned if they are not trusted.

• Analysts consider tool assigned class and JAR priorities to be reasonable.

4.3. Tool-Assisted Sandboxing

The combination of the previous two sections provides several of the ingredients required
to assist in the application of specific sandboxes. Namely, they provide a means for
helping an analyst understand the sandboxing landscape enough to pick appropriate
sandboxes and determine what they need to sandbox in their application. Applying a
sandbox with tool assistance makes the encapsulation of computations more repeatable,
thus reducing oversights caused by humans applying the sandbox on their own. This
cannot be done generally for all sandboxes because the specific implementation of
a sandbox must be modeled to ensure the application of the sandbox is correct. For
example, Adobe could have had tool assistance in their application of the Chrome
sandbox to Reader, avoiding some of the vulnerabilities that resulted from its fully
manual application of a broken subset of the sandbox, if they had a model of the sandbox
and a mechanism to help apply it. In some cases this can be done fully automatically.
A tool is capable of determining that a component has memory corruption issues and
would benefit from SFI; such a tool could automatically run an appropriate SFI tool on
the component, but the capabilities of the SFI tool must still be modeled.
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I propose a mechanism capable of assisting in the application of strict security
managers and class loaders to user-selected Java JARs and classes. Class loaders are
used to load bytecode, prepare it for execution, and to assign classes to namespaces.
Namespaces are important to constrain which classes a loaded class may access and
to assign the correct security manager to class’s execution. Halloran created a formal
model for verifying what a component is allowed to use in layered systems using a
specification of the system’s static structure[21]; class loaders used to limit access to
other classes create layered systems. The security manager imposes a security policy by
ensuring executing code has the correct permission needed to fulfill specific operations
(e.g. writing to a specific file, creating a socket to connect to specific servers, etc.). I will
typically hereafter refer to the combination of a security manager and a class loader as
enforcers. Creating custom enforcers is very difficult and may compromise the security
of an entire software system if done incorrectly, thus it is beneficial to use already vetted
enforcers. For example, mistakes implementing the JRE’s default enforcers lead to many
early Java vulnerabilities. Struts, a popular Java MVC framework, had a vulnerability in
the class loader in April 2014 that allowed arbitrary remote code execution and took
two attempts to properly fix due to the complexity involved[22].

My mechanism will focus on sandboxing subsets of Java programs where third-party
code is loaded, executed, and either insufficiently trusted or poorly constrained. Users
will be directed to select JARs or classes that constitute the third-party code they want
to sandbox, and the assistant will help the user sandbox all of the classes (or all of
the classes in selected JARs) and their dependencies. Due the complexity involved in
applying enforcers to a subset of a Java application, I will only support the sandboxing
of subsets where a dominant node4 can be identified for the subset (i.e. where we can
identify a small number of method calls localized in a class as the entry-point of the
subset). The following subsets are in scope:

• Third-party libraries with small5 interfaces that are used by code the analyst trusts.

• Third-party code utilized as plugins to a system, particularly those that are reflec-
tively loaded.

These cases are common where applications use libraries in the form of JAR files and
where frameworks are used to execute plugins. The mechanism will operate on bytecode
to ensure that sandboxes may be imposed both where source code is not available and
where the source language is not Java but a language that compiles to bytecode such as
Scala6 or Groovy7. It would be useful to implement a mechanism to perform the same
operation by refactoring source code, but I leave this to future work. This project will
enable, partially automate, and enhance the sandboxing of libraries with small interfaces
and subsets of modular frameworks that are specifically selected by the user; nothing
else is in scope.

To safely run untrusted code that is a subset of a Java application, the untrusted
code must be run in its own thread or JVM with strict enforcers assigned to the thread
or JVM. It is easier to ensure untrusted code doesn’t consume too many resources,

4I use the term dominant here to mean the same thing as a dominator relationship in control flow analysis.
5The definition of small here is left to future work.
6http://www.scala-lang.org/
7http://groovy.codehaus.org/
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terminates after a reasonable period of time, and is constrained using sufficiently strict
enforcers when the code is executed by its own thread or JVM. We can impose stricter
enforcers using this approach because we only have to concern ourselves with the needs
of the untrusted code without having to consider the entire application. If the default
enforcers provided by the JRE are not sufficient to impose a strict enough policy, custom
implementations of each component may be used.

My mechanism will use static and dynamic analysis to generate a starting policy
for constraining the selected subset. For example, static and dynamic analysis plugins
can be used to determine the files that the selected components need to access and with
what permissions (e.g. read, write, execute, etc.). The user will be able to modify the
policy, and the assistant will ensure the modified policy is valid by ensuring it only uses
recognized permissions (those the known sandboxes support and that the user tells the
assistant about) and instantiates them correctly. When the user wants to apply the policy,
the assistant will automatically apply java-sandbox8.

Java-sandbox is a sandbox separate from and capable of implementing more flexible
and powerful security policies than the JRE sandbox through the use of custom enforcers
and the safe overriding of some JRE components. My mechanisms will also allow users
to plug permissions into java-sandbox where a security policy needs to be imposed
but is not currently supported by the JRE’s default implementation of enforcers or
java-sandbox’s. Java-sandbox must always be used to some degree because the default
class loader is not sufficient to limit sandboxed classes to accessing only those classes
they depend on. I will utilize a bytecode writer such as AspectJ [23] or ASM [18] to
automatically apply the sandbox to existing applications. This mechanism will work by
using the analytics framework documented in the previous section to allow the user to
select components they want to sandbox together.

The first subsection provides an example of how applications are sandboxed today
using an all or nothing approach where all components of an application are subject
to the same policy. This particular example is not in scope for this mechanism as the
mechanism is only intended to sandbox certain subsets of an application (plugins and
third-party libraries), but it does illustrate the common case as it stands today. The
remaining subsections illustrate both where it is useful to apply tool assisted sandboxing
and cases where the default enforcers are not sufficient to impose the desired security
policy.

4.3.1 A Traditional Application of the Java Sandbox

In prior work I created an in-nimbo sandbox for Adobe Reader [15]. This sandbox
sends PDFs opened by a user to a virtual machine running in the cloud; the PDF is
then opened in Reader remotely instead of on the user’s own machine. I used a Remote
Desktop Protocol (RDP) client written in Java to allow the user to interact with Reader
in the cloud. I picked a Java client because Java is type and memory safe. Additionally,
the Java sandbox is mature and allowed me to impose a strict security policy on the
client. Creating such a policy manually for an application whose implementation you
are not intimately familiar with is tedious and potentially error prone.

8http://blog.datenwerke.net/p/the-java-sandbox.html

15



To sandbox the application, I had to run the client under the strictest possible policy
and wait for the JRE to throw a SecurityException when the policy was violated.
The exception would provide me a clue as to what permission the client needed but
didn’t have, which would cause me to weaken the policy by adding the permission and
testing again. One way the policy can be violated that I found particularly problematic
was through filesystem access. I needed to figure out not only what files the client
accessed, but also if they were read, written to, or executed. After iterating several dozen
times I finally had a policy that allowed the executions I wanted to run to complete
without issue. This processes is error prone because it is possible to miss a permission
that is only required by specific executions that I did not test. While errors in this case are
inconvenient, they are safe because they simply show that the policy is over-constrained.
The process is also problematic because the entire application is constrained by the
same policy. A third-party library or a particularly risky subset of the application cannot
be constrained using a stricter policy.

4.3.2 Example: Sandboxing a Simple Third-Party Library

When I worked for a large aerospace company full-time I designed, developed, and
supported a system for retrofitting legacy thick clients with two-factor authentication.
The architecture for this system is shown in figure 2. Essentially, an application’s client
and server are modified to replace their existing authentication mechanism with a call to
our library on the client side and to communicate with our authentication proxy (AP)
via a web service on the server side. Our library, the security interface (SI), collects
credential information such as a one time password (OTP) and sends this information
to the AP. The AP verifies the credentials with the correct authentication authority, an
enterprise service responsible for managing authentication via some mechanism, and
the AP, SI, thick client and server finish the authentication process by executing a series
of challenges and responses.

The AP is written in Java and often makes use of third-party libraries to communicate
with authentication authorities. For example, OTP servers typically require the use of
the RADIUS protocol [24] for communication, thus the AP uses a third-party library
to check OTP credentials. While it is possible to enforce a strict security policy on
the RADIUS library as described earlier, the project was and remains too resource
constrained to do so because performing the process manually is complex and error
prone. As a result, the library runs under the same security policy as the entire AP. In
particular, it would be useful to limit which network addresses the library can connect
to and which loaded classes it may access.

If the framework and assistant were used on this authentication system, the analyst
would mark all of the code we wrote as trusted, but the third-party libraries would remain
untrusted. This would cause the RADIUS library to be both prioritized and a candidate
for tool-assisted sandboxing. In this case, the assistant would use static and dynamic
analysis to note that the library needs permission to establish network connections, but
it would be difficult for the assistant to determine precisely which network addresses
should be allowed for outbound connections. This would be particularly difficult to
determine automatically because each thick client application has its own AP, which
would make it very difficult to automatically determine a general policy to enforce
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Figure 2. The architecture for a system that retrofits legacy thick clients with two factor
authentication.

for outgoing connections. In this case, the assistant would ask the user to enter the
network addresses the library should be restricted to using, the analyst should enter
the address of the OTP server or an address mask that would restrict connections to
within the enterprise network. This policy can be imposed using the standard security
manager. Finally, this library does not make any use of reflection so we can trivially
statically determine what classes it currently depends on. Indeed, the Framework
already determined the dependencies as part of its standard operation, allowing us to
use a custom class loader to limit the client to just those classes.

The assistant would generate a policy that allows constrained network access and
only the execution of classes the RADIUS client depends on. The user is then free to
modify the policy as they see fit. When the user is satisfied with the policy, the assistant
would then modify the AP to run the client on its own thread using the default security
manager with the constrained policy and java-sandbox’s custom class loader to constrain
class access. If the framework and assistant existed several years ago, they would have
reduced the burden of applying the more strict policy enough that the library would have
fewer privileges than it does today.

4.3.3 Example: Sandboxing Subsets with Fine-Grained FilePermissions

This section is split into two cases, one where where a policy cannot be enforced without
limiting filesystem access based on a file’s creation date and another where we need
regular expressions to match file names to enforce a policy. Neither of these policies
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can be imposed with the JRE’s default FilePermission.

Log File Rolling

Logging utilities such as log4j9 often allow users to roll log files (i.e. stop adding
entries to the current log file and start adding them to a new one) for the purposes of
more easily narrowing the intervals where log analysis is performed, preventing log
files from getting to big, and making it easier to automatically move older log entries
into long-term storage. Several metrics can be used to decide when to roll a log file,
such as the size of the log or the amount of time that has elapsed since the last roll.
Regardless of the metric used, a logging utility should only have the ability to write to
its current log file, to read its configuration file, and to use reflection where necessary to
load configured logging filters and plugins. Constraining reflection will be discussed in
section 4.3.4.

The default security manager does not implement a policy that supports rolling
because it can only limit access to a specific file, a specific directory, or all files and
folders under a specific directory. For rolling purposes, we need to allow the logger
write access to the most recently created file in the directory that stores just the log
files but with no access to the rest of the logs. Java-sandbox does not directly support
this case either. In this case, the user would need to implement a new permission by
extending the default FilePermission class to only state that the permission is valid
if the specified file the permission refers to is the newest file in its directory. The user
would load the permission using the assistant, which would allow the user to incorporate
the permission into their policy. The user would have to then modify the policy to
correctly use this permission when constraining the logging utility. When the assistant
is told to apply the sandbox, the assistant will modify the application to run the logging
utility on its own thread using java-sandbox’s enforcers. The new permission will also
be integrated with java-sandbox, a step that is already well supported.

Inversion of Control Configuration

The Spring Framework10 is popular for building enterprise Java applications because
it allows developers to construct complex applications by gluing together small appli-
cation specific components called JavaBeans. These components are developed by the
framework’s users who then instantiate, configure, and assemble the beans to form
the application by specifying metadata, often in the form of an XML file but Java
annotations may also be used. Spring applications often place all deployed components
in a WEB-INF directory that contains: the XML configuration mentioned earlier, a lib
directory for JAR dependencies, and a classes directory for the application’s class files.
The application’s classes are loaded using reflection based on the configuration.

Consider an application (not the framework itself, just the beans) such as a website
where users can enter comments into forms spell checked using a third-party library.
Assume this application needs read access to configuration files and JARs but with
read and write access for a small SQL database (e.g. sqlite3) used as the dictionary for

9http://logging.apache.org/log4j/
10http://projects.spring.io/spring-framework/
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the spell checker. Write access is needed to the dictionary to allow users to add new
words. One simple way to specify this policy would be to allow reads for any file under
WEB-INF that ends in “.xml” or “.jar” while only allowing reads and writes to files that
end in “.sql”. Today, a user cannot do this without writing additional code to get the
default security manager to enforce the policy because by default you can only allow or
deny permissions on all files and folders in a directory subtree recursively. However,
the java-sandbox security manager allows you to easily impose this policy by assigning
file access rights using regular expressions used to match file names and relative or
fully-qualified paths. By applying the assistant, the analyst could impose this policy on
just the beans using java-sandbox. While the analyst may need to write the policy in this
case, the assistant will take on the burden of applying the existing third-party sandbox.

4.3.4 Example: Sandboxing Plugins with Fine-Grained Permissions

We have looked at several examples where we needed to sandbox a subset of an
application and where the default enforcers are not sufficient for the task. Several of
those cases required the use of reflection. In this case we will more closely examine the
problem of constraining reflection in subsets of an application where we also require
more fine grained permissions beyond those constraining reflection.

Hadoop11 is a big data framework that stores data in a distributed filesystem. Users
interact with the data by making MapReduce applications that specify jobs, essentially
plugins, sent to their Hadoop cluster. To send a job to the cluster, the user must
authenticate via Kerberos [25]. When run in a distributed configuration, the typical case,
Hadoop executes each job as a task that is reflectively loaded by a task manager then
run in its own JVM. Hadoop runs this task JVM using the user’s identity via Kerberos
ticket delegation, which allows Hadoop to constrain the resources consumed by the task
and to limit the task’s access to the rest of the system using operating system controls
that utilize the user principle. In short, not only is reflection required by the task JVM,
which can be used to bypass restrictions placed on the JVM via the default enforcers,
but the operating system is relied upon to limit access to the rest of the system including
the filesystem. This represents one of several cases where Hadoop is platform specific
and must be ported to run on other operating systems.

Frameworks often need to use reflection to load classes. However, reflection is also
capable of performing many other operations that are very powerful but often unneeded,
such as changing a private field to public in a loaded class. The default enforcers are
only powerful enough to outright allow or deny access to reflection or to maintain
or suppress access checks (e.g. public, private, protected, etc.) for reflected objects.
Java-sandbox alleviates this issue to some degree by making it easier to replace critical
reflection bootstrap classes with counterparts that allow objects to be reflected on a class
by class basis, thus you can deny the ability to reflect a custom security manager. This
does mitigate the issue of allowing reflection in an application, but it doesn’t allow you
to specify policies such as:

• Only whitelisted classes can be reflected.

• The reflection API can only be used by whitelisted classes.

11http://hadoop.apache.org/
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• Reflection can only be used to load a class, other operations such as accessing
private members are not allowed.

Such policies would allow subsets of frameworks to make use of the parts of the
reflection API they need while blocking reflection everywhere else. They would also
allow us to constrain the use of reflection in JVM languages such as Groovy that
implement much of their logic using a subset of Java’s reflection API. I will modify
java-sandbox to support these cases; much of the required infrastructure is already there.

Restricting reflection in this manner would allow Hadoop to run tasks in lighter
weight threads instead of separate JVMs. It would also allow Hadoop to use enforcers
that constrain tasks using an instance of java-sandbox per task to limit tasks to their
own resources. With some re-architecting to move tasks back into Hadoop instances,
the assistant could impose the sandbox on the tasks. This would solve one point
where Hadoop is not portable and it would allow users to impose the same sandbox on
the closed-source forks of Hadoop that have proliferated to add security features and
improve usability [26].

4.3.5 Validation

I will validate my sandboxing mechanism in the case studies mentioned previously by
showing that components sandboxed using this mechanism still properly function but
execute in a more constrained environment than they did before. I also aim to fulfill
the criteria that it is notably easier and faster to sandbox a program subset using this
mechanism than to do so manually, but I will not validate this as a hypothesis.

5. Existing approaches

5.1. Sandboxing Applications

Past researchers have used manual approaches to separate applications into low privilege
and high privilege components. Privman is a framework that Linux programmers can
use to create partitioned applications, where sensitive operations can be isolated to a
small, defended operating system process [27]. Most other manual approaches have
been development process oriented instead of tool oriented. Provos et al. created a
methodology for splitting an operating system process into a low privilege process con-
taining operations that can be executed by unauthenticated users and a more privileged
process that only authenticated users can access [28]. Singaravelu et al. manually split
security sensitive operations into a process run in a secure architecture separate from
the rest of the system in a series of three case studies that apply the Nizza security
architecture [29]. More Recently, Colp et al. create a component-disaggregated fork of
the Xen hypervisor to enable microreboots, auditable configurations, and component
hardening [30]. All of these cases have been concerned with separating the subsets
of an execution that require special permissions from those that do not require extra
privileges.

To help automate the process of hardening specific components, Brumley et al.
applied static analysis techniques to automatically separate C programs into a privileged
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monitor and unprivileged slave. [31]. ProgramCutter took a data centric avenue by
partitioning a monolithic program’s data dependency graph into subgraphs where each
subgraph represents a least-privilege component that can be run in a separate hardened
process [32]. Both of the prior approaches required source code, which motivated Bapat
et al. to develop a black box approach where system call traces are used to identify
different privilege states within a program; state-specific policies are then identified
and enforced for system calls at run time [33]. These approaches are not capable of
automatically imposing complex security policies, nor are they capable of applying
most sandboxing techniques.

Schreuders et al. claim their functionality-based confinement (FBAC) model is
easier to automatically apply than existing approaches [34]. In the FBAC model, secu-
rity policies are applied to an application in the form of functionalities that are chosen
based on the functions the application performs. Functionalities are high level, for
example, the “uses python” functionality applies a security policy that is appropriate
for a typical Python application. The policies are configured by setting functionality
parameters, which are necessary because applications differ in their implementations: it
can be reasonably assumed that a network game will require an outbound connection
on a specific port, but the policy cannot restrict connections to specific ports without
being configured. Schreuder claims that appropriate functionalities can be applied to an
application automatically by statically inspecting program dependencies, program man-
agement data, and filesystem contents. However, it is not clear how he would statically
automate either the discovery of the metadata required to make policy configuration
decisions or policy configuration in general.

MAPbox considered the functions implemented by an application before FBAC,
but at a lower level [35]. A specification language is used to create policies that will
be imposed on applications of a specific type. The policies are mapped to a type of
application, which will cause MAPbox to enforce the policy on any application of
that type. Types are labels that the user assigns to applications in a configuration file.
General policies were created for classes of applications based on the system calls they
make, which suggests that MAPbox might be able to automatically assign applications
a type after an execution of the application is observed. However, this extension was not
explored or suggested by the authors.

Inoue et al. automatically create minimal policy files for Java applications by
running the applications with a custom security manager [36]. The custom security
manager observes which permissions an application requires by inspecting calls made
to the checkPermission method. Observed permissions are automatically added to
the policy, thus creating a minimal security policy for the application. This approach is
only capable of creating minimal policies and cannot distinguish between permission
requests from malicious vs. non-malicious code.

5.2. Characterizing the Power of Policy Enforcement Mechanisms

Several researchers have worked on formally characterizing the security policies enforce-
ment mechanisms can implement. Ligatti et al. developed edit automata and several
related formalisms to analyze the space of security policies that can be enforced by
monitoring and modifying programs at runtime [37]. In the same domain, Hamlen et al.
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connected a taxonomy of security policies to complexity classes to formally characterize
the power of execution monitors and program rewriters [38]. Hyperproperties, which
are sets of trace properties where a trace property is a set of execution traces, were
recently introduced to express security policies that previous formalisms have not been
powerful enough to define [39]. My model of sandboxing techniques is intended to be
used early enough in that sandboxing process that the architect does not yet know which
formalisms are appropriate. The model will help guide architects towards the formalisms
that most suit their purposes by helping them recognize what types of policies they are
interested in.

5.3. Risk Analysis

Attempts to predict the number of vulnerabilities in a software system have been created
to help focus security efforts. Vulnerability prediction models typically rely on either
large quantities of historical vulnerability data [40, 41] or historical data and quantitative
code complexity metrics [42]. All of these efforts have resulted in predictions that cannot
generally be relied upon in practice due to their false positive rates. Instead of predicting
the possibility of vulnerabilities, I propose prioritizing sandboxing efforts based on the
quantity and severity of potential issues that can be automatically found via static and
dynamic analysis. Nagappan et al. found a strong correlation between the number of
potential defects found by static analysis tools and the number of actual defects found
in testing later [43], which suggests that the presence of some false positives will not
significantly harm prioritization results.

A similar approach to my own was investigated by Rahimi et al.[44]. They found that
a probabilistic vulnerability discovery model can be tuned using historical data to make
accurate predictions about future vulnerability rates in a range of applications. They use
solely the results of static analysis as inputs to their tuned model. These results suggest
that static analysis findings are a reasonable indicator of the risk particular components
present. While they solely use static analysis results to predict vulnerability rates, I
will use them to rank components for potential sandboxing, to suggest sandboxing
techniques, and to automatically apply sandboxes in some cases.

A couple qualitative risk architectures exist, but they have aimed to be extremely
general. Elahi et al. adapted the i* model and Even Swaps from requirements analysis
and CVSS to select security solutions from a vulnerability-centric standpoint [45]. NIST
800-30 asks analysts to qualitatively characterize a system’s threats and vulnerabilities,
but ultimately compares two approaches by assigning numbers to the resulting qualitative
risk categories [46].

6. Research plan
This section discusses the schedule and limitations of this thesis project.
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6.1. Schedule

This project is estimated to take 25 months if none of the work is done in parallel.
However, the work includes significant software development that can be parallelized,
potentially reducing the critical path to 17 months. The development work may take
less time if some items are outsourced to undergraduate or masters students beyond the
student currently working with me.

Item Current Status Est. Time
Collect additional data and re-create model
of sandboxing techniques

Partially done 1 month

Validate model Almost done 1 week
OPTIONAL: Write sandbox evaluation
framework paper (model + comparing
sandboxes) *

Not started 3 months

Create additional analytics plugins Partially started 2 months
Develop and implement means of
prioritizing nodes in analysis framework

Not started 1 week

Develop and implement incremental
re-analysis in analysis framework

Not started 1 month

Develop and implement mechanisms for
automatically applying java-sandbox to
applications analyzed by the analytics
framework

Not started 6 months

Validate tools using several large projects,
including those from an industrial partner

Not started 6 months

Write tools paper Not started 3 months
Write dissertation Not started 2 months

*This item is dependent on whether or not we feel the resulting contributions are worthy
of their own paper after the model is complete and validated.

6.2. Limitations

This section enumerates and discusses the limitations of this project. At a high level, the
project contains the following limitations:

• The model of sandboxing techniques does not prove that a sandboxing technique
can implement a particular security policy.

The precise security policy a particular sandboxing technique can implement
varies based on the implementation of the technique. The model is a conceptual
decision support tool, not a verification approach. The model also helps map vul-
nerabilities to sandboxing techniques as a step towards automating the application
of sandboxes.

• The analytics framework does not guarantee that the highest priority components
are necessarily the components that would most benefit from sandboxing.
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Humans typically prioritize components for sandboxing by considering which
components present a high risk or which have been compromised repeatedly
in the past. A component’s risk assessment is often the result of an analyst’s
gut feeling, perhaps paired with the results of the use of some risk framework.
The framework automates the risk rating through analysis, but does not consider
historical pieces of information that may influence the analyst’s decision or how
greatly that information weighs on his or her ranking because the data points are
diverse and often qualitative. An architect may choose to ignore the tool’s priority
ranking, however the ranking process will still be insightful in reasoning about
what security policy should be enforced.

The project’s lower level limitations include:

• While the concepts generalize, the analytics framework will analyze Java byte-
code.

A key assumption of the framework is that source code is not available for
analysis. As a result, the framework must be able to analyze the binary code
of a software system. Analyzing native instruction sets, such as x86, is a diffi-
cult problem subject to on-going research [47, 48, 49, 50, 51], but few analysis
frameworks are available to achieve this task that are also well supported for
binaries produced by diverse compilers and from varying programming languages.
Intermediate languages such the Common Intermediate Language used by the
.NET framework [52] and Java bytecode are considerably easier to analyze due
to their relative simplicity and higher level of abstraction compared to native
instruction sets. For research purposes, Java bytecode has the advantage over
other intermediate languages of having a number of well supported, widely used
analysis frameworks in existence already.

• The tools will not handle obfuscated binaries.

Obfuscated binaries often do not lend themselves to analysis depending on the
obfuscation techniques applied. This limitation only the use of the tools on subsets
of a system that are obfuscated and where the supplier of the component is unwill-
ing or unable to provide an unobfuscated version. In practice, many components
worthy of sandboxing efforts are open source, developed internally, developed
by contractors who can provide the source code or unobfuscated components, or
are not obfuscated. As a result, unobfuscating components is not in scope for this
project.

• Architects typically consider sandboxing high level architecture components, but
the analytics framework only considers lower-level software modules.

Many systems, particularly legacy systems, do not have architecture documenta-
tion complete enough to assign each software module to the architecture compo-
nent(s) they implement. Furthermore, because of the assumption that source code
is not available, it is possible that the architecture documents exist but are not
available to the analyst. I believe that the results will still be useful to a human
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analyst at the lower level of abstraction.
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