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Abstract
Hyperparameter optimization is an important
component of the machine learning pipeline, and
a crucial but expensive part of automating the
application of the latest methods. It is made
even more difficult in the case of federated learning (FL), where models are learned over a distributed network of heterogeneous devices; here
the need for local training and keeping data ondevice makes it difficult to train and evaluate different configurations efficiently. We identify the
neural architecture search (NAS) technique of
weight-sharing—the simultaneous optimization
of multiple neural networks using the same parameters—as a way to accelerate tuning hyperparameters for algorithms such as Federated Averaging
(FedAvg) in the case of federated learning with
personalization. Using the connection between
this setting and meta-learning, and drawing inspiration from differentiable NAS, we propose
a practical method for federated hyperparameter
optimization called FedEx based upon the exponentiated gradient update. Measured using final
test accuracy across five random trials, our algorithm outperforms a natural baseline for federated
hyperparameter tuning by 1.0-1.9% across several
different settings on the Shakespeare dataset.

1. Introduction
Federated learning has emerged as a critical framework for
applying machine learning in settings where data is distributed across computational units and training must be
done locally or privately (McMahan et al., 2017; Li et al.,
2020c). While tuning hyperparameters of FL methods has
been identified as an important problem (Kairouz et al.,
2019), the direction has seen limited work; this is despite
1
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major differences from the usual hyperparameter optimization setting that make applying standard algorithms possible
but difficult.
We make progress on this challenge using the weightsharing technique widely ued in neural architecture search
(Pham et al., 2018; Liu et al., 2019; Cai et al., 2019). While
early NAS methods trained multiple architectures to completion from scratch in order to evaluate them, weight-sharing
dramatically reduces the training cost to that of a single
super-network encompassing all possible architectures in
the search space. Although the standard weight-sharing
formulation only allows for accelerating the tuning of architectural hyperparameters such as the type of layer or activation function, and not critical FL hyperparameters such
as the settings of local stochastic gradient descent (SGD),
we show that by considering the case of FL with personalization (Smith et al., 2017) we are able to tune most of
these as well. Furthermore, because many FL algorithms
such as FedAvg (McMahan et al., 2017), FedProx (Li
et al., 2020d), and SCAFFOLD (Karimireddy et al., 2019)
are based on local training, the FedEx procedure we introduce leads to models that are good both globally and for
on-device personalization.
Our contributions are as follows:
• We formalize the problem of hyperparameter optimization in FL and discuss key challenges and reasonable
baselines.
• By applying techniques from NAS with weight-sharing
to FL with personalization, we introduce FedEx, a
simple modification of local training-based FL methods that enables hyperparameter tuning for a variety
of FL algorithms such as FedAvg, FedProx, and
SCAFFOLD. Our method can, in-principle, also tune
initialization-based meta-learning algorithms such as
MAML (Finn et al., 2017) and Reptile (Nichol et al.,
2018).
• We instantiate FedEx to tune hyperparameters of
FedAvg on the Shakespeare benchmark in FL (McMahan et al., 2017; Caldas et al., 2018). Our method
outperforms a strong baseline in both the i.i.d. and
non-i.i.d. settings and using both online evaluation and
final test accuracy.
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1.1. Related Work
While hyperparameter optimization has been the subject of
intensive empirical and theoretical study (Hutter et al., 2011;
Bergstra & Bengio, 2012; Li et al., 2018), to our knowledge
we are the first to analyze its formulation and challenges in
the FL setting. Methodologically, our approach draws on the
fact that FedAvg can be viewed as optimizing a surrogate
objective for on-device personalization (Khodak et al., 2019)
and more broadly the similarity of the personalized FL setup
and initialization-based meta-learning (Chen et al., 2018; Li
et al., 2020a; Jiang et al., 2019). This connection and our
application of weight-sharing NAS techniques also makes
research connecting NAS and meta-learning relevant (Lian
et al., 2020; Elsken et al., 2019), but unlike these methods
our focus is on tuning non-architectural parameters for FL
rather than on finding architectures in few-shot learning. In
fact, we believe our work is the first to apply weight-sharing
to regular hyperparameter optimization. Furthermore, the
few-shot learning setting does not have the data-access and
computational restrictions of FL, where such methods are
likely impractical due to their use of the DARTS mixture
relaxation (Liu et al., 2019). Instead, FedEx employs the
lower-overhead stochastic relaxation (Li & Talwalkar, 2019;
Dong & Yang, 2019), and its exponentiated update is based
upon the recently proposed GAEA approach for NAS (Li
et al., 2020b).

2. Federated Hyperparameter Optimization
In this section we formalize the problem of hyperparameter optimization for federated learning and discussion the
connection of its personalized variant to meta-learning. We
also review FedAvg (McMahan et al., 2017), a common
method for federated optimization, and present a reasonable
baseline approach for tuning its hyperparameters.
2.1. Global and Personalized FL
FL is concerned with learning and optimization over a network of heterogeneous clients i = 1, . . . , n, each with training, validation, and testing sets Ti , Vi , and Ei , respectively.
We will use LS (w) to denote the average loss over a dataset
S of some w-parameterized ML model, for w ∈ Rd some
real vector. To formulate hyperparameter optimization in
this setting, we assume a class of algorithms Alga hyperparameterized by a ∈ A that use federated access to training
sets Ti to output some element of Rd . Here by federated
access we mean that each iteration corresponds to a communication round at which Alga has access to some batch
of B clients1 that can do local training and validation.
Specifically, we assume Alga can be described by two
1

For simplicity the number of clients is fixed at each round, but all
methods can be easily extended to the more general case.

subroutines whose hyperparameters are encoded by settings
b ∈ B and c ∈ C, so that a = (b, c) and A = B × C: c
encodes hyperparameters of a local training algorithm SGDc
that takes a training set S and initialization w ∈ Rd as input
and outputs a model SGDc (S, w) ∈ Rd , while b encodes
hyperparameters of an aggregation step Aggb that takes the
initialization w and several outputs of SGDc as input and
outputs a new model parameter in Rd . For example, in a
simple instantiation of FedAvg, SGDc will be T steps of
gradient descent with learning rate η and Aggb will take
the average across clients of the outputs of SGDc , with each
output weighted by the size of the corresponding client’s
training data; here we have c = (η, T ) and b = (). This
assumption also holds for the FL methods FedProx (Li
et al., 2020d) and SCAFFOLD (Karimireddy et al., 2019).
The global hyperparameter optimization problem is then
min
a∈A

n
X

|Vi |LVi (Alga ({Tj }nj=1 ))

(1)

i=1

However, in many practical cases we are also interested in
obtaining a device-specific local model, where we take a
model trained on all clients and finetune it on each individual
client before evaluating. A key assumption we make is
that the finetuning algorithm will be the same as the local
training algorithm SGDc used by Alga . This assumption
can be justified by recent work in meta-learning that shows
that algorithms that aggregate the outputs of local SGD can
be viewed as optimizing for personalization using local SGD
(Khodak et al., 2019). Then, in the personalized setting, the
hyperparameter optimization problem becomes
min
a=(b,c)∈A

n
X

|Vi |LVi (SGDc (Ti , Alga ({Tj }nj=1 )) (2)

i=1

Our approach will focus on the setting where the hyperparameters c of local training make up a significant portion of
all hyperparameters a = (b, c); by considering the personalization objective we will be able to treat such hyperparameters as architectural and thus apply weight-sharing.
2.2. Tuning FL Methods: Challenges and Baselines
In the non-federated setting, the global objective (1) is
amenable to regular hyperparameter optimization methods;
for example, a random search approach would repeatedly
sample a hyperparameter setting a from some distribution
over A, run Alga to completion, and evaluate the objecive,
saving the best setting and output (Bergstra & Bengio, 2012).
With a reasonable distribution and enough configuration
samples this is guaranteed to converge, and the approach
can accelerated using early stopping (Li et al., 2018), in
which Alga is not always run to completion if the desired
objective is poor at intermediate stages, or by adapting the
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sampling distribution using the results of previous objective
evaluations (Snoek et al., 2012).
There are two main challenges in applying such methods to
FL with personalization:
1. The validation data is federated and so the entire
dataset is not available at any one time; instead a central server is given access to some number of devices
at each communication round, for one or at most a few
runs of local training and validation. Thus, because
the standard measure of complexity in FL is the number of communication rounds, computing the objective
exactly dramatically increases the cost.
2. Even with non-federated data, applying standard methods to the personalized objective (2) is costly because
evaluating it requires running local training n times.
Our FedEx method handles both issues by effectively using noisy validations at each round, in a manner similar to
how SGD can accelerate regular noiseless gradient descent.
While the second issue is introduced by our consideration
of a personalized objective, the fact that we can solve it
also points to the potential of FedEx to tune hyperparameters of initialization-based meta-learning algorithms such as
MAML (Finn et al., 2017) and Reptile (Nichol et al., 2018).
Before introducing our method, we first state a reasonable
baseline for tuning hyperparameters in FL, which is to use
a regular hyperparameter optimization method but use validation data from a single round as a noisy surrogate for the
full validation objective. Specifically, we use the successive
elimination (SEA) algorithm, a simple generalization of random search in which we sample a set of hyperparameters
and partially run all of them for some number of communication rounds before eliminating all but the top η1 of them,
repeating the process until only one configuration remains.
Note that this is equivalent to a “bracket” in Hyperband (Li
et al., 2018).

3. Weight-Sharing for Personalized FL
We now present FedEx, a method for tuning local hyperparameters in FL based on the weight-sharing approach from
NAS. This section contains the general algorithm; we will
instantiate it in the next section for FedAvg.
3.1. Weight-Sharing for Architecture Search
We first review the weight-sharing approach in NAS. NAS
is often posed as the bilevel optimization problem
min Lvalid (w, c) s.t.
c∈C

w ∈ arg min Ltrain (u, c)

(3)

u∈Rd

where C is a set of network configurations and Ltrain , Lvalid
evaluate a single set of network configurations and weights.

Algorithm 1: Baseline successive elimination algorithm
for tuning personalized FL. For the non-personalized objective (1), replace LVti (wi ) by LVti (wa ). For random
search with N samples, set η = N and R = 1.
Input: distribution D over hyperparameters A,
elimination rate η ∈ N, elimination rounds
τ0 = 0, τ1 , . . . , τR
R
sample set of η R hyperparameters H ∼ D[η ]
initialize a model wa ∈ Rd for each a ∈ H
for elimination round r ∈ [R] do
for setting a = (b, c) ∈ H do
for comm. round t = τr−1 + 1, . . . , τr do
for client i = 1, . . . , B do
send wa , c to client
wi ← SGDc (Tti , wa )
send wi , LVti (wi ) to server
wa ← Aggb (wa , {wi }B
i=1 ) P
PB
B
sa ← i=1 |Vti |LVti (wi )/ i=1 |Vti |
H ← {a ∈ H : sa ≤ η1 -quantile({sa : a ∈ H})}
Output: remaining a ∈ H and associated model wa

If all hyperparameters are architectural, as is the case in
NAS, then they are effectively themselves trainable model
parameters (Li et al., 2020b); thus we could instead consider solving the following “single-level” empirical risk
minimization (ERM) problem
min

c∈C,w∈Rd

L(w, c)

(4)

Here L(w, c) = Ltrain (w, c) + Lvalid (w, c). Solving this
optimization instead of the bilevel problem (3) has been
proposed in several recent papers (Li et al., 2019; 2020b).
Early approaches to solving either the bilevel or ERM formulation of NAS were costly due to the need for full or
partial training of many architectures in a very large search
space. The weight-sharing paradigm of Pham et al. (2018)
reduces the problem to that of training a single architecture,
a “supernet” containing all architectures in the search space
C. A straightforward way of constructing a supernet is via
a “stochastic relaxation” in which the loss is taken as an
expectation over drawing c from some distribution over C
(Dong & Yang, 2019). Then the shared weights can be updated using SGD by first sampling an architecture c from
this distribution and then using a standard unbiased estimate
of ∇w L(w, c) to update w.
The distribution over C may itself be adapted or stay fixed;
in the latter case the shared parameter obtained at the end of
training must be a good surrogate for minimizers of L(·, c)
for all architectures c ∈ C, something that surprisingly
holds true on certain benchmarks (Li & Talwalkar, 2019).
We will focus on the other case, where we adapt some θ-
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parameterized distribution Dθ over C for θ ∈ Θ; we then
have the objective
min

θ∈Θ,w∈Rd

Ec∼Dθ L(w, c)

(5)

Since architectural hyperparameters are often discrete decisions, e.g. a choice of which of a fixed number of operations
to use or which two nodes to connect, a natural choice of Dθ
is as a product of categorical distributions over simplices.
Note that in this case, any discretization of an optimum θ of
the relaxed objective (5) whose support is in the support of
θ will be an optimum of the original objective (4). A natural
update scheme here is exponentiated gradient (Kivinen &
Warmuth, 1997), in which each successive θ is proportional
˜ where η is some learning rate and ∇
˜
to θ exp(−η ∇),
is an unbiased estimate of ∇θ Ec∼Dθ L(w, c) that can be
computed using the re-parameterization trick (Rubinstein
& Shapiro, 1993). By alternating this exponentiated update
with the standard SGD update to w discussed earlier we
obtain a simple block-stochastic minimization scheme that
is guaranteed to converge, under certain conditions, for the
ERM objective and also performs well in practice (Li et al.,
2020b).
3.2. The FedEx Method
To obtain FedEx from weight-sharing we restrict to the
case where we are only interested in the hyperparameters c
of the local training subroutine SGDc . We can then replace
the personalized FL objective (2) by
min

n
X

c∈C,w∈Rd

|Vi |LVi (SGDc (Ti , w))

(6)

i=1

Note that since Alga outputs an element of Rd this objective
will be at least as good as the original (2). The new objective
is in the form of the weight-sharing objective (4) and so we
can replace it by the stochastic relaxation
min

θ∈Θ,w∈Rd

n
X

|Vi |Ec∈Dθ LVi (SGDc (Ti , w))

(7)

i=1

Unlike in NAS, FL hyperparameters such as the learning
rate are not extreme points of a simplex and so it is less clear
what parameterized distribution Dθ to use. Nevertheless,
we find that by crudely imposing a categorical distribution
over k > 1 random samples from Unif[C] and updating θ
using exponentiated gradient over the resulting k-simplex
works well. This is alternated with updating w ∈ Rd , which
in a NAS algorithm would involve an SGD update using
an unbiased estimate of the gradient of the objective at the
current w and θ. Following the Reptile method from metalearning (Nichol et al., 2018), we can view the other subroutine Aggb of Alga that aggregates the outputs of local

Algorithm 2: FedEx algorithm for tuning local training
in personalized FL.
Input: space C of local training hyperparameters, size
k of categorical distribution, setting b for Aggb ,
scheme for setting step-size ηt and baseline λt ,
total number of steps τ ≥ 1
sample k configurations c1 , . . . , ck ∈ Unif[C]
initialize θ ∈ Rk with θj = 1/k ∀ j
initialize shared weights w ∈ Rd
for comm. round t = 1, . . . , τ do
for client i = 1, . . . , B do
send w, θ to client
sample cij ∼ Dθ
wi ← SGDcij (Tti , w)
send wi , cij , LVti (wi ) to server
w ← Aggb (w, {wi }B
i=1 )
set step sizePηt and baseline λt
B
Vti (wi )−λt )1cij =cj
˜ j ← i=1 |Vti |(LP
set ∇
∀j
B
θj
i=1 |Vti |
˜
θ ← θ exp(−ηt ∇)
θ ← θ/kθk1
Output: model w and hyperparameter distribution θ

training as performing an update using a gradient surrogate
of the personalization objective (Khodak et al., 2019).
We call this alternating method for solving (7) FedEx and
describe it for a general Alga consisting of sub-routines
Aggb and SGDc in Algorithm 2. The main overhead on top
of these sub-routines is in the last four lines of the outer loop
for the update to θ. Thus, as with weight-sharing, FedEx
can be viewed as reducing the complexity of tuning local
hyperparameters to that of training a single model. Each
update to θ requires a step-size ηt , setting which we describe
˜
in Section 4.2 and the Appendix, and an approximation ∇
of the gradient w.r.t. θ. As noted before, we can obtain an
˜ j of each gradient entry using the reparamapproximation ∇
eterization trick. The variance of this Monte Carlo estimate
can be reduced by subtracting a baseline λt , setting which
we describe in the Appendix.
3.3. Wrapping FedEx
We can view FedEx as an algorithm of the form tuned
by Algorithm 1 that implements federated training of a
supernet parameter (w, θ), with the local training routine
SGD including a step for sampling c ∼ Dθ and the server
aggregation routine including an exponentiated update of θ.
Therefore we can wrap FedEx in Algorithm 1, which we
find useful for a variety of reasons:
• The wrapping algorithm can tune the settings of b for
the aggregation step Aggb , which FedEx cannot.
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• FedEx itself has a few hyperparameters, e.g. how the
baseline λt is computed and the size k of the categorical distribution; rather than settting these arbitrarily we
can also tune them. We do fix a cutoff parameter for
FedEx, which is an entropy threshold below which
we stop the exponentiated update; we discuss the need
for this in Section 4.2.
• By running multiple seeds and potentially using early
stopping, we can run FedEx using more aggressive
steps-sizes and the wrapping algorithm will discard
cases where this leads to poor results.
• We can directly compare FedEx to a regular hyperparameter optimization scheme run over the original
algorithm, e.g. FedAvg, by using the same scheme to
both wrap FedEx and tune FedAvg.

4. Empirical Results
In our experiments, we instantiate FedEx on FedAvg, the
most popular algorithm for federated training of deep models. At communication round t FedAvg uses the aggregation sub-routine
Aggb (w, {wi }B
i=1 ) = (1 − εt )w + PB

B
X

εt

i=1

|Tti |

|Tti |wi

i=1

(8)
for some learning rate εt > 0 that can vary through time.
The local training sub-routine SGDc used by FedEx is SGD
with hyperparameters c over some objective defined by the
training data Tti , which can also depend on c.
Note that the original FedAvg scheme is the special case
of (8) with εt = 1, i.e. the update is the average of the
client model output. Thus, strictly speaking we are tuning a
generalization of FedAvg with a server learning rate, also
known as Reptile (Nichol et al., 2018). We do this in order to
decrease model variation over time by decaying εt over time,
in contrast to FedAvg which accomplishes the same thing
by decaying the learning rate of local SGD; the latter not
make sense for the personalization objective (2) as it makes
the amount the model is personalized time-dependent.
4.1. Baseline Comparisons
We tune several hyperparameters of both aggregation and
local training; for the former we tune the server learning
rate schedule and momentum, found to be helpful for personalization by Jiang et al. (2019); for the latter we tune
the learning rate, momentum, weight-decay, the batch-size,
dropout, and proximal regularization. Note that our tuning
of the latter hyperparameter effectively means we are tuning
the FedProx generalization of FedAvg (Li et al., 2020d).
Because our baseline is running Algorithm 1, a standard

Figure 1. Evaluation of FedEx on the Shakespeare next-character
prediction dataset in the i.i.d. client data setting (top) and the fully
non-i.i.d. setting (bottom). We report global model performance on
the left and personalized performance on the right. All evaluations
are run for five trials.

hyperparameter tuning algorithm, to tune FedAvg, and because we need to also wrap FedEx in such an algorithm
for the reasons described in Section 3, our empirical results
will test the following question: does FedEx, wrapped by a
successive elimination algorithm, do better than successive
elimination run with the same settings on FedAvg? Here
‘better’ will mean both the final test accuracy obtained and
the online evaluation setting, which tests how well hyperparameter optimization is doing at intermediate phases.
We run Algorithm 1 on the personalized objective and set
the elimination rate to be η = 3, as in Hyperband (Li et al.,
2018). To obtain the elimination rounds in Algorithm 1,
we set the number of eliminations to R = 3, fix a total
communication round budget, and fix a maximum number
of rounds to be allocated to any configuration a; as detailed
in the Appendix, this allows us to determine T1 , . . . , TR so
as to use up as much of the budget as possible.
We use the Shakespeare dataset and consider two settings:
1. i.i.d. client data, in which client data is shuffled before
splitting into train, validation, and test sets.
2. fully non-i.i.d. data, in which client data, consisting
of a single actor’s lines, is split according to temporal
position in the play.
In both cases we use 80% for training and 10% each for
validation and testing. We set a total communication round
budget of 4000 rounds and allow each individual configuration to be run for at most 800 communication rounds. The
actual model trained follows McMahan et al. (2017), who
use a two-layer character-LSTM.
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Figure 2. Modifying Algorithm 1 to use more of the validation
data for elimination decisions has minimal effect.

As reported in Figure 1, we see that FedEx does better than
the baseline of tuning FedAvg directly in both data settings,
for both global and personalized models, and in both online
evaluation—FedEx is almost always better throughout the
tuning process—and in terms of final test error, where the
improvement is between 1.0-1.9%.
4.2. Discussion
We now discuss two finer questions about our empirical comparison, which will also allow us to discuss how FedEx
works. First, one possible criticism of the baseline—tuning
FedAvg using successive elimination—is that we use very
little of the validation data. This is a result of the sa quantity
in Algorithm 1, which measures the current performance of
configuration a, depending only on the validation data of the
previous communication round, which leads to noisy elimination decisions. We could use validation data from more
clients to get a better estimate of the performance of each
configuration, but this would cost resources (communication rounds). Alternatively, we could use a state estimation
method to use previous sa values to construct an estimate
of the true validation performance.
We try a crude state estimation approach, in which we make
elimination decisions in Algorithm 1 using a γ-discounted
sum of the quantities sa over since the previous elimination
round, for γ = 1.0 (the average over all quantities) and
γ = 0.5 (discounting by reciprocals of powers of two). Note
that γ = 0.0 just uses the very last quantity sa , as specified
in Algorithm 1. We see that discounting only helps by a
negligible amount compared to the benefit given by FedEx,
and in any case this scheme, or a more complicated modelbased state estimation approach such as a Kalman filter, can
also be applied to wrap FedEx.
A more interesting questions is the setting of the step-size ηt
for the exponentiated gradient update in FedEx. We
√ examine three different settings: a constant rate of
η
=
2 log k,
t
qP
√
˜ 2
an ‘adaptive’ schedule of ηt = 2 log k/
s≤t k∇s k∞ ,
√
˜ t k∞ .
and an ‘aggressive’ schedule of ηt = 2 log k/k∇
˜ t is the stochastic gradient w.r.t. θ computed in AlHere ∇
gorithm 2 at step t and the form of the step-size is derived

Figure 3. Comparison of different step-size schedules for ηt in
FedEx using final test accuracy (left) and entropy over time (right).
Results are from ten trials of Algorithm 2.

from standard settings for exponentiated gradient in online
learning (Shalev-Shwartz, 2011).
As shown in Figure 3, we find that the ‘aggressive’ schedule works best in practice, although all approaches work
better than FedAvg and often successfully train the shared
weights w. A key issue with using the lower-variance ‘adaptive’ approach is that it continues to assign high probability
to several configurations late in the tuning process, as shown
in the slow entropy decrease; this slows down training of
the shared weights. One could consider a tradeoff between
allowing FedEx to run longer than FedAvg while keeping
the total budget constant, but for simplicity we chose the
more effective ‘aggressive’ schedule. Note, however, that
this choice could lead to instability later during training, as
shown in the entropy variability in Figure 3; this can lead
to catastrophically poor performance if bad configurations
are chosen. As discussed earlier, we avoid this problem
by stopping the exponentiated update after a low enough
entropy, specifically when it reaches 1E-4. Finally, note that
the rapid decrease in entropy of the ‘aggressive’ scheme
means that FedEx effectively picks a single configuration
very quickly, and can thus be viewed as a way to improve
the configuration distribution for successive elimination.

5. Conclusion
FedEx is a simple, low-overhead algorithm for accelerating
the tuning of hyperparameters in federated learning that is
applicable to many popular FL algorithms. It is inspired by
our connection of this challenging setting to weight-sharing
in NAS, as well as to meta-learning via personalization. Furthermore, it effectively tunes FedAvg on standard benchmarks. Finally, we note that the scope of application of
FedEx is very broad, including tuning actual architectural
hyperparameters rather than just settings of local SGD, i.e.
doing federated NAS, and tuning initialization-based metalearning algorithms such as Reptile and MAML.
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A. FedEx Details
A.1. Stochastic Gradient used by FedEx
Below is a simple calculation showing that the stochastic gradient used to update the categorical architecture distribution of
FedEx is an unbiased approximation of the true gradient w.r.t. its parameters.

∇θj Ecij |θ LVti (wi ) = ∇θj Ecij |θ (LVti (wi ) − λ)
= Ecij |θ (LVti (wi ) − λ)∇θj log Pθ (cij )
(LVti (ŵk ) − λ)∇θj log

= Ecij |θ

n
Y


!

Pθ (cij = cj )

i=1

(LVti (wi ) − λ)

= Ecij |θ

n
X

!
∇θj log Pθ (cij = cj )
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= Ecij |θ
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θj



A.2. Hyperparameters of FedEx
As discussed in Section 3, FedEx itself has several settings that the wrapping method, Algorithm 1, can tune. Specifically,
we tune the number k of configurations in the categorical distribution over the grid between {1, . . . , η R }, which is the
number of arms used by Algorithm 1. We also tune the computation of the baseline λt , which we set to
1

λt = P

s<t

γ t−s

s<t

B
X

γ t−s

X

PB

i=1

|Vti |

LVti (wi )

i=1

for discount factor γ ∈ [0, 1].

B. Experimental Details
B.1. Settings of the Baseline/Wrapper Algorithm
We use the same settings of Algorithm 1 for both tuning FedAvg and for wrapping FedEx. Given an elimination rate η,
number of elimination rounds R, resource budget B, and maximum rounds per arm M , we assign T1 , . . . , TR s.t.
Ti − Ti−1 =

T −M
η n+1 −1
η−1

−n−1

(recall T0 = 0)and assign any remaining resources to maximize resource use.
B.2. Hyperparameters of FedAvg
Server hyperparameters (learning rate εt = γ t ):
momentum :
log10 (1 − γ) :

Unif{0, 0.9}
Unif{−4, −2}

Local training hyperparameters:
log10 (lr) :
momentum :
log10 (weight-decay) :
log2 (batch) :
dropout :

Unif[−4, 0]
Unif{0.0, 0.9}
Unif[−5, −1]
Unif{3, 4, 5, 6, 7}
Unif{0, 0.5}

