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Reminders

• Quiz 1:
– Fri, Mar. 05 during class time

– Material: Lectures 1 – 8 only

– Logistics: see forthcoming Piazza post

• Homework 2: Exact inference and 
supervised learning (CRF+RNN)
– Out: Wed, Feb. 24

– Due: Wed, Mar. 10 at 11:59pm
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BRANCH AND BOUND
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Background: Nonconvex Global 
Optimization
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Goal: optimize over the blue surface.
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Goal: optimize over the blue surface.



Background: Nonconvex Global 
Optimization
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Relaxation: provides an upper bound on the 
surface. 
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Branching: partitions the search space into 
subspaces, and enables tighter relaxations.

X1 ≤ 0.0

X1 ≥ 0.0
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Background: Nonconvex Global 
Optimization
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The max of all relaxed solutions for each of the 
partitions is a global upper bound.  



Background: Nonconvex Global 
Optimization
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We can project a relaxed solution onto the 
feasible region.



Background: Nonconvex Global 
Optimization
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The incumbent is ε-optimal if the relative 
difference between the global upper bound 
and the incumbent score is less than ε.



How much should we subdivide?
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BRANCH-AND-BOUND
• Method for recursively subdividing the search 

space
• Subspace order can be determined heuristically 

(e.g. best-first search with depth-first plunging)
• Prunes subspaces that can’t yield better 

solutions 

How much should we subdivide?



Background: Nonconvex Global 
Optimization
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If the subspace upper bound is worse than the 
current incumbent, we can prune that 
subspace.



Background: Nonconvex Global 
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If the subspace upper bound is worse than the 
current incumbent, we can prune that 
subspace.



Limitations: 
Branch-and-Bound

Branch-and-bound

– Kind of tricky to get it right… 

• Lots of hyperparameters to tune

– Curse of dimensionality kicks in quickly

– Applications to problems other than ILP (e.g. 
QP) rather unsuccessful

• Nonconvex quadratic optimization by LP-based 
branch-and-bound usually fails with more than 80 
variables (Burer and Vandenbussche, 2009)
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BRANCH-AND-BOUND INGREDIENTS
Mathematical Program
Relaxation
Projection
(Branch-and-Bound Search Heuristics)
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Background: Nonconvex Global 
Optimization
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We solve the relaxation using the Simplex 
algorithm.



Background: Nonconvex Global 
Optimization
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We can project a relaxed solution onto the 
feasible region.



Integer Linear Programming

Whiteboard
– Branch and bound for an ILP in 2D
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Branch and Bound
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16 Algorithms

Algorithm 2.1 Branch-and-bound

Input : Minimization problem instance R.

Output : Optimal solution x! with value c!, or conclusion that R has no solution,
indicated by c! =!.

1. Initialize L := {R}, ĉ :=!. [init ]

2. If L = ", stop and return x! = x̂ and c! = ĉ. [abort ]

3. Choose Q # L, and set L := L \ {Q}. [select ]

4. Solve a relaxation Qrelax of Q. If Qrelax is empty, set č :=!. Otherwise, let x̌
be an optimal solution of Qrelax and č its objective value. [solve]

5. If č $ ĉ, goto Step 2. [bound ]

6. If x̌ is feasible for R, set x̂ := x̌, ĉ := č, and goto Step 2. [check ]

7. Split Q into subproblems Q = Q1 % . . . %Qk, set L := L % {Q1, . . . ,Qk}, and
goto Step 2. [branch]

The intention of the bounding in Step 5 is to avoid a complete enumeration of
all potential solutions of R, which are usually exponentially many. In order for
bounding to be e!ective, good lower (dual) bounds č and upper (primal) bounds ĉ
must be available. Lower bounds are calculated with the help of a relaxation Qrelax

which should be easy to solve. Upper bounds can be found during the branch-and-
bound algorithm in Step 6, but they can also be generated by primal heuristics.

The node selection in Step 3 and the branching scheme in Step 7 determine
important decisions of a branch-and-bound algorithm that should be tailored to the
given problem class. Both of them have a major impact on how early good
primal solutions can be found in Step 6 and how fast the lower bounds of the open
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Figure 2.1. Branch-and-bound search tree.

Slide from Achterberg (thesis, 2007)
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2.1. Branch and Bound 17

Q Q1 Q2

x̌x̌

Figure 2.2. LP based branching on a single fractional variable.

subproblems in L increase. They influence the bounding in Step 5, which should
cut o! subproblems as early as possible and thereby prune large parts of the search
tree. Even more important for a branch-and-bound algorithm to be e!ective is the
type of relaxation that is solved in Step 4. A reasonable relaxation must fulfill two
usually opposing requirements: it should be easy to solve, and it should yield strong
dual bounds.

In mixed integer programming, the most widely used relaxation is the LP relax-
ation (see Definition 1.5), which proved to be very successful in practice. Currently,
almost all e"cient commercial and academic MIP solvers are LP relaxation based
branch-and-bound algorithms. This includes the solvers mentioned in Section 1.3.

Besides supplying a dual bound that can be exploited for the bounding in Step 5,
the LP relaxation can also be used to guide the branching decisions of Step 7.
The most popular branching strategy in MIP solving is to split the domain of an
integer variable xj , j ! I, with fractional LP value x̌j /! Z into two parts, thus
creating the two subproblems Q1 = Q " {xj # $x̌j%} and Q2 = Q " {xj & 'x̌j(}
(see Figure 2.2). Methods to select a fractional variable as branching variable are
discussed in Chapter 5.

In constraint programming, the branching step is usually carried out by selecting
an integer variable xj and fix it to a certain value xj = v ! Dj in one child node and
rule out the value in the other child node by enforcing xj ! Dj \ {v}. In contrast
to MIP, constraint programs do not have a strong canonical relaxation like the LP
relaxation. Although there might be good relaxations for special types of constraint
programs, there is no useful relaxation available for the general model. Therefore,
CP solvers implement the bounding Step 5 of Algorithm 2.1 only by propagating
the objective function constraint f(x) < ĉ with ĉ being the value of the current
incumbent solution. Thus, the strength of the bounding step heavily depends on the
propagation potential of the objective function constraint. In fact, CP solvers are
usually inferior to MIP solvers on problems where achieving feasibility is easy, but
finding the optimal solution is hard.

The branching applied in SAT solvers is very similar to the one of constraint
programming solvers. Since all variables are binary, however, it reduces to selecting
a variable xj and fixing it to xj = 0 in one child node and to xj = 1 in the other child
node. Actually, current SAT solvers do not even need to represent the branching



MAP INFERENCE AS 
MATHEMATICAL PROGRAMMING

Case #1: Binary Variables
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Exact Inference
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1. Data 2. Model

4. Learning5. Inference

3. Objective
`(✓;D) =

NX

n=1

log p(x(n) | ✓)

p(x | ✓) = 1

Z(✓)

Y

C2C
 C(xC)

✓⇤ = argmax
✓

`(✓;D)p(xC) =
X

x0:x0
C=xC

p(x0 | ✓)

Z(✓) =
X

x

Y

C2C
 C(xC)

D = {x(n)}Nn=1

n n v d nSample 
2:

time likeflies an arrow

n v p d n
Sample 1:

time likeflies an arrow

p n n v vSample 
4:

with youtime will see

n v p n nSample 
3:

flies withfly their wings

W1 W2 W3 W4 W5

T1 T2 T3 T4 T5

1. Marginal Inference 

2. Partition Function 

x̂ = argmax
x

p(x | ✓)
3. MAP Inference 

Recall…



28

p(xC) =
X

x0:x0
C=xC

p(x0 | ✓)

Z(✓) =
X

x

Y

C2C
 C(xC)

x̂ = argmax
x

p(x | ✓)

1. Marginal Inference 
Compute marginals of variables and cliques

2. Partition Function 
Compute the normalization constant

3. MAP Inference (NP-Hard in the general case)
Compute variable assignment with highest probability

p(xi) =
X

x0:x0
i=xi

p(x0 | ✓)

Three Tasks:

5. Inference
Recall…



MAP Inference
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Suppose we want to predict the highest likelihood structure y, given 
observations x and parameters w. 

Y6 Y7

Y8 Y9

Y1 Y2

Y3 Y4

Y5

ŷ = argmax
y

log pw(y|x)

= argmax
y

�

j

wT fnode(xj , yj) +
�

j,k

wT fedge(xjk, yj , yk)

Y0
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Suppose we want to predict the highest likelihood structure y, given 
observations x and parameters w. 

ŷ = argmax
y

log pw(y|x)

= argmax
y

�

j

wT fnode(xj , yj) +
�

j,k

wT fedge(xjk, yj , yk)

Idea:
1. Reformulate the problem as an integer linear program (ILP) – note that 

this is just going to be a new way of writing down the problem: y à z
2. Then remove the integer constraints (i.e. solve the linear program (LP) 

relaxation)

Lemma: (Wainwright et al., 2002) If there is a unique MAP assignment, the 
LP relaxation of the ILP above is guaranteed to have an integer solution, 
which is exactly the MAP solution!



Integer Linear Programming

Whiteboard
– MAP Inference for a Binary Pairwise MRF as an 

ILP
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