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Reminders

• Project Team Formation
– Due: Mon, Mar. 22 at 11:59pm

• Homework 3: Structured SVM
– Out: Wed, Mar. 10
– Due: Wed, Mar. 24 at 11:59pm
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MCMC (BASIC METHODS)
Metropolis, Metropolis-Hastings, Gibbs Sampling
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Sampling from a Joint Distribution
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T H A C

We can use 
these samples 

to estimate 
many different 
probabilities!



A Few Problems for a Factor Graph
Suppose we already have the parameters of a Factor Graph…

1. How do we compute the probability of a specific assignment to the 
variables?
P(T=t, H=h, A=a, C=c)

2. How do we draw a sample from the joint distribution?
t,h,a,c ∼ P(T, H, A, C)

3. How do we compute marginal probabilities?
P(A) = …

4. How do we draw samples from a conditional distribution? 
t,h,a ∼ P(T, H, A | C = c)

5. How do we compute conditional marginal probabilities?
P(H | C = c) = …
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Can we 
use 

samples
?



MCMC

• Goal: Draw approximate, correlated samples 
from a target distribution p(x)

• MCMC: Performs a biased random walk to 
explore the distribution
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Simulations of MCMC
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Visualization of Metroplis-Hastings, Gibbs 
Sampling, and Hamiltonian MCMC:

https://chi-feng.github.io/mcmc-demo/

http://twiecki.github.io/blog/2014/01/02/visualizing-mcmc/

https://chi-feng.github.io/mcmc-demo/
http://twiecki.github.io/blog/2014/01/02/visualizing-mcmc/


GIBBS SAMPLING
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Gibbs Sampling

Whiteboard
– Gibbs Sampling
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Sampling from a Discrete Distribution
• To sample from a  discrete distribution p(y) we only 

need a function proportional to it
e.g., g(·) s.t. p(y) ∝ g(y)

• Recipe:
– Define a bin cutoff by for each value y ∈ {1, …, V} 

– Sample u ~ Uniform(0, bV)
– Return value y if u lands in bin [by-1, by,]
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red green blue

g(red)=1 g(green)=1 g(blue)=3

b0=0 bred=1 bgreen=1+1=2 bblue=1+1+3=5

u ~ Uniform(0,5)



Example: Gibbs Sampling
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Example: 3-node Factor Graph



Example: Gibbs Sampling
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Example: 3-node Factor Graph



Gibbs Sampling
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Figure 29.13. Gibbs sampling.
(a) The joint density P (x) from
which samples are required. (b)
Starting from a state x(t), x1 is
sampled from the conditional
density P (x1 |x(t)

2 ). (c) A sample
is then made from the conditional
density P (x2 |x1). (d) A couple of
iterations of Gibbs sampling.

This is good news and bad news. It is good news because, unlike the
cases of rejection sampling and importance sampling, there is no catastrophic
dependence on the dimensionality N . Our computer will give useful answers
in a time shorter than the age of the universe. But it is bad news all the same,
because this quadratic dependence on the lengthscale-ratio may still force us
to make very lengthy simulations.

Fortunately, there are methods for suppressing random walks in Monte
Carlo simulations, which we will discuss in the next chapter.

29.5 Gibbs sampling

We introduced importance sampling, rejection sampling and the Metropolis
method using one-dimensional examples. Gibbs sampling, also known as the
heat bath method or ‘Glauber dynamics’, is a method for sampling from dis-
tributions over at least two dimensions. Gibbs sampling can be viewed as a
Metropolis method in which a sequence of proposal distributions Q are defined
in terms of the conditional distributions of the joint distribution P (x). It is
assumed that, whilst P (x) is too complex to draw samples from directly, its
conditional distributions P (xi | {xj}j !=i) are tractable to work with. For many
graphical models (but not all) these one-dimensional conditional distributions
are straightforward to sample from. For example, if a Gaussian distribution
for some variables d has an unknown mean m, and the prior distribution of m
is Gaussian, then the conditional distribution of m given d is also Gaussian.
Conditional distributions that are not of standard form may still be sampled
from by adaptive rejection sampling if the conditional distribution satisfies
certain convexity properties (Gilks and Wild, 1992).

Gibbs sampling is illustrated for a case with two variables (x1, x2) = x
in figure 29.13. On each iteration, we start from the current state x(t), and
x1 is sampled from the conditional density P (x1 |x2), with x2 fixed to x(t)

2 .
A sample x2 is then made from the conditional density P (x2 |x1), using the

p(x)

p(x1|x(t)
2 )

x(t)
x(t+1)



Gibbs Sampling
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2 ). (c) A sample
is then made from the conditional
density P (x2 |x1). (d) A couple of
iterations of Gibbs sampling.

This is good news and bad news. It is good news because, unlike the
cases of rejection sampling and importance sampling, there is no catastrophic
dependence on the dimensionality N . Our computer will give useful answers
in a time shorter than the age of the universe. But it is bad news all the same,
because this quadratic dependence on the lengthscale-ratio may still force us
to make very lengthy simulations.

Fortunately, there are methods for suppressing random walks in Monte
Carlo simulations, which we will discuss in the next chapter.

29.5 Gibbs sampling

We introduced importance sampling, rejection sampling and the Metropolis
method using one-dimensional examples. Gibbs sampling, also known as the
heat bath method or ‘Glauber dynamics’, is a method for sampling from dis-
tributions over at least two dimensions. Gibbs sampling can be viewed as a
Metropolis method in which a sequence of proposal distributions Q are defined
in terms of the conditional distributions of the joint distribution P (x). It is
assumed that, whilst P (x) is too complex to draw samples from directly, its
conditional distributions P (xi | {xj}j !=i) are tractable to work with. For many
graphical models (but not all) these one-dimensional conditional distributions
are straightforward to sample from. For example, if a Gaussian distribution
for some variables d has an unknown mean m, and the prior distribution of m
is Gaussian, then the conditional distribution of m given d is also Gaussian.
Conditional distributions that are not of standard form may still be sampled
from by adaptive rejection sampling if the conditional distribution satisfies
certain convexity properties (Gilks and Wild, 1992).

Gibbs sampling is illustrated for a case with two variables (x1, x2) = x
in figure 29.13. On each iteration, we start from the current state x(t), and
x1 is sampled from the conditional density P (x1 |x2), with x2 fixed to x(t)

2 .
A sample x2 is then made from the conditional density P (x2 |x1), using the

p(x)

x(t+1)

x(t+2)

p(x2|x(t+1)
1 )

x(t)



Gibbs Sampling
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2 ). (c) A sample
is then made from the conditional
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This is good news and bad news. It is good news because, unlike the
cases of rejection sampling and importance sampling, there is no catastrophic
dependence on the dimensionality N . Our computer will give useful answers
in a time shorter than the age of the universe. But it is bad news all the same,
because this quadratic dependence on the lengthscale-ratio may still force us
to make very lengthy simulations.

Fortunately, there are methods for suppressing random walks in Monte
Carlo simulations, which we will discuss in the next chapter.

29.5 Gibbs sampling

We introduced importance sampling, rejection sampling and the Metropolis
method using one-dimensional examples. Gibbs sampling, also known as the
heat bath method or ‘Glauber dynamics’, is a method for sampling from dis-
tributions over at least two dimensions. Gibbs sampling can be viewed as a
Metropolis method in which a sequence of proposal distributions Q are defined
in terms of the conditional distributions of the joint distribution P (x). It is
assumed that, whilst P (x) is too complex to draw samples from directly, its
conditional distributions P (xi | {xj}j !=i) are tractable to work with. For many
graphical models (but not all) these one-dimensional conditional distributions
are straightforward to sample from. For example, if a Gaussian distribution
for some variables d has an unknown mean m, and the prior distribution of m
is Gaussian, then the conditional distribution of m given d is also Gaussian.
Conditional distributions that are not of standard form may still be sampled
from by adaptive rejection sampling if the conditional distribution satisfies
certain convexity properties (Gilks and Wild, 1992).

Gibbs sampling is illustrated for a case with two variables (x1, x2) = x
in figure 29.13. On each iteration, we start from the current state x(t), and
x1 is sampled from the conditional density P (x1 |x2), with x2 fixed to x(t)

2 .
A sample x2 is then made from the conditional density P (x2 |x1), using the

p(x)

x(t+1)

x(t+2)

x(t)

x(t+3)

x(t+4)



Gibbs Sampling
Question:
How do we draw samples from a conditional distribution? 
y1, y2, …, yJ ∼ p(y1, y2, …, yJ | x1, x2, …, xJ )

(Approximate) Solution:
– Initialize y1

(0), y2
(0), …, yJ

(0) to arbitrary values
– For t = 1, 2, …:

• y1
(t+1) ∼ p(y1 | y2

(t), …, yJ
(t), x1, x2, …, xJ )

• y2
(t+1) ∼ p(y2 | y1

(t+1), y3
(t), …, yJ

(t), x1, x2, …, xJ )
• y3

(t+1) ∼ p(y3 | y1
(t+1), y2

(t+1), y4
(t), …, yJ

(t), x1, x2, …, xJ )
• …
• yJ

(t+1) ∼ p(yJ | y1
(t+1), y2

(t+1), …, yJ-1
(t+1), x1, x2, …, xJ )

Properties:
– This will eventually yield samples from 

p(y1, y2, …, yJ | x1, x2, …, xJ )
– But it might take a long time -- just like other Markov Chain Monte Carlo 

methods
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Gibbs Sampling
Full 
conditionals 
only need to 
condition on 
the Markov 
Blanket
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• Must be “easy” to sample from 
conditionals

• Many conditionals are log-concave 
and are amenable to adaptive 
rejection sampling

DGM
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METROPOLIS-HASTINGS

21



Metropolis-Hastings

Whiteboard
– Metropolis Algorithm
– Metropolis-Hastings Algorithm
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Random Walk Behavior of M-H
• For Metropolis-Hastings, a generic proposal 

distribution is:

• If ϵ is large, many rejections
• If ϵ is small, slow mixing
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�max

�min

⇢✏

p(x)

q(x|x(t))

Figure from Bishop (2006)

q(x|x(t)) = N (0, ✏2)



Random Walk Behavior of M-H
• For Rejection Sampling, the accepted samples 

are are independent
• But for Metropolis-Hastings, the samples are 
correlated

• Question: How long must we wait to get 
effectively independent samples?
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�max

�min

⇢✏

p(x)

q(x|x(t))

A: independent 
states in the M-H 
random walk are 
separated  by 
roughly
steps 

(�max/�min)
2

Figure from Bishop (2006)



Whiteboard

• Gibbs Sampling as M-H
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MCMC IN PRACTICE
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Practical Issues
• Question: Is it better to move along one dimension 

or many?

• Answer: For Metropolis-Hasings, it is sometimes 
better to sample one dimension at a time
– Q: Given a sequence of 1D proposals, compare rate of 

movement for one-at-a-time vs. concatenation.

• Answer: For Gibbs Sampling, sometimes better to 
sample a block of variables at a time
– Q: When is it tractable to sample a block of variables?
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Blocked Gibbs Sampling

Goal:
Draw samples from a distribution y1, y2, …, yJ ∼ p(y1, y2, …, yJ)

Algorithm:
– Initialize y1, y2, …, yJ to arbitrary values

– For t = 1, 2, …:
for b in B: where b ⊆ {1, …, J}

yb ∼ p(yb | y¬b )

– Example: B = set of factors in a factor graph

Why use blocks?
– As in Gibbs Sampler, this will eventually yield samples from 

p(y1, y2, …, yJ)

– Might improve mixing time (i.e. “eventually” will be a bit 
sooner)

28



Practical Issues
• Question: How do we assess convergence of 

the Markov chain?
• Answer: It’s not easy!
– Compare statistics of multiple independent chains
– Ex: Compare log-likelihoods
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Practical Issues
• Question: Is one long Markov chain better than many 

short ones?
• Note: typical to discard initial samples (aka. “burn-

in”) since the chain might not yet have mixed
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• Answer: Often a balance is 
best:
– Compared to one long chain: 

More independent samples 
– Compared to many small 

chains: Less samples 
discarded for burn-in 

– We can still parallelize
– Allows us to assess mixing 

by comparing chains


